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Boosting Time-Series Domain Adaptation via A
Time-Frequency Consensus Framework

Wenmian Yang *“, Mohamed Ragab ®, Min Wu
Guosheng Lin ¥, Senior Member, IEEE, Weijia Jia

Abstract—Unsupervised domain adaptation (UDA) has proven
to be effective in addressing the domain shift problem in
computer vision. However, compared with visual applications,
UDA for time series brings forth additional challenges. Potential
domain shifts may have varying impacts on both time and
frequency features, rendering conventional UDA methods less
effective in this context. To address these challenges, we propose a
time-frequency consensus domain adaption (TFCDA) framework
to enhance UDA methods for time-series data. TFCDA designs a
frequency encoder, a trainable time-frequency mapping (TFM),
and a consensus loss, building upon conventional UDA methods to
boost their performance. The TFM is trained on source domain
data to learn the inherent time-frequency feature mapping,
while the novel consensus loss ensures consistent feature transfer
during UDA in the target domain, effectively reducing domain
shifts in both time and frequency, and thus boosting overall
performance. Experimental evaluations on four publicly available
time-series datasets demonstrate TFCDA’s effectiveness in en-
hancing existing UDA methods for time-series data, highlighting
its potential for real-world applications.

Impact Statement—The proposed time-frequency consensus
domain adaptation (TFCDA) framework addresses the significant
challenges of applying unsupervised domain adaptation (UDA)
to time-series data, where conventional UDA methods struggle
due to varying impacts on time and frequency features. By
introducing a frequency encoder, a novel time-frequency mapping
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(TFM), and a consensus loss, TFCDA enhances the adaptabil-
ity and performance of UDA in time-series contexts. These
innovations ensure consistent feature transfer and effectively
reduce domain shifts across both time and frequency domains.
Our experimental results demonstrate that TFCDA significantly
improves the performance of existing UDA methods, making it
a valuable contribution to the field and a promising solution for
real-world time-series applications.

Index Terms—Domain adaption, time-frequency consensus,
time-series, transfer learning.

EEP learning has exhibited remarkable success on time-
D series classification tasks including wearable-sensor-
based human activity recognition (HAR) [1], [2], [3], [4], sleep
stage classification (SSC) [5], [6], [7], etc. However, deep learn-
ing heavily relies on large amounts of labeled data, and its
performance deteriorates rapidly under domain shifts, making
it challenging to be deployed in real-world scenarios. Domain
shifts arise when the distribution of test data differs from that
of the training data, e.g., a model trained on labelled data from
young users may exhibit poor performance when applied to
elderly users, posing a significant issue for deploying these
models in diverse scenarios.

To address this challenge, unsupervised domain adaptation
(UDA) [8] has emerged, aiming to alleviate distribution dispar-
ities between distinct domains. However, current UDA methods
are primarily tailored for visual applications [9], [10], [11],
[12], [13], [14], often disregarding the complexities associated
with time series data. In the realm of time-series data, UDA
becomes more intricate due to the potential manifestation of do-
main shifts in both time and frequency features, with frequency
features often overlooked. While some endeavors have sought
to model frequency features, they tend to merely fuse time and
frequency features together [15], lacking the consideration of
their profound interrelationship. In reality, domain shifts might
significantly perturb time features while leaving frequency fea-
tures relatively intact, and vice versa [15]. In such cases, a mere
combination of time and frequency features or simultaneous
application of time-frequency UDA loss could yield inferior
outcomes compared to a single modality (either time or fre-
quency). Given the seamless conversion of time and frequency
data through the Fourier transform, a domain-invariant mapping
must exist between time and frequency features, and remains
consistent during domain adaptation. Exploiting such mapping
is pivotal for enhancing performance when dealing with time
series data.
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Based on the above consistent mapping hypothesis, we pro-
pose a time-frequency consensus domain adaption framework
(TFCDA) to enhance the performance of existing UDA meth-
ods for time-series data. Our TFCDA framework extends the
conventional UDA methods (typically comprising a time en-
coder, a classifier, and a domain adaptation loss) with novel
components, including a frequency encoder for extracting fre-
quency features, a trainable time-frequency mapping (TFM) to
fit the domain-invariant mapping that maps time features to
frequency features, and a consensus loss to maintain the consis-
tency of the time-frequency mapping during domain adaptation.
Specifically, our designed TFM is trained using the source do-
main data to learn the time-frequency mapping. Meanwhile, the
consensus loss guarantees the coherence of this time-frequency
relationship when the model adapts to the target domain. This
can adaptively reduce the domain shift among both time and
frequency features to enhance the overall performance. This
improvement is especially notable when domain shifts affect
time and frequency features differently. By utilizing the inherent
relationship between time and frequency features, our TFCDA
framework offers a universal solution to enhance UDA methods
for time-series data. The main contributions of this article are
presented as follows:

1) We propose a TFCDA framework, a universal solution
that boosts the performance of existing UDA methods for
time series data.

2) We design a novel TFM and a new consensus loss, which
exploit the relationship between time and frequency fea-
tures of time-series data to adaptively mitigate domain
shift between the domains.

3) We conduct comprehensive experiments on four publicly
available time-series datasets, demonstrating the remark-
able potential of TFCDA in enhancing existing UDA
methods for time-series data.

I. RELATED WORK

In this section, we categorize the relevant work into two key
areas: unsupervised domain adaptation and time-series domain
adaptation.

A. Unsupervised Domain Adaptation

We begin by discussing the general area of unsupervised
domain adaptation (UDA), a methodology that utilizes labeled
data from the source domain to make predictions on the un-
labeled target domain. UDA finds applications across diverse
fields [8], [16] and can be broadly divided into two primary
approaches: statistical divergence-based UDA and adversarial-
based UDA.

1) Statistical Divergence-Based UDA: This approach fo-
cuses on extracting domain-invariant features by minimizing
the discrepancy within a latent feature space. Popular mea-
sures include maximum mean discrepancy (MMD) [11], which
employs kernel-reproducing Hilbert space, correlation align-
ment (CORAL) [17], higher order moments (HoMM) [18], KL
divergence [19], contrastive domain discrepancy (CDD) [20],
optimal transport distance [21], and Sinkhorn divergence [15].

Some studies focus on enhancing these measures. For example,
Long et al. [22] propose multikernel MMD to minimize the
domain discrepancy, and Zhu et al. [12] propose local MMD
loss for alignment across domains. Rahman et al. [23] combine
MMD and correlation to define the statistical distance, among
other improvements.

2) Adversarial Training-Based UDA:: This class of meth-
ods often employs a domain discriminator to differentiate be-
tween source and target domains, while a deep classification
model is trained to learn features that are indistinguishable to
the domain discriminator [24]. Significant contributions include
the framework proposed by Tzeng et al. [25], which combines
discriminative modeling and a GAN loss for adversarial domain
adaptation, and the work by Long et al. [26] that incorporates
task knowledge during the domain alignment phase. Shu et al.
[10] employ virtual adversarial training, conditional entropy,
and a teacher model for alignment. Additionally, there exist
specialized methods that do not fall within the above two cat-
egories. Saito et al. [27] propose an instance-based method
using data augmentation to generate a target domain training
set. Sohn et al. [28] focus on generating pseudo labels for
the target domain via semi-supervised learning, and Berthelot
et al. [29] refine this approach by adjusting the label distribution
ratio between source and target domains. Li et al. [30] intro-
duce a network-based method that revisits batch normalization
for practical domain adaptation. However, these techniques are
generally not tailored for time-series tasks and may overlook
the unique ways that domain shifts can manifest within both
time and frequency features of time-series data.

B. Time-Series Domain Adaptation

Despite the achievements in computer vision, there remains
a paucity of methods that specialize in adaptation approaches
for time-series data. Few domain adaptation (DA) techniques
are designed explicitly with time series in mind. For instance,
Purushotham et al. [31] propose a variational recurrent autoen-
coder combined with adversarial training to address the domain
shift problem. Wilson et al. [32] introduce a gradient rever-
sal layer for multisource domain adaptation in human activity
recognition (HAR) tasks. Similarly, Qian et al. [4] develop a
method that derives generalizable feature representations across
domains by disentangling domain-agnostic and domain-specific
features for HAR generalization tasks. In a related effort, Cai
etal. [33] present a sparse associative structure alignment model
for time-series UDA, emphasizing the relationship between
sensors. Nevertheless, these approaches tend to focus solely on
single-modality data. He et al. [15] fuse time and frequency
features for UDA via simple concatenation. Moreover, time
series domain adaptation has also achieved breakthroughs in
many interdisciplinary fields, such as medicine images [34],
[35], [36], finance [37], [38], etc. Nonetheless, owing to the
inherent intricacies of time series data, directly merging time
and frequency features can lead to degradation and, in some
cases, even result in lower performance than utilizing a single
modality.
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C. Time-Series Representation Learning

Several methods address UDA challenges by crafting more
general representations that include auxiliary self-supervised
training tasks. These techniques focus on learning domain-
invariant features via pretext learning tasks such as data aug-
mentation and reconstruction. For example, contrastive meth-
ods strive to grasp the semantic nuances of samples by max-
imizing the lower bound of mutual information between two
augmented views [39], [40], [41], [42], [43]. Additionally,
reconstruction-based approaches align the domains by under-
taking source domain classification and reconstructing target
domain data, or data from both source and target domains
[44]. This area of research highlights the potential of innovative
strategies to extract meaningful patterns from time-series data
and apply them across different domains.

II. METHOD

In this section, we first introduce the problem formulation
and provide the overall framework. Subsequently, we discuss
the conventional unsupervised domain adaptation (UDA) meth-
ods and introduce our novel time-frequency consensus domain
adaption (TFCDA) framework.

A. Problem Formulation

Similar to other UDA tasks, time-series UDA tasks also
involve labeled source data, denoted as D* = {x7,y} Y+, and
unlabeled target data, denoted as D” = {XT}N 7. Here, x; and
x] € RET*N (shortened as x hereafter) represent time domain
1nputs with N sensors and LT time steps. y; € R corresponds
to the source domain label, while Ng and Np represent the
number of samples in the source and target domains, respec-
tively, and M indicates the number of classes. In this article, we
further transfer the time-series input x into the frequency space
using the one-dimensional discrete Fourier transform (DFT) as
follows:

vjm] = Lil X[k] - exp (-mﬁ) )

k=0

and obtain the amplitude a as follows:

) — Yl _ VREGERZ TGl
LT LT

where ¢ denotes the imaginary numbers, k£ denotes the cur-
rent time index, m denotes the current frequency index, and
Re(v[m]) and I'm(v[m]) are the real and imaginary parts of
the complex number. In practice, we utilize the Fast Fourier
Transform (FFT) to expedite the process and retain only the
real-valued input using the rttf function of the PyTorch frame-
work.! Thus, we have a € REFXN where LF = |LT/2] + 1.
Finally, we get the full input of the source domain as X° =
{x7, ..., XN } and A® = {al,...,af\,s}, and the input of the
target domain as X” = {x],...,x} } and A" = {a], ... a] }.

"https://pytorch.org/docs/stable/generated/torch. fft.rfft. html

As mentioned earlier, domain shifts impact both time and fre-
quency features to varying extents. Therefore, the goal of time-
series UDA is to minimize the distribution shift between P(X°)
and P(XT), as well as P(A®) and P(AT), assuming they share
the same label space.

B. Overview

The comprehensive architecture of TFCDA is illustrated in
Fig. 1(a), where the blue arrow represents the data flow from
the source domain, the red arrow represents the target domain
data flow, while the green components relate to the modules
found in conventional UDA methods, and the yellow modules
correspond to the innovative modules we have crafted specif-
ically for TFCDA. Specifically, conventional UDA methods
typically incorporate a time encoder for extracting temporal
features, a classifier for label prediction, and a domain adapta-
tion loss aimed at minimizing the domain shift between source
and target realms. Our advanced TFCDA framework not only
embraces these conventional components but enhances them
with a frequency encoder for extracting frequency features, a
trainable time-frequency mapping (TFM) to fit the domain-
invariant mapping that maps time features to frequency fea-
tures, and a mapping loss to maintain the consistency of the
time-frequency mapping during domain adaptation. A more
exhaustive explanation of conventional UDA methods and our
innovative TFCDA will be detailed in the subsequent section.

C. Conventional UDA Methods

Before introducing our TFCDA framework, we first briefly
introduce the conventional UDA methods on time-series tasks.
Typically, these methods employ a time encoder fy, : X — z4,
and a classifier gy, : 2, — §,, Where 6, is the parameter trained
by the time data, z; is the time features extracted by the time
encoder, and y, is the label distribution predicted by the time
classifier. The overall loss function could be written as

L=Xs-Log+M-Lpa (3)

where A\; and )\, are the trade-off hyperparameters

N
Lop=Y_y{log (§/,) )
i=1

is the cross-entropy loss that is applied to the labeled source
data, and

Lpa=minl(z},z;) (5)

is the domain adaption loss that is designed to optimize the
encoder to minimize distribution discrepancies between the
time features extracted by the source and target domains, where
[ can be the statistical distance in mapping-based methods (e.g.,
maximum mean discrepancy (MMD) [11], correlation align-
ment (CORAL) [45], etc.), or the adversarial loss in adversarial-
based methods [9], [25]. However, conventional UDA methods
often overlook the frequency features, despite the possibility
of domain shifts occurring in both time and frequency features
of time-series data. To address this limitation, we propose the
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Overall framework of TFCDA is shown in (a). The blue arrow indicates the source domain data flow, while the red arrow indicates the target domain

data flow. x and a express the input data of time and frequency, fp, and fp, denote the time and frequency encoder, gg, and gg, denotes the time and

frequency classifier, hg , denotes the TFM, while Lo g, Lpa, Larse, and

M refer to the cross-entropy loss, domain adaptation loss, mean squared error

loss, and mapping loss, respectively. The detailed processes of training TFM and mapping loss are shown in (b) and (c), respectively.

TFCDA framework, which not only jointly considers the do-
main shift in time and frequency, but also exploits the deep
relationship between time and frequency features to mitigate
domain shifts consistently, thereby effectively improving the
performance of the existing UDA method on time-series tasks.

D. TFCDA Framework

Based on the conventional UDA methods, we first introduce
a frequency encoder fp, :a— zy, and a frequency classifier
go, :Zf —y; into our TFCDA framework, where 0y is the
parameter trained by the frequency data, z; is the frequency
features extracted by the frequency encoder, and y; is the
label distribution predicted by the frequency classifier. Then,
the cross-entropy loss and the domain adaptation loss could be
rewritten as

N, Ns
Lep=>) ylog (37,)+> yllog (§7,) (6
i=1 i=1
Lpa= Héin I(z7,2]) + Héin l(z}‘?.z?). 7
[ s

However, as we mentioned domain shifts may significantly
perturb time features while leaving frequency features relatively
unchanged, or vice versa. Jointly combining time and frequency
UDA loss may result in overall performance lower than that of
using a single modality (time or frequency). To overcome this
issue, we further introduce the time-frequency mapping (TFM)
hy,, 12y — Zy to exploit the deep relationship between time
and frequency features, where Z; is the time-mapped frequency
features and 6,,, is the trainable parameter.

Specifically, given that the time and frequency data can be
seamlessly transformed through the Fourier transform, there
should exist a mapping that could map the time features to the
frequency features. Moreover, this mapping is domain-invariant
and remains consistent during domain adaptation because the
Fourier transform works in any domain. Based on the above, we
design the TFM to fit this mapping using the source data and
ensure consistent transfer of time and frequency features on the

target domain during domain adaptation to further reduce the
domain shift.
Note that, since

zy = fo,(a)

= fo,(FFT(x)) ®)
Zp=hy,, (z¢)

= hq,, (fo,(x)) )

both zy and Z; can be rewritten as a function of x as the input
variable, thus the hy, (-) must exist if the dimension of the
neural network is appropriate. In this way, we make the transfer
direction of time and frequency features consistent during UDA,
so as to improve the overall performance, and effectively reduce
the impact caused by domain shift imbalance between the time
and frequency.

During training, for each batch of data, we first freeze the
parameters of the encoders and classifiers and only train the
TFM via the mean squared error (MSE) loss on the source
data by

N,
I ,5 s
Lyvse = A Z;(Zf,i —Zp;) (10)
This process is shown in Fig. 1(b).
Then, we freeze the parameters of the TFM, and optimize the
encoder on the target domain by our designed mapping loss

N
1 _
ﬁM:ﬁtZ(z% —Z5,). (11)
i=1
This process is shown in Fig. 1(c).
The overall loss function is finally rewritten as
L=Xs-Lecg+ A Lpa+ ALy 12)

where ). is the trade-off hyperparameter.
By leveraging the intrinsic relationship between time and
frequency features of time-series data, our TFCDA framework
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Algorithm 1: TFCDA Training Algorithm.
Input: Dg, D
Output: Optimal parameter fy,, fo,
1 Initialize 6, ¢
2 for each batch of data do
3| Getzf,zf « fo,(x°), fo,(x")
4 Get Z?,Z?(—fgf(as),fgf(aT)
s | GetZz} <« hy, (2)
6 Freeze fo,, fo;, Update hg,, by Eq. (10)
7 | Getzj < hg, (z])
8
9

Freeze hy,,, Update fy,, fo, by Eq. (12)
end

employs the TFM with a mapping loss to adaptively reduce
domain shift in both time and frequency, effectively improving
overall performance, especially when domain shifts perturb
time and frequency features to different extents. The training
algorithm of TFCDA is shown in Algorithm 1.

During inference, we select the average prediction distribu-
tion obtained from both the time and frequency classifiers as the
final result. For more detailed information about the backbone
of the encoder, classifier, TFM, and domain adaptation loss,
please refer to Section III-A.

III. EXPERIMENTS

In this section, we begin by introducing the datasets, settings,
and baselines employed in our experiments. Subsequently, we
conduct an analysis of the experimental results of the baseline
methods in conjunction with the TFCDA framework. Finally,
we perform an ablation study and sensitivity analysis to validate
the effectiveness of our designed TFM and mapping loss.

A. Settings and Baselines

1) Dataset: In this section, the effectiveness of our TFCDA
framework is evaluated across four prominent time-series UDA
datasets: UCIHAR [46], HHAR [47], WISDM [48], and SSC
[49]. Notably, the datasets UCIHAR, HHAR, and WISDM are
dedicated to the human activity recognition (HAR) task, while
SSC focuses on the sleep stage classification (SSC) task.

The UCIHAR dataset encompasses data captured from three
distinct sensors: accelerometer, gyroscope, and body sensors.
These instruments were applied to a cohort of 30 subjects,
each of whom engaged in six specific activities, namely walk-
ing, walking upstairs, walking downstairs, standing, sitting,
and lying down. In contrast, HHAR data originates from nine
subjects, with sensor readings gleaned from both smartphones
and smartwatches. The WISDM dataset, which sources data
from 36 subjects via accelerometer sensors, poses additional
complexities. Notably, the potential class imbalance can make
this dataset particularly challenging: the data of certain subjects
may solely consist of samples from a subset of the overall
classes. On the other hand, the SSC dataset is dedicated to
sleep stage classification, with the objective of categorizing

TABLE I
STATISTICS FOR THE FOUR TIME-SERIES DATASETS

Dataset | D C K L | Training Testing
UCIHAR | 32 9 6 128 2300 990
HHAR 9 3 6 128 12716 5218
WISDM 36 3 6 128 1350 720
SSC 20 1 5 3000 14280 6130

electroencephalography (EEG) signals into five distinct stages:
wake (W) and nonrapid eye movement stages (N1, N2, N3), as
well as rapid eye movement (REM). For the purposes of this
study, we employ the sleep-EDF dataset [49], which comprises
EEG readings from 20 healthy participants. Aligning with prior
research [50], our analysis harnesses a singular channel from 10
different subjects, creating five unique cross-domain scenarios.

For all four datasets under experiments, we follow the
settings of [50], where individual subjects are treated as distinct
domains and five cross-domain scenarios are selected at random
from a large number of cross-domain combinations. We finally
select the cross-domain combinations of (2 — 11), (12 — 16),
(9 —18), (6 — 23), and (7 — 13), for the UCIHAR, (0 — 6),
(1—-6),(2—17),(3—8),and (4 —5), for the HHAR, (7 —
18), (20 — 30), (35 — 31), (17 — 23), and (6 — 19), for the
WISDM, and (0 — 11), (7 — 18), (9 — 14), (12 —5), and
(16 — 1), for the SSC dataset, where (s — t) means the model
is trained by the s domain, and test on the t domain.

A comprehensive breakdown of these four time-series
datasets can be found in Table L. In this table, D signifies the
number of domains, C stands for the number of sensor channels,
K represents the number of classes, L indicates the number
of time steps, and the training/testing columns delineate the
respective numbers of training and testing samples. In compari-
son, the HAR and HHAR datasets are relatively balanced, while
the WISDM and SSC datasets are unbalanced. The sequence
length in the SSC dataset is 3000, significantly higher than that
of the other datasets. Additionally, the training data for UCI-
HAR and WISDM are smaller compared to HHAR and SSC.
Notably, the SSC dataset has only one sensor channel, while the
other datasets feature multiple channels. The diversity of these
four datasets adds robustness to our experiments, enhancing the
validity of our findings. All the models in this experiment are
conducted with a single A100 GPU.

2) Baselines: To prove that our designed TFCDA could
enhance the performance of existing UDA methods for time-
series data, we combine TFCDA with 10 state-of-the-art UDA
methods, where six of them are mapping-based methods, i.e.,
DDC [11], CORAL [17], HoMM [18], MMDA [23], DSAN
[12], and SASA [33], and four of them are adversarial-based
methods, i.e., DANN [24], CDAN [26], DIRT [10], and Co-
DATS [32]. The detailed descriptions of baseline methods are
as follows:

a) DDC [11]: A mapping-based method that uses MMD as
the statistical distance to align the feature distributions
between the source and target domains.

b) CORAL [17]: A mapping-based method that uses correla-
tion as the statistical distance with deep learning.
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TABLE II
OVERALL PERFORMANCE ON THE FOUR DATASETS (ACCURARY / MACRO-F1)
Dataset | Module | DDC CORAL HoMM DANN MMDA DSAN CDAN DIRT CoDATS SASA
Time 87.5/857 87.4/86.1 87.7/865 88.7/87.6 89.0/831 89.0/87.9 89.1/882 90.8/90.5 88.7/875 88.9/87.8
UCIHAR Fre 79.4 /752 793/751 80.0/76.0 827/797 823/79.1 850/82.8 846/822 86.4/846 83.1/802 82.5/79.4
TFCDA | 91.8/91.7 91.8/91.8 91.7/915 90.9/90.6 92.1/922 93.0/935 91.3/912 93.1/93.6 91.2/91.1 90.6/90.2
Time 70.1/67.7 70.8/69.2  71.4/699  755/754 66.5/633 75.1/748 745/740 81.0/80.1 73.0/71.0 73.1/71.1
HHAR Fre 63.7/60.9 632/602 633/604 79.0/787 68.0/667 77.0/76.1  750/734 778/77.1 76.1/747  654/63.2
TFCDA 753/73.8 748/ 73.1 75.2 1 73.7 83.0 /828 77.2/763 81.1/80.2 77.7/757 833/819 79.0/774 753/738
Time 62.9 /53.1 62.0 / 52.0 64.4 /552 63.6 / 54.1 65.1 /56.1 65.7 /1 56.9 63.4/53.8 68.1 7/ 60.1 64.4/55.1 60.0 /49.3
WISDM Fre 72.6/66.1  732/669 73.0/66.7 732/669 735/674 703/63.1 709/638 T17/649 72.7/663  72.6/66.1
TFCDA | 743/683 76.1/708 745/685 758/704 748/69.2 70.8/637 71.5/647 742/669 743/683 73.7/67.6
Time 67.0/586 66.7/582 67.0/58.6 67.4/592 674/593 684/605 650/559 67.8/59.8 65.8/570 67.3/59.1
SSC Fre 60.0/493  60.6/50.1 60.2/49.5 619/517 59.9/492 62.0/52.0 593/483 635/540 622/522 62.6/528
TFCDA | 67.9/59.9 674/592 67.8/598 679/599 682/60.2 69.2/61.5 654/565 683/604 66.7/583 68.3/60.4

Note: The bold entries indicates the best performance.

¢) HoMM [18]: A mapping-based method that uses higher
order moments as the statistical distance.

d) MMDA [23]: A mapping-based method that combines

MMD and correlation as the statistical distance.

DSAN [12]: A mapping-based method that uses local

MMD as the statistical distance to align relevant subdo-

main distributions.

DANN [24]: An adversarial-based method that uses a gra-

dient reversal layer to train a domain classifier against the

encoder.

CDAN [26]: An adversarial-based method that incorpo-

rates the task knowledge with features during the domain

alignment step.

DIRT [10]: An adversarial-based method that utilizes vir-

tual adversarial training, conditional entropy, and teacher

model to align the source and target domains.

i) CoDATS [32]: An adversarial-based method that leverages

adversarial training with weak supervision to improve the

performance on time-series data.

SASA [33]: A mapping-based method that exploits the

causality property in time-series data by aligning the

sparse associative structure between the source and target

domains.

The process for combining TFCDA with baseline methods is
shown in Fig. 1(a), where the conventional UDA methods are
represented by the green components, and our proposed mod-
ules, including the frequency encoder, trainable time-frequency
mapping (TFM), and consensus loss, are depicted in yellow.
These additions integrate seamlessly without altering or inter-
fering with the original structure of the baseline methods.

Furthermore, we compared our boosted universal UDA meth-
ods with UDA methods specifically designed for time-series
data, namely ADVSKM [51], RAIN [15], and SEA [52]. De-
tailed descriptions of these time-series UDA methods are as
follows:

a) AdvSKM [51]: An adversarial-based method that leverages
adversarial spectral kernel matching to address the nonsta-
tionarity and nonmonotonicity problem in time-series data.

b) RAIN [15]: A mapping-based method that uses Sinkhorn
Divergence as the statistical distance to align the feature
distributions across domains, which considers both tem-
poral and frequency features.

€)

g)

h)

)

c) SEA [52]: A mapping-based method that reduces the do-
main discrepancy at both local and global sensor levels.

Across all the baseline methods, we adopt a consistent
1-D-CNN as the time and frequency encoders. The 1-D-CNN
is structured into three convolutional blocks, each composed
of a 1-D-convolutional network, a BatchNorm layer, a ReLU
activation function for nonlinearity, and a MaxPooling layer.
As for the time and frequency classifier, we adhere to the
parameters outlined in [50] and utilize the fully-connected layer
configuration. Regarding the TFM, we integrate a single fully-
connected layer alongside a BatchNorm layer and a ReLU
activation function to facilitate seamless transformations.

c) Setup: Inthe process of optimizing our model parameters,
we employ the Adam and set the learning rate of le—3 across
all datasets. Given the size of our training data, the batch size
is determined to be 32. As for the trade-off hyperparameters
As» At, and A, we simply set Ay = 1.0, Ay = 0.1, and A\, = 0.1,
respectively. It is pertinent to highlight that more refined hyper-
parameter tuning might yield better performance. However, the
primary objective of this article is to demonstrate the capacity of
our proposed TFCDA framework to augment the performance
of existing UDA methods for time-series tasks. We are not
aiming to establish the best performance. As such, we maintain
these straightforward settings in subsequent experiments.

B. Result Analysis

To evaluate the performance of TFCDA on time-series data,
we utilized the accuracy and macro-F1 (MF1) score as the
metrics. For each method, we maintained the same settings for
all module combinations, ran the experiment five times, and
presented the average MF1 as the final result. As mentioned
in Section III-A, we select five cross-domain pairs and take
the average as the final result for each dataset. Since the av-
erage of different cross-domain pairs varies greatly, we do not
show the standard deviation in overall performance because is
meaningless.

The overall performance is depicted in Table II, where “time”
refers to using only time data for each method [i.e., conven-
tional UDA methods, the green components in Fig. 1(a)], “fre”
indicates utilizing only frequency data, and TFCDA represents
both time and frequency data combined with our designed
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TABLE III
OVERALL PERFORMANCE ON THE FOUR DATASETS

Methods \ UCIHAR HHAR WISDM SSC
Boosted universal UDA methods
DDC 91.7 73.8 68.3 59.9
Coral 91.8 73.1 70.8 59.2
HoMM 91.5 73.7 68.5 59.8
DANN 90.6 82.8 70.4 59.9
MMDA 92.2 76.3 69.2 60.2
DSAN 93.5 80.2 63.7 61.5
CDAN 91.2 75.7 64.7 56.5
DIRT 93.6 81.9 66.9 60.4
CoDATS 91.15 77.4 69.3 58.3
SASA 90.2 73.8 67.6 60.4
Time-series UDA methods

ADVSKM 74.7 69.9 60.6 60.2
RAIN 90.1 81.2 64.3 59.6
SEA 87.9 82.3 58.4 60.6

Note: The bold entries indicates the best performance.

TFCDA framework. The results in Table IT demonstrate that our
designed TFCDA framework outperforms all baseline meth-
ods that use only a single modality (time or frequency) in
both mapping-based UDA methods (DDC, CORAL, HoMM,
MMDA, DSAN, and SASA) and adversarial-based methods
(DANN, CDAN, DIRT, and CoDATS) in the baselines.

Specifically, our TFCDA improves the average accuracy
of ten baseline methods by 3.1%, 5.1%, 10.0%, and 0.7%,
and MF1 of ten baseline methods by 4.2%, 5.2%, 13.2%,
and 1.0%, compared to using only time data on UCIHAR,
HHAR, WISDM, and SSC datasets, respectively. Additionally,
it enhances the performance of accuracy by 9.2%, 6.3%, 1.6%,
and 6.5%, and performance of MF1 by 12.3%, 7.3%, 2.0%,
and 8.7% compared to using only frequency data, respectively.
Note that the accuracy is much higher than the MF1 metric on
WISDM and SSC datasets, this is because the data of WISDM
and SSC datasets are unbalanced. Since accuracy metric should
not be used to measure performance for imbalanced data [50],
we only use MFI as a measurement metric in the following
experiments.

These results convincingly demonstrate that our TFCDA
framework can enhance the performance of current UDA meth-
ods on time-series data without requiring any additional data or
labels. Moreover, our framework significantly improves simpler
methods such as DDC, DANN, etc., making their performance
approach the level of complex state-of-the-art methods such
as DSAN, DIRT, etc. Furthermore, the performance of using
only time data surpasses that of using only frequency data
on UCIHAR and SSC datasets, while the opposite is true on
WISDM datasets. This also indicates that domain shifts may
perturb time and frequency features to different extents, and
employing only a single modality might not efficiently mitigate
the domain shifts.

Furthermore, we compare our boosted universal UDA meth-
ods with those specifically designed for time-series data. The re-
sults of MF1 are presented in Table III. On the UCIHAR dataset,
ADVSKM achieves the lowest performance, despite utiliz-
ing frequency features. This is likely because neural network

TABLE IV
DETAILED PERFORMANCE OF TFCDA oN UCIHAR

Dataset | 2—11 12 — 16 9 — 18 6 — 23 7—13
Baseline UDA methods boosted by TFCDA
DDC | 99.8%16:2  g7.0%82 g2.5t42 965159  92.8%58
CORAL | 99.875:9  g7.0%79 821135  96.7%58 93,0757
HoMM | 100.07%4  g7.0%7-2  81.1t19 965749  g2g+ds8
DANN | 100.073:4 814702 81,8735 9g.8+46 929733
MMDA | 100.0T%5  86.61°9  84.9%3.0  9g.7t42  92.8+2:9
DSAN | 100.0T7-0 859718 909193  96.7t57  93.8+7:3
CDAN | 99.1t2:6  78.1+2:8  ggot3:l 96 7+31 941140
DIRT | 99.6%3:1  g87.8%6:0  grgtll 993455  g34+0.5
CoDATS | 100.0t4:0 831123 ge.3+52 931125  gpgt34
SASA | 97.3T%4 g2 0Tl 80.0t27  94.9+39  go7t4l
Time-series UDA methods
ADVSKM | 65.7 60. 533 79.6 88.9
RAIN | 98.2 66.2 88.6 96.4 91.2
SEA | 98. 633 75.1 94.8 93.3
TABLE V
DETAILED PERFORMANCE OF TFCDA oN HHAR
Dataset | 0—6 1—6 27 3—+38 4—5
Baseline UDA methods boosted by TFCDA
DDC | 56.6127 87.7t8:9  53.7+21  7g.9t71 92.119-8
CORAL | 54.710-2  g7.9%6.7 535701 7g81+49  9g.9+7-5
HoMM | 56.2%0:3  88.4%6.7 521705 757448 g9 g+T6
DANN | 59.9128 93.879:6  g7.5143 9611101 gg.9H10-2
MMDA | 61.1110:0 g9 5+15.6  5709+9.1 78 g+13.5 g5 o+16.7
DSAN | 57.210:8 93.7t81 g8t 86.8167 96.918:7
CDAN | 53.7727 93.11%2 557723 go.9t27 95.012:6
DIRT | 58.672° 94.4143 725701 g7.2+2.9 96.7147
CoDATS | 54.2118 90.8191 535116 934196 95.119:9
SASA | 57.470:6 86.91%3 538713 79,6139 90.7+6:1
Time-series UDA methods
ADVSKM | 594 814 478 79.1 82.0
RAIN | 651 95.5 62.3 81.7 982
SEA | 670 94.9 66.7 85.2 953

models inherently offer stronger performance compared to
SVM-based approaches. For the state-of-the-art (SOTA) time-
series UDA method RAIN, all boosted methods outperform it,
whereas nine of these methods performed worse than RAIN
prior to boosting. Although RAIN addresses domain shifts in
both time and frequency domains, it fails to ensure consistency
between these features during UDA, resulting in inferior per-
formance compared to our approach.

A similar trend is observed on the other datasets. On the
HHAR dataset, the boosted DANN outperforms the SOTA
method SEA, and the boosted DIRT surpasses RAIN, even
though both methods initially performed worse than RAIN and
SEA. On the WISDM dataset, all boosted methods outperform
both ADVSKM and SEA, and nine of them surpass RAIN,
whereas all these methods were less effective than RAIN and
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DETAILED PERFORMANCE TFCDA ON WISDM

TABLE VI

Dataset | 17 — 23 20 — 30 35 — 31 6 — 19 7— 18
Baseline UDA methods boosted by TFCDA
DDC | s56.1712:8  go.8tITT  76.9716:9 77151 g0 1136
CORAL | 56.4715:9 8651219  79.2%20:5 g9 9F18:5  g48+17-6
HoMM | 55.61710-7  80.7F15:7  758+148 g7 7+is.1  gpgtl2.2
DANN | 69.0716:0  76.0+174  722%16.7  g7,0F15.6  g7.3+15.7
MMDA | 56.6110:6  76.8%14:6 g5 7Hldd 79 7+18.6 g5 +123
DSAN | 49.67%:0 69.578:0 73.718-8 57.975:6 67.577-6
CDAN | 456771  g7.3t154  752%13.0  g66111:3 509781
DIRT | 67.977:0 64.476-3 73.678:1 60.715:6 67.977-0
CoDATS | 63.5712:2  83.2+16.2 733 +14.2 g0 7F1L.7T g1 1+1L18
SASA | 54.5T15: T gg.8t221 7521198 79 9t18.9 59 g+15.2
Time-series UDA methods
ADVSKM | 552 524 72.8 58.6 63.8
RAIN | 652 72.1 70.5 511 65.7
SEA | 543 51.0 65.9 61.6 64.3
TABLE VII
DETAILED PERFORMANCE OF TFCDA ON SSC
Dataset | 16— 1 9 — 14 12 -5 718 0—11
Baseline UDA methods boosted by TFCDA
DDC | 46.0101 555106 640116 g79t24 66,1120
CORAL | 459703 52,0100 631112 g34+22  g6.61719
HoMM | 46.6193 548106 g24%12  gg2t21 g7 ot19
DANN | 394710 577701 638+08  g9.5t19 g9 3+1.9
MMDA | 44.0705 572792 633+10  6g.3¥20  g73+1:8
DSAN | 428795 630707 641710  g93+2:0  gg.3+18
CDAN | 26.473:9  58.4%14 654724  g8.9+17T 645713
DIRT | 42.07%% 579702 662710 g6.2%12  6g.071C
CoDATS | 41.9792 536705 624715  706+31 628716
SASA | 531705 556707 g3.9%16 702729 593+08
Time-series UDA methods
ADVSKM | 578 64.8 55.7 67.6 55.2
RAIN | 57.6 61.2 56.0 66.6 523
SEA | 59.2 68.3 63.9 69.9 42.3

ADVSKM before boosting. On the SSC dataset, the boosted
DSAN outperforms SEA, while all methods performed worse
than RAIN and ADVSKM prior to boosting. These results
confirm that our proposed TFM can adaptively reduce domain
shifts in both time and frequency features, significantly en-
hancing overall performance. This improvement is particularly
evident when domain shifts impact time and frequency features
differently. Overall, these findings demonstrate that TFCDA
effectively enhances general UDA methods, enabling them to
outperform existing time-series UDA approaches.

The detailed MF1 performance of baseline UDA methods
boosted by TFCDA on the UCIHAR, HHAR, WISDM, and
SSC datasets are shown in Table VI and VII, respectively, where
s — t denotes the UDA task from the s domain to the ¢ domain,
and the performance increases (compared with using only time
data) are shown as superscripts in each table.

257

DANN —WM --WoM
o 1
Q
20.95 A
&) \eme e S e e
S o I -
S 0.9
2 “
3 0.85
S
= 08
1 4 7 1013 16 19 22 25 28 31 34 37 40
Number of training epochs
DIRT —WM --WoM
3 1
2095 A
2 09
Z 085
20 |
— 0.8

1 4 7 1013 16 19 22 25 28 31 34 37 40
Number of training epochs

Fig. 2. Statistical distance during training.

C. Ablation Study

We conducted an ablation study to verify the effectiveness of
our designed TFM and mapping loss. The results of the ablation
study are presented in Table VIII, where “joint” represents our
TFCDA without TFM and mapping loss (i.e., only consisting of
joint UDA loss of time and frequency), DT means using double
time data without frequency data (i.e., the input of both fj, and
fo, is x), and DF means using double frequency data without
time data.

First, we analyze the effectiveness of the “TFM” and map-
ping loss. Compared to “joint,” we find that the TFCDA frame-
work outperforms all baseline methods with the “joint” setting
for both mapping-based and adversarial-based UDA methods.
Specifically, compared with the “joint” settings, TFCDA im-
proves the average MF1 by 2.4%, 1.9%, 4.5%, and 1.5% on
UCIHAR, HHAR, WISDM, and SSC datasets, respectively,
proving the effectiveness of our designed mapping loss. More-
over, we observe that the performance of “joint” is better than
both “time” and “fre” (in Table IT) on the UCIHAR and HHAR
datasets (except for the CDAN and CoDATS methods), while
it is worse than “time” on the SSC dataset and “fre” on the
WISDM dataset. This verifies the conclusion that jointly com-
bining time and frequency UDA loss may result in an overall
performance lower than that of using a single modality when the
domain shifts perturb time and frequency features differently.
In comparison, our TFCDA consistently transfers the time and
frequency features, improving the overall performance even
when the domain shifts perturb differently.

Furthermore, to demonstrate that the improvement mainly
arises from TFCDA fully exploiting the deep relationship
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TABLE VIII
ABLATION STUDY ON THE FOUR DATASETS

Dataset | Module | DDC  CORAL HoMM DANN MMDA DSAN CDAN DIRT CoDATS SASA
DT 86.6 86.8 87.1 89.0 87.8 88.1 87.6 91.6 87.1 87.9
UCIHAR DF 75.0 75.9 76.0 80.9 78.4 82.7 81.5 83.6 81.1 78.7
Joint 87.3 87.5 88.9 90.3 88.3 90.2 89.6 92.1 89.1 89.7
TFCDA 91.7 91.8 91.5 90.6 92.2 93.5 91.2 93.6 91.1 90.2
DT 67.4 67.1 70.0 75.1 67.3 75.9 70.8 80.0 70.4 71.0
HHAR DF 61.7 60.9 62.0 81.2 69.7 78.0 68.6 77.2 72.7 64.0
Joint 72.3 72.9 73.3 79.8 75.6 78.7 70.0 80.8 72.7 73.6
TFCDA 73.8 73.1 73.7 82.8 76.3 80.2 75.7 81.9 77.4 73.8
DT 54.5 54.1 57.1 51.9 57.9 52.9 52.0 60.8 55.4 43.4
WISDM DF 67.4 68.4 67.3 68.9 68.5 61.1 63.7 63.9 66.0 65.3
Joint 65.4 67.9 65.9 62.4 67.1 60.8 60.0 61.8 64.7 56.5
TFCDA 68.3 70.8 68.5 70.4 69.2 63.7 64.7 66.9 68.3 67.6
DT 57.9 57.0 58.1 59.6 57.9 61.0 55.3 53.2 57.4 59.5
SSC DF 50.4 50.1 50.7 50.9 50.5 514 49.6 59.9 52.3 52.6
Joint 57.3 57.2 57.8 59.5 57.4 59.7 55.7 59.7 58.0 59.0
TFCDA 59.9 59.2 59.8 59.9 60.2 61.5 56.5 60.4 58.3 60.4
Note: The bold entries indicates the best performance.
between time and frequency features of time series data, not TABLE IX

merely because of the double encoders and more parameters, we
provide the performance of DT and DF. Both DT and DF con-
tain double encoders and have the same number of parameters
as TFCDA. The only difference is that DT and DF use the same
kind of input data (double time data or frequency data) for two
encoders. Specifically, TFCDA outperforms DT by 3.8%, 5.4%,
13.8%, and 1.3% and outperforms DF by 12.4%, 7.3%, 1.8%,
and 8.4% on UCIHAR, HHAR, WISDM, and SSC datasets,
respectively. In other words, the performance of DT is nearly
identical to “Time,” similar to how DF aligns with “Fre.” These
results prove that the improvement of TFCDA is not merely
due to the double encoders and more parameters but rather
the effective capture of the deep relationship between time and
frequency features of time series data.

To provide stronger evidence that our performance improve-
ment stems from the efficacy of our designed mapping loss
in reducing domain shifts, we analyzed the statistical distance
across different training methods over 40 epochs. Specifically,
we focused on the domain pair of 6 to 23 from the UCIHAR
dataset, employing the local MMD [12] (the average of time
and frequency) as the metric for statistical distance. Notably, we
opted for ground truth labels in the target domains. To isolate
the influence of domain loss, we select the adversarial-based
methods DANN and DIRT instead of statistical divergence-
based methods for demonstration. The comparative results can
be observed in Fig. 2, where WM (represented by the blue
line) and WoM (indicated by the red line) refer to scenarios
with and without the mapping loss, respectively. The trends
clearly demonstrate that the incorporation of the mapping loss
leads to a swifter and more pronounced reduction in statistical
distance during training. This underlines the effectiveness of our
specially designed mapping loss in mitigating domain shift.

Finally, we present the basic performance for the four
datasets in Table IX, where “same domain” indicates train-
ing and testing the model on the same domain (i.e., end-to-
end training), “cross-domain” means training the model on the

BASIC PERFORMANCE FOR THE FOUR TIME-SERIES DATASETS

Dataset \ UCIHAR HHAR WISDM SSC
Same Domain 100.0 98.6 98.0 72.1
Cross-Domain 65.9 63.1 48.6 51.7
Mapping Loss 91.7 76.9 67.8 59.9

source domain and directly testing on the target domain without
adaptation, and “mapping loss” means using only mapping
loss and removing the original UDA loss in our TFCDA (i.e.,
setting Ay =0 in (12)). The results illustrate that even when
employing only our designed mapping loss, the domain shift
can be effectively reduced, proving the significance of captur-
ing the relationship between time and frequency features. The
results also suggest that the mapping loss can be used to achieve
source-free domain adaptation in future work.

D. Sensitivity Analysis

In this section, we analysis the influence of hyperparameters
in our designed TFCDA, i.e., A; and ..

To investigate the impact of A\;, we first fix A\; =1 and
Ae = 0.1, then vary A; from O to 0.5 with the step of 0.05. We
choose the DANN and DIRT methods as representatives and
show their MF1 performance on the HHAR dataset in Fig. 3
(above). The results indicate that TFCDA achieves the best
performance when Ay = 0.1 for DANN and \; = 0.05 for DIRT.
Moreover, the effect of \; on performance is not significant in
the range of [0.05, 0.2], and decreases when \; exceeds 0.2.

Similarly, to assess the impact of A\, we fix Ay, = 1 and \; =
0.1, then vary A, from O to 0.5 in steps of 0.05. Again, we use
DANN and DIRT methods as representatives and display their
MF1 performance on the HHAR dataset in Fig. 3 (below). The
results show that TFCDA achieves the best performance when
Ae = 0.1 for both DANN and DIRT. Moreover, the effect of A,
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Fig. 3.  Overall performance of DANN and DIRT with different A and A
on HHAR dataset.

on performance is not significant in the range of [0.1, 0.25], and
decreases when \; exceeds 0.25.

It is important to note that in domain adaptation tasks, the
source and target domains come from different distributions.
If the validation set is selected from the source domain, the
hyperparameters optimized on this set may not yield good
performance in the target domain. Conversely, using the tar-
get domain for validation would introduce label information
from the target domain during hyperparameter selection, which
would be unfair to the domain adaptation task. Additionally,
as emphasized earlier, the primary objective of this article is
to demonstrate the ability of our TFCDA framework to en-
hance the performance of existing UDA methods for time-series
tasks, rather than to achieve the best performance. Therefore,
we keep the following straightforward hyperparameter settings:
As = 1.0, Ay = 0.1, and A, = 0.1 in the experiments.

IV. CONCLUSION

In this article, we introduce the TFCDA framework to am-
plify the efficiency of existing UDA methods for time-series
data. Unlike traditional UDA approaches, our TFCDA frame-
work extra incorporates a frequency encoder, a dynamic TFM,
and a mapping loss. The TFM, trained using source domain
data, is designed to discern the time—frequency relationship.
Meanwhile, the mapping loss is employed in the target do-
main, ensuring consistent transfer of time and frequency fea-
tures based on the domain-invariant mapping. Comprehensive
experiments on four public datasets reveal that our TFCDA
adeptly harnesses the inherent link between time and frequency
features, presenting a robust solution to boost existing UDA
methods for time-series data. Future work will delve deeper into
the potential applications of the TFCDA framework in source-
free domain adaptation scenarios.
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