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Abstract

Evaluating the valuation of image-text pairs is essential
for data processing in vision-language pre-training. Most
metrics currently use off-the-shelf models, like CLIP-Score,
to score pairs based on feature similarity. However, we
find that different scoring models often produce inconsistent
quality scores for the same data. This disparity impacts
data processing results, leading to variations in datasets and,
consequently, in model performance when trained on these
datasets. Notably, no single quality score excels across all
tasks, as each has biases toward specific concepts, result-
ing in complementary effects on model performance. This
complicates the selection of scoring models. In this paper,
we analyze these disparities and propose a method called
Mixture-of-Scores (MoS). This approach integrates various
quality scores into a robust ensemble score, effectively mit-
igating biases. It can be implemented easily in just three
lines of code. Our extensive experiments show that MoS
outperforms existing single quality scores across multiple
vision-language tasks and benchmarks. We aim to offer new
insights and practical tools to help the community navigate
the challenges of scoring model selection.

1. Introduction

Large-scale web image-text datasets [17, 36, 38, 41, 47,
48] have greatly promoted the breakthroughs in vision-
language representation learning and driven the development
of vision-language foundation models [1, 20, 49]. Neverthe-
less, these web-crawled datasets are generally noisy [1, 9, 36],
e.g., the text description does not precisely match the visual
content of its corresponding image. Recently, more and more
works found that data quality plays a crucial role in model

†Equal contribution
‡Corresponding author

learning [1, 25, 53]. Noisy image-text data with poor align-
ment will seriously hinder the representation learning and
may lead to training instability [1, 9, 40]. Therefore, evaluat-
ing the quality of image-text data is becoming a critical and
valuable research topic, that serves as an essential tool for
various data processing strategies [4, 14, 36, 42, 52, 64] to
mitigate the negative impact on vision-language representa-
tion learning caused by noisy and low-quality data [1, 9].

Early works relied on manual criteria to evaluate the qual-
ity of image-text pairs, for example, human judgement [65]
and invalid text detection [17, 47]. Since the emergence of
CLIP [20], model-based quality score has become the most
widely-used metric [1, 36, 38, 48], which is formulated as the
similarity between image and text embedding extracted from
an off-the-shelf vision-language model (VLM), such as CLIP
[20], BLIP [1] and their follow-up works [7, 59]. Related
works are discussed in Sec.3 of supplementary material.

Observation and Motivation. However, we observe a preva-
lent phenomenon, that is, for the same data, there are sig-
nificant differences between the quality scores derived from
different scoring models (quality score disparity). As de-
picted in Figure 1(a), the standard deviations of these quality
scores are quite substantial (between 0.01 and 0.29), reaching
around 60% of its upper-bound1.

Consequently, this quality score disparity has a direct im-
pact on the data processing result, leading to the discrepancy
between datasets processed using different quality scores.
Taking the example of data filtering that removes ρ% data
with the lowest quality scores, it is noteworthy that there is
almost no intersection between the filtered subsets under dif-
ferent quality scores when 0 ă ρ ď 50 (refer to Figure 1(b)).
This can be attributed to the fact that the quality rank of
each data fluctuates significantly (ranging from 4% to 46%)
when sorting the whole dataset by different quality scores, as
shown in Figure 1(c).

1 The upper-bound for standard deviation of multiple scores is 0.5, see
supplementary material Sec.2 for proof.
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Figure 1. Illustration of the disparity phenomenon in quality score, processed dataset and model performance, and the relationship between
them. Quality Score Disparity: The histogram in (a) shows the standard deviations between different quality scores of each data over the
entire dataset. Processed Dataset Disparity: Such quality score disparity will directly result in discrepancies between datasets processed
using different scores. As an example, we separately filter out a subset with the lowest quality ρ% data based on the quality score from
each scoring model, and (b) presents the intersection ratio between these subsets under different ρ. The histogram in (c) shows the standard
deviations of each data’s quality ranks obtained by sorting the entire dataset based on distinct quality scores. Model Performance Disparity:
Such dataset disparity will further lead to differences in the performance of models separately trained on each of the processed datasets. (d-f)
compare the performance on various evaluation tasks under three data processing strategies, data filtering1, sample weighting2 and image
re-captioning3, respectively. The experiments are conducted on the CC3M dataset [47] and trained on CLIP ViT-B/32 model [20]. The
scoring models involved comprise various variants of CLIP [20], EVACLIP [7], BLIP [1], and BLIP2 [59]. “pt” and “ft” denote ‘the model
with pre-trained and fine-tuned weights, respectively.

As a result, such processed dataset disparity will further
propagate to the performance disparity in models individu-
ally trained on each of datasets processed by distinct quality
scores. Figure 1(d-f) illustrate the model performance dis-
parity under three commonly-used data processing strategies.
It is worth noting that no quality score performs best on all
evaluation tasks, and different quality scores have comple-
mentary effects on the model performance across various
tasks. For example, scores from CLIP series model [7, 20]
outperforms in fine-grained recognition task (e.g., ImageNet
[65]), while scores from BLIP series model [1, 59] excels in
retrieval task (e.g., COCO [66] and Flickr [67]) and common
category recognition task (e.g., CIFAR [68] and VOC [69]).
It indicates that each individual quality score exhibits bias
towards certain concepts or tasks, stemming from differences
in the training data, model architecture, model capacity and
training objective of its scoring model (explained in Sec.2.3).
This brings great confusion for the community to choose the
scoring model. This motivates us to extract the essence and

eliminate the bias of each quality score and construct a more
robust image-text data quality metric that performs best on
all tasks.

Our Approach. In this paper, we propose a simple yet ef-
fective method, named Mixture-of-Scores (MoS), which inte-
grates multiple existing quality scores into a more robust one
through a data-adaptive ensemble strategy. For each data, we
consider a set of existing quality scores derived from diverse
scoring models, and assign an individual ensemble weight
to each quality score. In our design, the ensemble weight is
related to two factors: (1) Consensus of this score among all
scoring models. Different scoring models give quality assess-
ment from different angles. We treat it as complementarity.

1 Data filtering: remove the low-quality data from the training dataset.
2 Sample weighting: assign an identity loss weight to each data based on

its quality score.
3 Image re-captioning: for low-quality data, replace the web text with

the caption generated by an image captioning model to make the text more
consistent with the image content.
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If the scores are highly consensual, it indicates that this is a
high-quality data. Thus, the score with higher consensus is
assigned a larger ensemble weight. (2) Quality uncertainty
of this data. The data with higher quality uncertainty tend to
own a smoother distribution of ensemble weights.

Specifically, we first utilize the density of each quality
score as a measure of its consensus among the scoring mod-
els. The density of a score is defined as the average distance
between it and other scores, indicating the concentration de-
gree around that score. Second, we compute the standard
deviation of different quality scores for each data, which
serves as a quantification of the quality uncertainty. Next, we
formulate the ensemble weight for each given quality score
as the softmax-normalized density with a temperature coeffi-
cient. Each data point has its unique temperature, which aims
to incorporate the awareness of its quality uncertainty. This
temperature is designed to be proportional to the above stan-
dard deviation of multiple scores. Finally, our MoS metric
is obtained by calculating the weighted sum of all the given
quality scores using the aforementioned ensemble weights.

To evaluate the effectiveness and robustness of our MoS,
we thoroughly compare the performance of models trained
separately on the dataset processed by different quality scores
under three kinds of data processing strategies. As shown in
Figure 1(d-f), compared with any single quality score that is
biased in performance, our MoS is more robust and performs
best on all vision-language tasks and benchmarks. For ex-
ample, our MoS has an advantage of +4.3 on Flickr30K I2T
retrieval compared with the average performance of baseline
scores.

We summarize our main contributions as follows:
• We are the first to discover and investigate the quality score

disparity problem for image-text data and its subsequent
serious impact on vision-language pre-training.

• We propose a cost-effective solution, named Mixture-of-
Scores (MoS), which leverages a data-adaptive ensemble
strategy to harness the strengths of various existing quality
scores while mitigating their inherent biases. Particularly,
our MoS can be easily implemented with only three lines
of code.

• Experimentally, our MoS is the first one to perform best
in all evaluation settings.

2. Problem Investigation

2.1. Preliminary

In this sub-section, we introduce the principle and formula-
tion of the current popular model-based image-text quality
score. Specifically, given a well-trained dual-encoder vision-
language model Φ (comprising an image encoder Φimg and
a text encoder Φtext), the paired image xI and text xT are
first passed through Φimg and Φtext respectively to extract the

corresponding image embedding I and text embedding T.
Then, I and T are normalized separately followed by an inner
product operation x¨, ¨y to calculate their cosine similarity S.
The above process can be formulated as follows:

I “ ΦimgpxI
q, T “ Φtextpx

T
q, S “ x I,T y (1)

This similarity reflects the consistency between the visual
information in the image and its text description, which has
the same meaning as the quality of the image-text pair data.
Therefore, the model-based quality score S of an image-text
pair can be defined as the cosine similarity between its image
embedding and text embedding.

Theoretically, for a VLM, as long as it has a dual-encoder
architecture and its visual and linguistic embedding space
have been well aligned with each other, then it can be re-
garded as a quality scoring model for image-text pair data.
In practice, the CLIP model [20] is most commonly used,
followed by its subsequent works BLIP [1], BLIP2 [59],
EVACLIP [7], etc.

2.2. Problem Discovery
Quality score disparity. As mentioned in Sec.2.1, for an
image-text pair, its quality can be assessed by various dual-
encoder VLMs. However, considering a variety of scoring
models that cover different architectures [1, 7, 20, 59] and
varying model sizes (from base-level to giant-level), we ob-
serve significant differences between the quality scores they
generate. We name this phenomenon “Quality Score Dispar-
ity”.

Specifically, for a dataset D “ tpxI
i ,x

T
i quNi“1 with N

image-text pairs and a series of scoring models tΦ1, ...,ΦMu,
each image-text pair pxI

i ,x
T
i q is passed through these scor-

ing models separately to calculate the corresponding qual-
ity scores tS1

i , ..., S
M
i u as Eq. (2) below, which has the

same principle as Eq. (1) with only additional subscripts
i P t1, ..., Nu and k P t1, ...,Mu to distinguish different
data and scoring models, respectively.

Iki “ Φk
imgpxI

i q, Tk
i “ Φk

textpx
T
i q, Sk

i “ x Iki ,T
k
i y (2)

To quantify the disparity between these quality scores
tS1

i , ..., S
M
i u, we then compute the standard deviation

σscore
i “

b

1
M

řM
k“1pSk

i ´ Siq
2 of them, where Si “

1
M

řM
k“1 S

k
i denotes the mean value. Figure 1(a) shows the

distribution of the standard deviations tσscore
i uNi“1 over the en-

tire dataset. Notably, the standard deviations approximately
follow a normal distribution, with a mean value of around
0.15 and a maximum value of 0.29, which has reached 60%
of its upper-bound (e.g. 0.5, proved in Sec.2 of supplementary
material).
Processed dataset disparity. To mitigate the negative ef-
fects of noisy data, pre-processing the image-text pairs before
training has become an indispensable step for various visual-
language models [1, 7, 9, 20, 49]. Many commonly-used data
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Figure 2. The relationship between performance
and the size of the quality scoring model. Each
evaluation benchmark corresponds to an individ-
ual color. Each bubble denotes a distinct scoring
model (bigger bubble means larger model size).

Figure 3. The relationship between the
quality score disparity and the level of
data quality (see Sec.2.3 for more anal-
ysis). The standard deviation is calculated
among all the models listed in Figure 1.

Figure 4. The relationship between the
quality score disparity and scene complex-
ity of data (detailed in Sec.2.3). The stan-
dard deviation is calculated among all the
models listed in Figure 1.

processing strategies are closely associated with the data qual-
ity score. For example, data filtering [36, 52] removes part of
low-quality data from the training set, image re-captioning
[14, 64] replaces the original web text of partial low-quality
data with a better text description generated by a professional
caption model, and sample weighting [4, 42, 70, 71] assigns
each data its own weight according to its quality, enforcing
the model over-fit less on the noise in data. As a result, the
data quality score has a direct impact on the results of data
processing.

Our quantitative experiments demonstrate that “quality
score disparity” can further lead to significant differences
in the processed datasets. Taking data filtering as an ex-
ample, given multiple quality scores tS1

i uNi“1, ..., tSM
i uNi“1

obtained from M different scoring models for an image-text
pair dataset D “ tpxI

i ,x
T
i quNi“1, we first perform filtering

based on the score from each scoring model respectively,
and then compare the differences between the filtered sub-
sets. Specifically, for k-th scoring model, the entire dataset is
sorted by its quality scores tSk

i uNi“1, resulting in the rank Rk
i

(ranges from 1 to N ) of each data. The larger Sk
i the smaller

Rk
i . We further normalize the rank to Rk

i “ 100
N Rk

i to make
its range fixed within r1, 100s regardless of the data amount
N . Then, we select a subset rDk including the data with the
higher ρ% ranks. This selection process can be formulated
as the following Eq. (3),

rDk
“ tpxI

j ,x
T
j qu@jδ

k
j “1, with δkj “

#

1 if Rk
j ě ρ

0 otherwise
(3)

where j “ t1, 2, ..., Nu. The subset rDk contains the ρ%
lowest quality data of the entire dataset, thus it is finally
removed from the training set under the data filtering strategy.

We quantify the subsequent impact of quality score dis-
parity on data processing from the following two aspects:

(1) Difference between the quality ranks tR1
i , ...,RM

i u

under different quality scores. We calculate the standard

deviation σrank
i “

b

1
M

řM
k“1pRk

i ´ Riq
2 between the ranks

for each data individually, where Ri “ 1
M

řM
k“1 Rk

i is the
mean value. Figure 1(b) shows the distribution of standard
deviations tσrank

i uNi“1 over the entire dataset. Notably, the
quality rank of each data fluctuates significantly when sorting
the whole dataset by different quality scores, ranging from
4% to 46%.

(2) Intersection size between the filtered data subsets
t rD1

i , ...,
rDM
i u under different quality scores. Figure 1(c)

shows the ratio of intersection size to subset size under differ-
ent filtering ratios ρ%. Surprisingly, when 0 ă ρ ď 50, there
is almost no intersection between the subsets selected using
different quality scores, which demonstrates that the disparity
between quality scores calculated by different scoring models
is enough to cause significant differences in the training data
after data processing.

Model performance disparity. We further train a model in-
dividually on each of datasets processed via different quality
scores, and compare their performance on various evaluation
tasks. The results show that the processed datasets disparity
can further lead to differences in the performance of models
trained with each of them. Figure 1(d-f) show the comparison
under three data processing strategies respectively. Notably,
different quality scores show different ability preferences
for certain concepts and tasks. For example, quality scores
derived from CLIP series models [7, 20] show stronger gen-
eralization and perform better on fine-grained recognition
tasks (e.g., ImageNet [65]), while quality scores calculated
via BLIP series models [1, 59] excel in common category
recognition (e.g., CIFAR [68] and VOC [69]) and retrieval
tasks (e.g., COCO [66] and Flickr [67]). However, no quality
score performs best on all evaluation tasks. The performance
is not directly related to the size of scoring model (as Fig-
ure 2), which means that a larger scoring model will not
exactly result in a better quality score. This brings great trou-
ble to the community in choosing which model for scoring
the quality.
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Figure 5. The relationship between quality score disparity and the concepts involved in data. In (a) and (b), the scatter points show the
standard deviation of scores for each data, and the curve presents the average standard deviation of all data in each cluster or including each
type of object. The word cloud in (c) and (d) illustrate the 20 concepts with the lowest and highest standard deviation, respectively.

2.3. Reason Analysis

What causes disparity in quality scores derived from dif-
ferent models? As can be observed from Figure 1(a), the
disparity level of quality scores is not consistent for all data.
Furthermore, we find that this disparity level is related to the
following three factors:
(1) Level of data quality. As shown in Figure 3, quality
score disparity for the lowest and highest quality data is
significantly smaller than that of medium-quality data. This
may be because poor-aligned (low-quality) image-text pair
and well-aligned (high-quality) image-text pair are easier to
identify, so the quality scores predicted by most models for
them are relatively consistent. While, the quality score of
partial-aligned image-text pair is more controversial between
different models because it is generally more difficult to
identify and quantify.
(2) Concepts involved in the data. We divide all the data
into multiple groups according to different concepts, and
compare the degree of data quality score disparity (measured
by standard deviation) across these groups. Specifically, we
consider two kinds of concepts with different granularities as
follows:

The first one is coarse-grained concept, e.g., the compre-
hensive visual content in the image. We perform clustering
on all data into 1000 clusters based on the image embedding
extracted by CLIP ViT-L/14 [20]. Data in each cluster have
similar scenes and can also be regarded as containing similar
concepts. Figure 5(a) shows the standard deviation between
multiple quality scores for each data involved in each cluster.
It can be seen that the standard deviation exhibits obvious
differences across clusters.

The second one is more fine-grained concept, that is, the
object categories involved in the data. For each image-text
pair, We strive to extract comprehensive concepts by gather-
ing object categories from both image and text, respectively.
In particular, we utilize the off-the-shelf Recognize Anything
model [72] to identify objects in the image, and employ the
Scene Graph Parser tool [73] to extract object information
from the text description. The concept set of the entire dataset

is naturally defined as the union of concepts collected from
all image-text pairs. For each concept in this set, we calculate
the standard deviation between quality scores for each data
containing it. As shown in Figure 5(b), the standard devia-
tions vary with different concepts, which demonstrates that
the quality score disparity of an image-text pair is related to
the concepts it contains. Figure 5(c) and (d) visualize the
word cloud of the 20 concepts with the lowest and highest
standard deviations, respectively. One can observe that the
concepts presented in (c) are more prevalent, whereas those
in (d) exhibit a bias towards rarer categories. This reveals
that quality scoring models are more likely to diverge for the
image-text pairs that contain uncommon categories.
(3) Scene complexity of the data. We divide the entire dataset
into 50 groups according to the level of scene complexity,
and calculate the standard deviation between quality scores
of the data in each group. The scene complexity is assessed
only based on the visual information of the image, since the
image tends to contain more complete information than its
web-crawled text counterpart. Specifically, given an image,
we first apply the Recognize Anything model [72] to extract
the object categories inside it. These categories are then
sent into the Grounded-SAM model to predict the number of
instances. Subsequently, the scene complexity of an image
is defined as the summation of the number of categories and
the number of instances. As shown in Figure 4, data with a
more complex scene is more likely to obtain disparate quality
scores from various scoring modes.
Why different quality scores exhibit performance bias?
As mentioned in Sec.2.2, the quality score inherits the ability
preference of its scoring model to some extent. Empirically,
we find that this fact may be attributed to two aspects: (1)
training data of scoring model. The pre-training data of
the BLIP series models is generally less than that of CLIP
series models, thus they may perform worse on fine-grained
recognition tasks due to the omission of concepts involved.
In addition, some BLIP variants are finetuned on datasets that
mainly focus on common categories (such as COCO [66]),
so they perform better on the data with common concepts. (2)
model architecture and training objectives of scoring model.
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Algorithm 1: Code of MoS calculation in PyTorch-like style

def mixture_of_scores(s, M):
"""
s: baseline scores for the entire dataset, shape=[N, M], N is the number of data
M: number of baseline scores
"""
# compute density
density = (s[:,None].repeat(1,1,M) - s[:,None].repeat(1,M,1)).abs().sum(-1) / (M - 1)
# compute temperature
temp = ((temp_max - temp_min) * s.std(-1) + (temp_min * s.std(-1).max() - temp_max * s.std(-1).min())) / (s.

std(-1).max() - s.std(-1).min())
# ensemble
mos = (((density / temp).exp() / (density / temp).exp().sum(-1)[:,None]) * s).sum(-1)
return mos

For example, the Qformer module and image-text matching
loss in the BLIP series models [1, 59] make them better at
retrieval task than the CLIP series, and the quality scores
derived from BLIP series models also exhibit this preference.

3. Mixture-of-Scores
To mitigate the confusion caused by disparate quality scores,
we propose Mixture-of-Scores (MoS), which integrates mul-
tiple existing quality scores into a more robust one via a
data-adaptive ensemble strategy. In this section, we first
demonstrate our motivation for using this ensemble-based
solution in Sec.3.1, and then detail the approach in Sec.3.2.

3.1. Motivation
Although each existing quality score exhibits performance
bias on certain concepts or tasks as discussed in Sec.2.2,
we still observe an interesting phenomenon: different quality
scores have complementary effects on the model performance
across various tasks. Some scores perform well on partial
benchmarks or tasks and poorly on others, while some scores
do the opposite. This complementarity provides us with a
unique opportunity to potentially derive a more robust quality
score by combining these existing scores. Inspired by the
powerful ensemble learning, we aim to design an ensemble-
based solution that can effectively exploit the complementar-
ity of these quality scores to eliminate the negative impact
caused by their inherent bias. We hope that our work can
provide the community with new perspectives and tools to
avoid confusion when choosing the quality scoring model.

3.2. Method
Given a set of quality scores tS1

i , ..., S
M
i u for i-th image-

text pair, they can be regarded as a discrete one-dimensional
distribution. Firstly, we calculate the density for each quality
score. In particular, for the k-th score Sk

i , its density dki is
defined as the average distance between it and other scores,
formulated as follows:

dki “ ´
1

M ´ 1

M
ÿ

j“1pj‰kq

DpSk
i , S

j
i q, (4)

where Dp¨, ¨q denotes a distance function, instantiated as L1
distance by default (ablated in Table 4). Obviously, density
dki reflects the concentration degree of these scores near Sk

i .
The larger dki implies that Sk

i is more of a consensus among
most scoring models. Conversely, the smaller dki indicates
that Sk

i is more likely to be an outlier.
Then, we assign a weight to each quality score accord-

ing to its consensus and the quality uncertainty of this data.
Specifically, the weight of k-th quality score is defined as

wk
i “

exppdki {τiq
řM

j“1 exppdji {τiq
, (5)

where softmax normalization is used to ensure the summation
of all the weights equals 1. τi is the temperature coefficient
that controls the smoothness of weight distribution. We set
τi to be proportional to the standard deviation of scores,
e.g., τi “ hpσiq, where hp¨q is a monotonically increasing
function. We simply instantiate it as a linear function as
follows:

τi “
τmax ´ τmin
σmax ´ σmin

¨ σi `
τminσmax ´ τmaxσmin

σmax ´ σmin
(6)

where σi “

b

1
M

řM
k“1pSk

i ´ 1
M

řM
k“1 S

k
i q2 is standard de-

viations of different quality scores. τmin and τmax are two
pre-defined hyper-parameters determining the bound of tem-
perature. σmin and σmax are the minimum and maximum
values of standard deviation σi over the entire dataset, respec-
tively.

To sum up, in our design, the weight of score is related
to two factors: (1) consensus of various scoring models,
which is indicated by the density of score. Scores with higher
consensus have higher weights because they have higher con-
fidence. (2) uncertainty of the data quality, measured by the
standard deviation of multiple scores. Data with higher qual-
ity uncertainty require more comprehensive consideration of
the scores from various scoring models. Accordingly, we take
the quality uncertainty into account by introducing the tem-
perature coefficient, enabling a smoother weight distribution
for data with higher quality uncertainty.
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Data
Processing Quality Score Flickr30K MSCOCO ImageNet-1K ImageNet-R CIFAR100 VOC2007

I2T R@1 T2I R@1 I2T R@1 T2I R@1 Acc@1 Acc@1 Acc@1 Acc@1

- - 19.0 13.6 9.2 7.5 13.9 16.0 28.9 38.1

Data
Filtering

Performance of Best Baseline Score 23.5 16.7 11.5 8.2 14.3 16.5 29.5 39.0
Average Performance of All Baseline Scores 22.3 15.5 10.8 8.0 14.3 16.4 28.6 38.5

MoS (ensemble all baseline scores) 24.3 17.4 12.4 9.3 15.6 18.8 31.1 40.1

Sample
Weighting

Performance of Best Baseline Score 23.9 16.1 11.0 8.4 13.2 16.0 29.8 39.0
Average Performance of All Baseline Scores 22.4 15.3 10.6 7.9 13.9 16.0 28.8 38.5

MoS (ensemble all baseline scores) 24.7 16.7 11.8 9.1 15.3 18.2 30.5 39.8

Image
Re-captioning

Performance of Best Baseline Score 40.0 27.6 21.6 14.9 15.2 20.0 24.0 36.4
Average Performance of All Baseline Scores 39.0 26.4 21.0 14.1 15.5 20.3 22.7 35.7

MoS (ensemble all baseline scores) 43.2 29.6 23.1 16.0 17.6 22.7 26.5 37.3

Table 1. Comparison on the performance of CLIP ViT-B/32 model trained on CC3M dataset [47] processed by three strategies under
different quality scores. The first line in this table denotes the performance of model trained on full CC3M dataset without any data filtering.
We consider 18 baseline scores listed in Table 1 of supplementary material. Here, we show the MoS that ensembles all 18 baseline scores to
demonstrate its robustness (note that MoS can achieve better performance when ensembling fewer and critical scores, see Table 3).

Model CLIP R50 CLIP ViT-B/32 CLIP ViT-L/14 EVACLIP ViT-L/14 EVACLIP ViT-G/14

Time 2.5 min 2.3 min 5 min 5 min 6.4 min

Model BLIP ViT-B/16 BLIP ViT-L/16 BLIP2 ViT-L/14 BLIP2 ViT-G/14

Time 4.3 min 5.7 min 6 min 8.1 min

Table 2. The detailed time cost of baseline quality score calculation
under different scoring models for 1M image-text pairs.

Finally, we simply ensemble the given quality scores via
weighted summation as Eq. (7), resulting in our Mixture-of-
Scores (MoS). Therefore, MoS can be regarded as a data-
adaptive ensemble of multiple existing quality scores.

SMoS
i “

M
ÿ

k“1

wk
i S

k
i . (7)

Notably, our MoS is easy to implement, requiring only
three lines of code. We provide a PyTorch-style code in
Algorithm 1.

4. Experiments

Dataset. Experiments are conducted on two image-text pair
datasets (CC3M [47] and LAION [36]) with different sizes.
Baseline quality score. We consider a variety of popular
baseline quality scores generated from diverse scoring mod-
els, including different variants of CLIP [20], EVACLIP [7],
BLIP [1], and BLIP2 [59] models.
More details are shown in Sec.5 of supplementary material.

4.1. Efficiency of MoS
The computational cost of our MoS comes from the following
two aspects:
• Calculate the baseline quality scores: This step is relatively

fast. We list the time consumption of calculating different
baseline quality scores in Table 2.

• MoS ensemble calculation: Our MoS can be implemented
using only three lines of code (as Algorithm 1). Given
the pre-calculated baseline quality scores, the ensemble
progress of our MoS can be quickly completed in a few
minutes. For example, ensembling 18 baseline scores only
takes around 2 minutes on 1 NVIDIA A800 GPU.

Figure 6. The Correlation between human rating and different
quality scores.

Thus, our method is cost-efficient, taking around several min-
utes per 1M data on NVIDIA A800. This makes it easy
to scale up to large-scale datasets. In addition, these com-
putational costs are one-time, and the resulting score and
processed dataset can be reused multiple times.

4.2. Comparison with Baseline Quality Scores

Human Evaluation. We first randomly select 100 image-
text pairs from CC3M with images containing different num-
bers of objects balanced, and then ask human to rate their
image-text alignment. As Figure 6, our MoS shows a higher
correlation with human rating than other baseline quality
scores.

Effect on Vision-language Pre-training. The main use of
image-text quality score is to process the image-text dataset
before vision-language pre-training based on their quality.
For comprehensiveness, we consider three image-text pro-
cessing strategies, including data filtering [36, 52], sam-
ple weighting [4, 42] and image re-captioning [14], whose
pipelines are detailed in Sec.4 of supplementary material.
Specifically, we first process the same dataset based on each
of these different quality scores respectively, and then con-
duct a thorough comparison of the performance of models
trained separately on each processed dataset. For fairness,
the training settings remain consistent across the compared
experiments.

Table 1 shows the superiority of our MoS compared with
various baseline scores. As Table 4 in supplementary, no
baseline score is winning in all evaluation settings. For exam-
ple, CLIP(ViT-B/32) score performs best on ImageNet-1K,
but ranks in the middle on COCO retrieval. In contrast, our
method is the first one to perform best in all evaluation set-
tings. Due to space limitations, the comparison on LAION
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Quality Score Flickr30K MSCOCO ImageNet-1K ImageNet-R CIFAR100 VOC2007
I2T R@1 T2I R@1 I2T R@1 T2I R@1 Acc@1 Acc@1 Acc@1 Acc@1

MoS (ensemble all 18 baseline scores) 24.3 17.4 12.4 9.3 15.6 18.8 31.1 40.1

MoS (ensemble top-2 top-performing scores) 24.5 17.3 13.1 10.1 16.4 18.0 30.6 40.1
MoS (ensemble top-3 top-performing scores) 24.9 17.5 13.8 10.5 17.0 17.7 30.7 40.3
MoS (ensemble top-4 top-performing scores) 25.0 17.9 14.2 11.0 17.3 18.5 31.0 40.5
MoS (ensemble top-5 top-performing scores) 24.7 18.0 14.0 11.0 17.4 18.6 31.2 40.6

MoS (ensemble top-2 bottom-performing scores) 23.5 16.5 12.0 8.9 14.6 17.4 30.1 38.4
MoS (ensemble top-4 bottom-performing scores) 24.0 17.1 11.8 9.0 14.8 17.7 30.5 39.0

MoS (random ensemble 4 baseline scores) 24.0 17.2 12.5 9.8 15.9 18.8 31.4 40.0

MoS (ensemble 4 scores: CLIP-ViT-L/14, EVACLIP-ViT-L/14, BLIP-ViT-L/16-pt, BLIP2-ViT-L/14-pt) 24.4 17.3 13.0 10.1 15.5 18.3 30.9 40.1
MoS (ensemble 4 scores: CLIP-R50, EVACLIP-ViT-L/14, BLIP-ViT-B/16-pt, BLIP2-ViT-G/14-pt) 24.7 17.5 13.8 10.6 17.8 18.7 31.2 40.7

Table 3. Comparison on different number and recipes of ensembled scores in our MoS. The experiments are conducted on CLIP (ViT-B/32)
model and trained on CC3M dataset [47]. Note: We use the average performance of 8 evaluation datasets as the criterion for the superiority
of the performance of the scoring models.

dataset are shown in supplementary Table 5, the results for
other models (BLIP and LLaVA) are shown in supplementary
Table 3 and 1. Table 2 in supplementary demonstrates the
robustness of MoS on different data filtering ratios.

4.3. Discussion

Number of ensembled scores in MoS: more is not always
better. It is not necessary to ensemble as many baseline
scores for our MoS. As Table 3, ensembling less but critical
baseline quality scores can be superior to ensembling all
the scores. This demonstrates that our MoS does not rely
on ensembling so many baseline quality scores, which is
beneficial to its efficiency in practical applications.

No need to get entangled in choosing which scores to
ensemble when using MoS. Although ensembling different
scores for MoS lead to differences in performance (Table 3,
they are still much better than using a single score. Our MoS
shows great robustness to the number of ensembled scores.
Therefore, there is no need to struggle with choosing which
scores to be ensembled when using our MoS. And one of the
original intentions of our work is to free the community from
the entanglement of choosing the scoring model.

Recipes for choosing less but key scores for MoS ensem-
bling. Considering that some users may want to pursue the
best tradeoff between efficiency and performance, we provide
two heuristic recipes for choosing less but key ensembled
scores when using our MoS.
• If the performance preference of each baseline score is

known in advance, you can directly ensemble these well-
performing scores. This helps reduce the interference of
inaccurate scores, save computational cost, and achieve
better performance. As line 2-5 in Table 3, only ensembling
several top-performing baseline quality scores can achieve
better performance than ensembling all baseline scores
because there are fewer negative interferences in the top-
performing scores.

• If the performance preference of each baseline score is un-
known in advance, you are recommended to select scoring
models with diverse model architecture and varying model
sizes. This helps to increase the diversity of scores and

is more likely to obtain complementary effects from each
baseline score, because different types of scoring models
give quality assessment from different angles. Please refer
to line 1,8-10 in Table 3 for the effectiveness of this recipe.

4.4. Ablation Study

Ensemble strategy. As Table 4 (line 1&2), simply averaging
all the baseline quality scores will not achieve the best perfor-
mance on all benchmarks, thus cannot eliminate the bias of
these baseline scores. This demonstrates the vital necessity
of the data-adaptive ensemble strategy in our MoS.
Softmax temperature. Table 4 (line 1&3) compares our
uncertainty-awareness temperature in Eq. (6) and the fixed
temperature. We can observe some penalty on performance
with a fixed temperature coefficient independent of the quality
uncertainty. Table 4 (line 1&4-6) ablates the effect on the
value of τmin and τmax in Eq. (6). We employ the best setting
τmin “ 0.5 and τmax “ 1.5 by default.
Distance function.. The Dp¨, ¨q in Eq. (4) can be instantiated
as any distance function. Table 4 (line 1&7) shows that L1
distance is slightly better than L2 distance, thus we use L1
distance by default.

Ensemble
Strategy

Softmax Temperature Distance
Function

Flickr30K MSCOCO ImageNet-1K
type τmin τmax I2T R@1 T2I R@1 I2T R@1 T2I R@1 Acc@1

1 ours Eq.(6) 0.5 1.5 L1 24.3 17.4 12.4 9.3 15.6

2 average Eq.(6) - - - 22.7 (-1.6) 15.0 (-2.4) 10.6 (-1.8) 7.9 (-1.4) 14.5 (-1.1)

3 ours fixed (τ “ 1) - - L1 23.5 (-0.8) 16.8 (-0.6) 11.7 (-0.7) 8.9 (-0.4) 15.1 (-0.5)

4 ours Eq.(6) 0.5 1.0 L1 23.9 (-0.4) 17.1 (-0.3) 12.2 (-0.2) 9.1 (-0.2) 15.3 (-0.3)
5 ours Eq.(6) 0.5 2.0 L1 24.2 (-0.1) 17.5 (+0.1) 12.2 (-0.2) 9.3 (-0.0) 15.4 (-0.2)
6 ours Eq.(6) 1.0 1.5 L1 23.6 (-0.7) 17.0 (-0.4) 12.0 (-0.4) 9.2 (-0.1) 15.1 (-0.5)

7 ours Eq.(6) 0.5 1.5 L2 23.2 (-1.1) 17.0 (-0.4) 11.7 (-0.7) 8.8 (-0.5) 15.2 (-0.4)

Table 4. Ablation study on ensemble strategy and softmax tempera-
ture coefficient. The comparison is conducted on CLIP ViT-B/32
model trained on the filtered CC3M dataset.

5. Conclusion
In this work, we first expose and investigate the quality score
disparity problem and its subsequent impact on data pro-
cessing and model learning. Then, we propose a simple
but powerful ensemble-based solution to integrate multiple
existing quality scores into a more robust score. Extensive
experiments show the effectiveness of our method.
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