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Abstract
Discrete wavelet transform (DWT) has been heavily studied and developed in various scientific and engineering
fields. Its multiresolution and locality nature facilitates applications requiring progressiveness and capturing highfrequency details. However, when dealing with enormous data volume, its performance may drastically reduce. On
the other hand, with the recent advances in consumer-level graphics hardware, personal computers nowadays usually
equip with a graphics processing unit (GPU) based graphics accelerator which offers SIMD-based parallel processing
power. This paper presents a SIMD algorithm that performs the convolution-based DWT completely on a GPU,
which brings us significant performance gain on a normal PC without extra cost. Although the forward and inverse
wavelet transforms are mathematically different, the proposed algorithm unifies them to an almost identical process
that can be efficiently implemented on GPU. Different wavelet kernels and boundary extension schemes can be easily
incorporated by simply modifying input parameters. To demonstrate its applicability and performance, we apply it
to wavelet-based geometric design, stylized image processing, texture-illuminance decoupling, and JPEG2000 image
encoding.
Index Terms
Discrete Wavelet Transform, Graphics Processing Unit, Shader, JPEG2000.

EDICS Category: 2-PARA, 1-CPRS
I. I NTRODUCTION
Among those mathematical tools for multiresolution analysis, discrete wavelet transform (DWT) has been proved
to be elegant and efficient. With the DWT, we can represent data by a set of coarse and detail values in different
scales. Its locality nature facilitates the representation of high-frequency signals. With its coarse-to-fine nature,
signals can also be transmitted and synthesized in a progressive manner. Many wavelet applications have been
proposed recently including, speech recognition, multiresolution image editing, image-based data encoding [1], [2],
[3], and multiresolution video [4]. Besides, DWT has been adopted as the core engine in JPEG2000 [5], the second
generation of the popular JPEG still image encoding standard.
The intensive computation of DWT due to multilevel filtering/downsampling does not introduce a serious problem
when the data size is small. However, this will become a significant bottleneck in real-time applications when the
data size is large. Sweldens proposed an efficient implementation of DWT, known as the lifting scheme [6]. By
reusing the intermediate values from previous steps, lifting achieves a high performance. Unfortunately, pure software
DWT on large-scale data (such as high-resolution images and 3D volume data) still cannot achieve real-time nor
interactive performance. This is evidenced by the software JPEG2000 implementations [5]. The need of real-time
performance has already driven several hardware implementations of DWT [7], [8].
Although hardware implementation (such as FPGA) offers real-time solution, extra cost is needed for installing
extra hardware. As these specialized implementations are preliminary, they are still expensive and not cost-effective.
On the other hand, current generation of consumer-level graphics hardware, graphics processing unit (GPU), has

DRAFT

FINAL MANUSCRIPT TO IEEE TRANSACTIONS ON MULTIMEDIA

3

already evolved to a stage that supports parallel processing, high programmability, and high-precision computation [9]. It performs not just rendering of texture-mapped polygons, but also general computations, such as
sparse matrix solving [10], linear algebra operations [11], fast Fourier transform [12], and also image-based
relighting [13], [14]. Hopf and Ertl proposed a method that utilizes OpenGL extensions to perform convolution
and downsampling/upsampling in 2D DWT [15]. However, these OpenGL extensions may vary with different
graphics hardwares. The approach in [15] is adopted as the 3D wavelet reconstruction engine in a volume rendering
application [16]. Since they performed one-step 2D DWT instead of two-step 1D DWT, the decomposition and
reconstruction are complicated and have to be tailormade for each type of wavelet.
In this paper, we propose a fast DWT shader that runs on GPU, hence it reduces the computational burden of
CPU. No tailor-made hardware nor extension is needed. Providing the shader programmability, our generic DWT
solution can be trivially adapted to different wavelet transform and different boundary extension schemes. Moreover,
as we focus on separable DWT’s, the 2D DWT is divided into two steps of 1D DWT. This makes our computation
much easier than the previous one-step 2D DWT approach. Furthermore, our approach unifies both the forward and
inverse DWT to an identical and simple process.
We demonstrate our fast GPU-based DWT by first applying it to manipulate the wavelet subbands for fast
geometric deformation. Next, we show that designer can rapidly perform stylized image processing and textureilluminance decoupling [17]. Lastly, we have also integrated our DWT engine into a well-known JPEG2000 codec,
JasPer [5], and significantly improved the encoding performance, especially for high-resolution images obtained
from ordinary digital cameras.
II. M ULTIRESOLUTION A NALYSIS WITH WAVELETS
Before we continue, we first briefly review the wavelet-based multiresolution analysis. Given an input data signal,
it is decomposed into two sets of coefficients, low-frequency L and high-frequency H coefficients via convolving the
input signal with the low-pass (h) and high-pass (g) filters respectively (Figure 1). It is this pair of filters that actually
defines the wavelet being used. As the filtered data contain redundancy, half of them are enough for reconstruction.
A downsampling processing is then performed after the convolution. The convolution-and-downsampling process is
recursively applied to the low-frequency coefficients at each level. This produces multiple levels of high-frequency
(detail) coefficients, γ j,i , and one set of low-frequency (coarse) coefficients, λ j,i .
Mathematically speaking, the multiresolution analysis is defined as follow. Consider the Hilbert space L 2 () of
measurable, square-integrable functions defined on real line . A multiresolution analysis [18], [19], [20] consists
of a sequence of closed subspaces {V j |j ≥ 0}, V j ⊂ L2 (), where j denotes the resolution level. Those subspaces
are in a nested manner: V 0 ⊂ V 1 ⊂ · · · ⊂ V j ⊂ · · ·. At each resolution level j, there exists a set of scaling
functions φji with i ∈ K(j), where K(j) is an index set at level j such that K(j) ⊂ K(j + 1). Those scaling
functions φji should be a Riesz basis of V j .
With these scaling functions φ ji , one can represent a function as a linear combination of the scaling functions.
Let f j be a function in the resolution level j, i.e. f j ∈ V j . It can be expressed as a weighted sum of scaling
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functions φji :



fj =

λj,i φji ,

(1)

i∈K(j)

where the parameters λ j,i are defined as the scaling coefficients of the function f j .
Let the subspace W j−1 be the orthogonal complement of V

j−1

, such that V j−1 ⊕ W j−1 = V j . There exists a

j−1
set of functions {ψ m
|j ≥ 0, m ∈ M (j − 1)}, where M (j − 1) ⊂ K(j). Those functions should be a Riesz basis
j−1
define a wavelet basis. The function f j can also be expressed as:
of W j−1 . In this case, the functions ψ m



fj =

λj−1,k φj−1
+
k

k∈K(j−1)



j−1
γj−1,m ψm

(2)

m∈M(j−1)

because V j−1 ⊕ W j−1 = V j . The parameters λ j−1,k are the coarse approximations and the parameters γ j−1,m
corresponds to detail subspace. Intuitively speaking, we can represent (decompose) the function f
combination of functions,

φ j−1
k

j

as a linear

j−1
and ψm
, at lower level (resolution). The associated lower-level coefficients λ j−1,k

are responsible for coarse information while others (γ j−1,m ) are responsible for details.
The one-step wavelet transform computes the coefficients (scaling λ j−1,k and detail γj−1,m ) at level j − 1 from
the scaling coefficients λj,i at level j:
λj−1,k

=



hj−1,k,i λj,i

(3)

gj−1,m,i λj,i

(4)

i

γj−1,m

=


i

where the parameters h j−1,k,i and gj−1,m,i are the decomposition low-pass filter parameters and decomposition
high-pass filter parameters, respectively. Those filter parameters depend on the choice of the scaling functions (φ ji
j−1
and φjk ) and wavelet basis ψm
. In digital signal processing representation (Fig. 1), the input sequence x(n) are

the scaling coefficients λj,i ; and the output sequences L and H are the scaling coefficients λ j−1,k and the detail
coefficients γj−1,m , respectively.

Fig. 1.

One dimensional DWT: filtering and downsampling.

The downsampling process can be illustrated by Fig. 1, where low-pass h and high-pass g filter kernels are
convolved with the 1D signal x(n) to produce low-frequency and high-frequency subbands. These subbands are then
downsampled. The signal x(n) is decomposed into multiple frequency subbands of different scales by successively
applying this filtering-and-downsampling process to the low-frequency subbands. For 2D signal, 2D separable DWT
can be achieved by first applying 1D DWT on the rows and then on the columns.
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The 3D rendering pipeline.

The one-step inverse wavelet transform computes the scaling coefficients (λ j,i ) at level j from the coefficients
λj−1,i at level j − 1:
λj,i =



hj−1,k,i λj−1,i +

k




gj−1,m,i
γj−1,m ,

(5)

m


are the reconstruction low-pass filter and high-pass filter parameters,
where the parameters h j−1,k,i and gj−1,m,i

respectively.
III. G RAPHICS P ROCESSING U NIT
In the last decade, the need from the multimedia and games industries for accelerating 3D rendering has driven
several graphics hardware companies devoted to the development of high-performance parallel graphics accelerator.
This results the birth of GPU, which handles the rendering requests using 3D graphics application programming
interface (API). The whole pipeline consists of the transformation, texturing, illumination, and rasterization to the
framebuffer. The need for cinematic rendering from the games industry further raised the need for programmability
of the rendering process. Starting from the recent generation of GPU launched in 2002 and later (including nVidia
GeforceFX series and ATI Radeon 9800 and above), developers can write their own programs on GPU. These
C-like programs are called shaders. They control two major modules of the rendering pipeline, namely vertex and
fragment engines.
As an illustration to the mechanism in GPU, we describe the rendering of a texture-mapped polygon. The user
first define the 3D position of each vertex through the API in graphics library (OpenGL or DirectX). The texture
coordinate associating with each vertex is also defined at the same time. These vertices are then passed to the vertex
engine for transformation. For each of them, a vertex shader (user-defined program) is executed (Fig. 2). The shader
program must be SIMD in nature, i.e. the same set of operations has to be executed on different vertices. In our
case, the processing in our vertex shader is minimal.
Next, the polygon is projected onto 2D and rasterized (discretized) to framebuffer as shown in Fig. 2. At this
stage, the fragment engine takes place. For each rasterized pixel, a user-defined fragment shader is executed to
process data associated with that pixel (fragment). Again, the fragment shader must also be SIMD in nature. In the
fragment shader, the associated texture can be fetched for processing. To utilize the GPU for DWT of 2D array (e.g.
image), we can simply store the 2D data on a texture map. Note that each data can be 32-bit floating-point. We then
define a rectangle with this texture map mounted on it, and render this texture-mapped polygon to the framebuffer.
For each pixel, we accomplish the necessary convolution and downsampling/upsampling by implementing a set of
tailormade fragment shaders.
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IV. DWT P IPELINE
DWT can be achieved by either the straightforward convolutional approach or the lifting scheme. The convolutional approach directly implements the filtering operation. It consumes more memory and requires more
computation. On the other hand, the lifting scheme [6] implements a wavelet transform by successive simple
filtering operations. It consumes small memory and less computation. For software implementations, it is obvious
that the lifting scheme is preferred.
However, our goal is to develop a DWT engine that executes on a GPU whose major advantage is its SIMDbased parallel processing. No intermediate values sharing among pixels is allowed. Lifting implicitly imposes an
order of execution which is not fully parallelizable. As the intermediate value sharing is the key factor of lifting
to reduce computation, it will cause more rendering passes 1 and hence the switching of rendering context in the
GPU implementation. Although such overhead is reduced by current GPU, convolutional approach still requires less
number of rendering passes. More importantly, the convolutional approach much simplifies its shader implementation
and also its usage. Users simply have to fill in the numeric filter kernel values of the adopted wavelet. In contrast
in the lifting scheme, the data dependency varies from one type of wavelet to another. Users have to understand the
data dependency of the chosen wavelet and derive the successive filtering operations in order to utilize the shader
code. It is much cumbersome than just filling the very few number of filter kernel values. All these suggest that
the parallelizable convolutional approach is favorable. The large memory consumption issue may not be a serious
problem as large and extremely fast video memory is available on current consumer-level GPU hardwares.
We design the DWT engine as a set of fragment shaders which perform DWT on IEEE 32-bit floating-point
image. The whole multi-level transform consists of rendering carefully aligned quadrilaterals that cover the whole
or part of the image. At each level, the 2D DWT is achieved by performing 1D DWT first horizontally and then
vertically. Hence the quadrilateral is rendered twice per level of decomposition/reconstruction. At each output pixel
(fragment), a fragment shader that performs 1D DWT is executed to compute the convolution. In the next level,
number of pixels requiring fragment shader execution is reduced (or increased in reconstruction) by 4 so as to cover
the low-passed subband. The process continues until the desired level of decomposition/reconstruction is achieved.
We employ 2 buffers (textures) to hold the input and output images. Their input and output roles are interchanged
after each rendering pass.
V. F ORWARD DWT
Let {λj (n)} be the boundary-extended input signal at level j. After 1D DWT and downsampling, the low– and
high–passed sequences are given by
λj−1 (n) =



h(k)λj (2n − k)

(6)

g(k)λj (2n + 1 − k).

(7)

k

γj−1 (n) =


k

1 One

rendering pass corresponds to one complete execution of a shader.
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Let {zj−1 (n)} be the concatenation of {λ j−1 (n)} and {γj−1 (n)}, We can rewrite (6) and (7) in a more generic
way for efficient SIMD implementation on GPU
zj−1 (n) =



fd,j−1 (n, k)fλ,j (n, k),

(8)

k

where fd,j−1 (n, k) is a position-dependent filter that selects the proper coefficient from h(k) and g(k) at decomposition level j − 1. f λ,j (n, k) is a function that returns the corresponding data in the level j boundary-extended
signal {λ (n)} for convolution. These can be easily implemented by the following indirect addressing technique.
Consider an image of resolution P ×Q. Without loss of generality, we only discuss the horizontal 1D DWT as the
2D DWT being discussed is separable. To determine f d,j−1 (n, k), we first show in Fig. 3(a) how we concatenate the
output decomposed wavelet coefficients z j−1 (n) (lower row) given the input coarse coefficients in the previous level
or the original input data (upper row). All low-passed coefficients are color-coded in orange while the high-passed
coefficients are color-coded in dark grey.
According to this concatenation scheme, the fragment shader first determines whether the current output pixel
n ∈ [0, P − 1] belongs to the high-passed or low-passed regions after DWT, by computing the filter selector variable
α.

⎧
⎨ 1 (high pass), if n > l/2
α=
⎩ 0 (low pass), otherwise.

(9)

where l is the length of input data sequence at level j. Care must be taken when handling images with odd
dimension. With α, the position-dependent filter f d,j−1 (n, k) can be obtained by looking up the corresponding
table of stored filter kernel values.
Function fλ,j−1 (n, k) is implemented by first determining the base position (filtering center) β in the fragment
shader. The base position β can be computed by the following equation.
l
β = 2(n − α ) + α + 0.5.
2

(10)

We add 0.5 to address the pixel center in texture fetching. Fig. 3(a) links the computed base position in the input
buffer (upper row) with the corresponding output pixel in the output buffer (lower row). With this, downsampling is
automatically achieved without wasting computation on unused samples. The convolution takes place with the base
pixel at the center and fetches ± K20  neighboring pixels from the input buffer (texture), where K 0 is the length
of the filter kernel. In general, low-pass and high-pass filter kernels usually have different lengths, hence different
values of K0 . For implementation uniformity, K 0 should be chosen as the larger one.
If the fetching of neighbors goes beyond the image boundary of the current level, we need to extend the boundary
extension. Common extension schemes include periodic padding, symmetric padding, and zero padding, etc. We
have applied symmetrical periodic extension [21] that mirrors pixels across the boundary, with the boundary pixel
not mirrored. Note that the following discussion does not restrict to any specific kind of boundary extension. We
only use symmetrical periodic extension as an example. Fig. 3(b) shows two examples of convolution, p 0 and
p5 . Both computations fetch extended input pixels (color-coded in Fig. 3(b)). The output values are computed by
performing the inner products of the accessed pixels and the filter kernel coefficients (h and g).
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(a)
Fig. 3.

(b)

(a) Mapping to the base positions. (b) Decomposition with boundary extension.

Instead of computing α, β, and boundary extension within the fragment shader using arithmetic instructions, we
use a more efficient way which precomputes and stores all these values in a 2D texture. Most GPUs nowadays support
highly optimized texture fetching operations which are usually faster than on-the-fly computation of expensive
equations in the shader. This table-lookup approach offers the flexibility in implementing different boundary
extension schemes by replacing the addresses in this indirect address table (texture).
The texture is organized with each row holding boundary extension, α and β values for one particular level of
DWT. Inside each texel 2 , channel R stores the indirect address of pixel with boundary extended. Channels G and B
store α and β respectively. Therefore the width of table for a data sequence with maximum length l is l + K 0 − 1.
Fig. 4 shows three levels of indirect addresses stored in the texture with data sequence of length 14 and K 0 = 5.
Color dark grey indicates the boundary-extended elements while color light grey indicates elements within the level
of data sequence. This texture is small in size as the number of rows is equal to log 2 (max(P, Q)).

Fig. 4.

The indirect address table for boundary extension.

VI. I NVERSE DWT
The 2D inverse DWT can be achieved by applying 1D inverse DWT horizontally and then vertically. Although
the inverse DWT is mathematically different from the forward one, we show that, by using another indirect address
table, the inverse DWT reduces to almost the same process as forward DWT. Both low-frequency and high-frequency
coefficients contribute to reconstruction process.

Let {λj−1 (n)} and {γj−1
(n)} be the zero-padding upsampled and boundary extended low– and high–pass signal

at level j − 1. The reconstruction of {λ j (n)} is given by



λj (n) =
h (k)λj−1 (n − k) +
g  (k)γj−1
(n − k) ,
k

2 Each

(11)

k

texel in the texture memory contains 4 elements, R, G, B, and A. Channels R, G, and B are designed to store the color while channel

A is designed to store the transparency. They can be utilized for storing user-specific data. These elements can be declared as 8-bit integers,
IEEE 16-bit, or 32-bit floating points.
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where h (k) and g  (k) are low- and high-pass reconstruction filters, respectively.
Similar to the forward DWT, (11) can be rewritten as
λj (n) =



fr,j−1 (n, k)fz,j−1 (n, k),

(12)

k

where fz,j−1 (n, k) returns the corresponding data in the up-sampled and boundary-extended signal of {z(n)} at
level j − 1. This is efficiently implemented by first computing an indirect address table as shown in Fig. 5. That is,
we do not actually perform the upsampling nor interleaving, but we perform them virtually via looking up these
precomputed indirect addresses. Note that the boundaries have to be extended before the interleaving as illustrated
in Fig. 5.

Fig. 5.

Virtual upsampling and interleaving via precomputing and looking up indirect addresses.

Once the indirect address table is ready, values in the next level can be reconstructed by convolution (Fig. 6).
Based on the odd/even status of position of the reconstructing pixel, we decide the reconstruction filter to convolve.
Note that low-frequency elements must be multiplied to the low-pass reconstruction filter, h  , while high-frequency
elements must be multiplied to high-pass reconstruction filter, g  . Here the position-dependent filter f r,j−1 (n, k) is
similar to the forward case which selects the proper coefficient from the reconstruction filter bank h  (k) and g  (k).
For efficiency, we reorganize the filter kernels to form the interleaved kernels as illustrated in Fig. 6. In general,
h and g  , are different in length. With this indirect addressing, both the shaders for forward and inverse DWTs
are basically performing the same operations, namely indirect pixel lookup, filter selection, and convolution. Fig. 6
shows the reconstructions of r 0 and r1 . When computing the inner product, the shader looks up the values of
appropriate pixels according to the indirect addresses (color-coded) and the corresponding filter kernel coefficients
(h and g  ).

Fig. 6.

Reconstruction filtering in inverse DWT.
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Fig. 7.

Timing comparison: software versus GPU DWT

VII. R ESULTS AND A PPLICATIONS
A. Hardware-Accelerated JPEG2000 Encoding
DWT has been identified as a time-consuming part of the lossy JPEG2000 encoding [5]. Especially when the
resolution of image is high, the DWT processing time becomes dominant. We have integrated our GPU-based
DWT engine into the popular JPEG2000 still image codec, JasPer [5], which is a free software-based reference
implementation of the codec specified in the JPEG-2000 Part-1 standard (i.e., ISO/IEC 15444-1). Its encoding
speed has been significantly increased with our DWT shader. Our implementation adopts OpenGL and Cg for
shader development. The latest OpenGL standard features including Frame Buffer Object have been utilized. The
evaluation is conducted on a PC with AMD Athlon 64x2 dual core processor 3800+ 2.01 GHz, 2GB memory, and
GeForce 7800 GTX.
We compared the execution time of GPU convolution-based DWT with the software lifting-based JasPer. Seven
test images ranging from 128×128 to 2048×2048. In the experiment, the whole image is referred as one tile for
DWT, instead of multiple independent tiles. The DWT used is Daubechies 9/7 wavelet. Five levels of decomposition
are carried out. Fig. 7 shows the timing statistics that compares the original software codec with ours. Instead of
measuring the image dimension, we measure the number of pixels in the unit of million pixels which is commonly
used in digital camera context. For low-resolution images, the speed of the GPU DWT is a bit poorer than the
software one because of the overhead of GPU initialization and data transfer. As the image size is raised to around
3.6 million pixels (about 600 × 600). Our codec outperforms the software one. The speedup is apparent for encoding
high-resolution images. This shows the advantage of parallel processing in SIMD-based GPU.
For a fair comparison, we have accounted for all overheads of using GPU, these include data conversion,
initialization and texture creation, etc. The breakdown of execution time is shown in Table I. The total computation
time of our GPU-based DWT is shown in column “GPU Total” of Table I. The timing for software lifting
implementation of DWT (“Software Total”) is also presented for comparison. Since we modified the JasPer package
to include our GPU module, the peripheral computations such as the subsequent entropy coding and file I/O are
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TABLE I
B REAKDOWN OF COMPUTATIONAL TIME ( SEC )
Image Soft Total GPU Total OpenGL Texture DWT Others
1282

0.016

0.468

0.218

0.015 0.234 0.001

2562

0.031

0.500

0.218

0.032 0.234 0.016

5122

0.344

0.578

0.219

0.078 0.234 0.047

10242

2.593

0.813

0.219

0.218 0.235 0.141

12802

2.688

1.000

0.219

0.313 0.234 0.234

20482

12.312

1.672

0.219

0.625 0.234 0.594

exactly the same for both software and GPU executions. Therefore the time of those peripheral computations are
excluded in “GPU Total” and “Software Total”. “OpenGL” shows the time for initializing OpenGL and Cg systems,
which is more or less constant. “Texture” accounts for the time for texture and buffer creation. It increases as the
data size increases. For large images, the computation time for DWT occupies only a small portion of the whole
execution time due to the parallel processing nature of GPU. The advantage of parallization is demonstrated with
this almost constant DWT time, regardless of the image resolution. “Others” refers to the time for other operations
as well as data conversion and transfer, therefore it also depends on the data size.
B. Stylized Image Processing and Texture-illuminance Decoupling
Our GPU-based DWT engine allows us to achieve fast wavelet-based multiresolution image processing which
offers various effects, even images are of high resolution. Hence, we combine, remove, or scale the wavelet
coefficients in different subbands and in different color spaces (RGB or Y U V ) to achieve the desired effects. As
illustrated in Fig. 8, the bumpy feature (instead of the yellowish color) of the middle bean image is transferred to
the Starry Night painting (left) by combining the high-frequency subbands in the Y channel of both images while
removing the lowest frequency subband of the bean image. We take the maximum between two corresponding
coefficients to maintain the details from both images. The fast wavelet transform allows the designer to rapidly
evaluate the visual results from wavelet domain processing.

Fig. 8. Fast image stylizing by combining coefficients in wavelet domain. The element-wise max operation can also be achieved in the shader.

Sometimes when we acquire textures by taking photographs, the illumination condition is usually not controlled.
If the illumination only introduces slow intensity change in the acquired image (i.e. low-frequency component), it is
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possible to decouple the contribution due to the uncontrolled illumination from the desired texture. Fig. 9 illustrates
such application. We first remove high-frequency subbands and generate the illuminance image using inverse DWT.
By dividing the original image with this illuminance image, we obtain an “illumination-constant” decal map which
is ready for texture mapping. Note that simple element-wise operations (like max and division) can also be easily
implemented in the shader.

Fig. 9.

Fast texture-illuminance decoupling.

C. Geometric Deformation in Wavelet Domain
We have applied our GPU-based DWT engine to geometric deformation in which the designer can modify control
points of a NURBS 3D model [22] in wavelet domain. The control points in 3D are in grid structure and stored
in memory as three 2D arrays, one for each x-, y-, and z-coordinates. DWT is then applied to these control-point
arrays to obtain wavelet coefficients at desired decomposition level. The designer can arbitrarily scale the wavelet
coefficients in different frequency subbands to achieve the desired effect.
Fig. 10 shows three deformed heads along with the scaling configurations of wavelet subbands. The subband
with no scaling is color-coded in grey. The subbands being scaled up and down are color-coded in black and white
respectively. As coefficients in different subband influence the geometry in different scales, the designer can focus
on the semantic rather than the spatial position of control points.

Fig. 10.

Three different wavelet-based geometric designs.

VIII. C ONCLUSIONS
We have demonstrated a simple but powerful and cost-effective solution to implement 2D DWT on the consumerlevel GPU. No tailor-made and expensive DWT hardware is needed to achieve such performance. It can be
implemented on any SIMD-based GPU comes with normal configuration of PCs. The proposed method unifies
the mathematically-different forward and inverse DWT. Different wavelet filter kernels and boundary extension
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schemes can be easily incorporated by modifying the filter kernel values and indirect address table respectively.
We have demonstrated its applicability in wavelet-based geometric deformation, stylized image processing, textureilluminance decoupling, and JPEG2000 encoding. More information and demo programs (released since January
2004) are available at:
http://www.cse.cuhk.edu.hk/∼ttwong/software/dwtgpu/dwtgpu.html
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