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Problem: TCP Has Reached Its Limitations

� Link bandwidth is increasing exponentially. Gigabit �le transfers,
lossy wireless links, and high latency connections are all driving
TCP congestion control outside of its natural operating regime

� TCP tends to bias against �o ws with long Round Trip Times, for
e.g., in satellite links

� TCP cannot maintain a large throughput and cannot bene�t from
the large increase in per-�o w bandwidth

– TCP lacks fast response upon receipt of a congestion signal



An Example of A High Band width-Dela y Product Network

A TCP Connection with a packet size 1500 bytes and a steady state
throughput of 10Gbps and RTT=100ms requires

� C=10Gbps and D=100ms,

�

�
� is known as the Bandwidth-delay

product, i.e., the maximum number of packets in the pipe

� An average congestion window size of 80,000 packets

� One drop every 5,000,000,000 packets or more.

Example taken from Prof. Katabi's lecture note for MIT course 6.263 Data Communi-
cation Networks



Why TCP lacks fast response?

� TCP congestion signal is binary, i.e., drop or no-drop

� Congestion signal is indifferent to the degree of network congestion

� Source has no knowledge of spare bandwidth

�

conservative increment of 1 pkt/RTT even if spare bandwidth is
large



Explicit Cong estion Noti�cation (ECN)

� Mark packet instead of dropping it.

� Receiver has to relay this mark to the sender

– Explicit feedback

� Use explicit congestion feedback from routers to make increase in
sending rate proportional to spare bandwidth, and decrease pro-
portional to congestion



Explicit Contr ol Protocol (XCP)

� Bottlenecked router explicitly tells senders about bandwidth alloca-
tion

– Applications may request explicit sending rate

– No per �o w state in router

– State carried in congestion header in packet

� Decouples fairness control from congestion control

– Uses knowledge of spare bandwidth to control utilization

– Controls fairness by deallocating bandwidth from �o ws whose
share is above fair



XCP Cong estion Header

H_cwnd(Set to sender's current cwnd)

H_rtt(Set to sender's RTT estimate)

H_feedback(initialized to sender's demand)

Filled in
by sender

Initialized by
sender;Modified
by router

� Sender initializes congestion header and updates window size
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: packet size

� Router updates H feedback, but cannot increase the value

� Receiver copies H feedback to ACK



XCP Contr ol Laws

� XCP does not drop packets

� XCP works on top of existing dropping policies, for e.g., Drop Tail
and RED

� XCP computes feedback using an ef�ciency controller and a fair-
ness controller

– The ef�ciency controller uses Multiplicative Increase Multiplica-
tive Decrease (MIMD) Law

– The fairness controller uses Additive Increase Multiplicative De-
crease (AIMD) Law



Why XCP is superior than TCP

� Precise congestion signaling vs. binary congestion signaling

� Almost never drop packet

� Decoupling allows fast response to spare bandwidth. Converge to
available bandwidth very quickly (� � RTT)

� Fair over large variation in the Round Trip Time

� Flexible bandwidth allocation: max-min fairness, differential band-
width allocation

� Scalable with no per �o w state in routers



What are the parameter requirement in XCP ?

� Sender

– Estimates Round Trip Time, H RTT

– Maintains Congestion window, H cwnd

� Router

– Estimates number of �o ws within a control interval, �

– Estimates Control Interval,

�

– Estimates persistent queue, i.e., the minimum standing queue
over the interval (based on a timer different from control interval
timer),

�



Ef�cienc y Contr oller

The controller is responsible for monitoring the aggregate traf�c �o w-
ing through it and to provide an aggregate feedback. The feedback is
computed by
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is the average RTT,
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is the spare
bandwidth and
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is the persistent queue size.

XCP parameters
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are constants hence, unlike AQM, no parameter
tuning is needed



Fairness Contr oller

The controller works using AIMD by apportioning the aggregate feed-
back

�

to individual �o ws to enforce fairness.
If

�&%

'

, equal throughput increment for all �o ws
If
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, throughput decrement proportional to its throughput

Bandwidth shuf�ing : A fairness mechanism that converges to max-min
fairness when

�

�

'

� Shuf�ed traf�c ,

)




�
 �

�

'

�

'
* �

+

"

,

�

,

�

, �

'

-

of input traf�c
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� Allow new �o ws to acquire capacity when the system is fully loaded

� Tradeoff between convergence to fairness and disturbance to sys-
tem utilization



Fairness Contr oller (Cont' d)

In order to apportion the feedback, we need to estimate the number of
�o ws N by
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A Fluid-�o w Model of XCP
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A Fluid-�o w Model of XCP

� Aggregate feedback dynamics
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� Rate dynamics
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Stability Anal ysis

Consider a change in variable

�

�

Y

�




+ �

Y

�

"

�

then we have

c

]

�

Y

�




�

�

Y

�
d

c

�

�

Y

�




"

 

�

�

�

Y

"

�

�

"

$

�fe

]

�

Y

"

�

�

Let g

�>h �




i

�

�

�

�

]

�

�

�

j

then

�
k g

�>h �




i

"

l

5

�

Z

3 5

"

m

5

C

�

Z

3 5

�

'

j

g

�>h �

The linear system is stable if the eigenvalues of

i

"

l

5

�

Z

3 5

"

m

5

C

�

Z

3 5

�

'

j

, i.e., the roots of �

�

l

3 5

�

Z

3 5

�

m

7

3 5

?

C

�

Z

3 5




'

, lie on the left half complex
plane.



Stability Anal ysis (Cont' d)
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Stability Anal ysis (Theorem 1)

Suppose the round trip delay is

�

. If the parameters
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then the system is stable independently of delay, capacity and number
of sources.

For implementation,
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respectively.



Experimental results

Simulations conducted using packet level simulator NS-2

Link capacities range between 1.5 Mbps and 4 Gbps

RTT range between 10 msec and 3 sec

Number of sources range between 1 and 1000

Simulate 2-way traf�c in the network with resulting ACK-compression



Experimental results

A single bottleneck topology

A parking lot topology



XCP Is More Ef�cient as Band width or Delay Increases



XCP Increases Propor tionall y to Spare Band width



XCP Shows Faster Response Than TCP



XCP Is Fairer Than TCP



XCP Performs Well With Shor t Web-like Flows



XCP Provides Diff erential Band width Allocation

If

�

%

'

, allocate it so that the increase in throughput of a �o w is pro-
portional to its price
If

�

(

'

, allocate it so that the decrease in throughput of a �o w is pro-
portional to its current throughput



Security in XCP

Isolating a �o w is easier than TCP

� Router sends a test feedback to decrease congestion window and
monitor its throughput in the next few RTTs

� Malicious user cannot anticipate the router's defensive actions

However, user that lies about its true RTT and throughput is problematic



Conc lusion

� XCP provides an effective approach to congestion control indepen-
dent of link capacity, delay and number of �o ws

� The Bandwidth Shuf�ing fairness mechanism converges to fairness
faster than TCP

� XCP achieves better utilization, low queueing delays and drops fewer
packets than TCP

� Modular design allows �e xible bandwidth allocation

� Scalable with little modi�cation to routers


