
Performance Optimization for
WebAssembly Runtimes

JIANG, Shuyao

A Thesis Submitted in Partial Fulfilment
of the Requirements for the Degree of

Doctor of Philosophy
in

Computer Science and Engineering

The Chinese University of Hong Kong
January 2026



Thesis Assessment Committee

Professor HO Tsung Yi (Chair)

Professor LYU Rung Tsong Michael (Thesis Supervisor)

Professor XU Hong (Committee Member)

Professor TAN Shin Hwei (External Examiner)
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WebAssembly (Wasm) has emerged as a portable compilation tar-
get that promises near-native performance across diverse com-
puting environments. However, as Wasm transitions from web
browsers to server-side systems, its runtime systems face esca-
lating challenges: (1) the lack of systematic methods to identify
and validate runtime performance bottlenecks, (2) the absence of
automated test generation techniques hinders optimization oppor-
tunities, and (3) the growing demand for multi-language support
that introduces non-trivial overhead. This thesis establishes a
framework for Wasm runtime optimization that addresses these
challenges through coordinated advances in testing methodology,
program generation, and runtime architecture design.

First, we address the fundamental problem of performance test-
ing for Wasm runtimes. Current testing approaches prioritize
functional correctness, leaving subtle performance issues unde-
tected. We propose WarpDiff, which introduces a differential test-
ing paradigm that constructs an execution time oracle across mul-
tiple Wasm runtimes. By analyzing deviations from expected per-
formance profiles, WarpDiff exposes optimization opportunities
rooted in runtime design choices, compiler pipelines, and memory
management strategies.

Second, to scale optimization efforts, we shift from manual
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testing to automated generation of performance-critical test pro-
grams. We propose WarpGen, leveraging historical issue patterns
to synthesize test cases that stress runtime-specific inefficiencies.
Unlike general-purpose program generators, WarpGen employs a
distinguishability-guided approach to prioritize code constructs
most likely to reveal performance issues, thereby creating an ef-
fective feedback loop between issue detection and optimization
validation.

Third, we extend performance optimization by rethinking the
multi-language runtime architecture for Wasm. Traditional solu-
tions compromise performance by embedding managed language
runtimes within Wasm. We propose WALL-E, a radical alterna-
tive for providing managed language support for Wasm, decou-
pling language execution via secure external linking. This archi-
tectural optimization eliminates nested runtime overhead while
preserving safety, demonstrating that peak performance requires
coordinated optimization across abstraction boundaries.

This thesis redefines Wasm performance optimization as a mul-
tidimensional challenge, unifying test oracle (WarpDiff), test gen-
eration (WarpGen), and runtime architecture (WALL-E). The re-
sulting framework not only improves runtime efficiency but also
establishes methodological foundations for future optimizations.
By comprehensively optimizing runtime performance, from micro-
benchmarks to macro-architectural decisions, we enable Wasm to
fulfill its potential as a high-performance runtime platform in di-
verse computing environments.
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Chapter 1

Introduction

1.1 Overview

WebAssembly (Wasm) has emerged as a groundbreaking technol-
ogy in the increasing demand for performance, portability, and
security in computing. Initially designed as a portable, safe, and
e�cient bytecode format, Wasm enabled high-performance appli-
cations such as games and CAD tools within web browsers 58.
By providing a compact, load-time-e�cient binary format with
strong memory safety and sandboxing guarantees, Wasm success-
fully bridged a critical performance gap for web applications, com-
plementing JavaScript without replacing it. Its rapid adoption by
all major browsers underscored its technical merit in solving a
well-de�ned problem within a controlled environment.

We are now, however, witnessing a fundamental paradigm shift
in the role and scope of Wasm. Propelled by its inherent advan-
tages, Wasm is rapidly evolving from a web-centric technology
into a universal, standalone runtime for general-purpose comput-
ing. This expansion is most prominent in server-side and edge
computing [47,48], where its lightweight isolation model presents
a compelling alternative to traditional Linux containers. Further-
more, its portability and determinism have promoted adoption
across diverse domains, including serverless functions (FaaS) [126],
smart contracts on blockchain platforms [23], and even as a de-
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CHAPTER 1. INTRODUCTION 2

ployment format for IoT modules [155]. This evolution positions
Wasm not merely as a compilation target, but as a potential foun-
dational layer for a new era of portable, secure, and e�cient soft-
ware distribution.

This shift from the browser to the broader, more demanding
computing landscape, however, exposes Wasm to new critical chal-
lenges. The environment has changed fundamentally: Instead of
a few mature, highly optimized browser engines (e.g., V8 [52],
SpiderMonkey [101]), the new ecosystem is fragmented into a di-
verse and rapidly evolving landscape of dozens of independent,
standalone Wasm runtimes (e.g., Wasmtime [144], Wasmer [143],
WasmEdge [141], WAMR [136]). These runtimes, while innova-
tive, are still in a relatively early stage. More critically, the per-
formance requirements in server-side contexts are extremely de-
manding. Consistent low latency and high throughput are not just
optimizations but fundamental requirements for cost-e�ectiveness,
scalability, and the achievement of service-level objectives. In this
new context, the prevalence of subtle performance issues, de�ned
as abnormal latency speci�c to certain runtime implementations,
poses a direct threat to the reliability and adoption of Wasm.

The core obstacle to addressing this threat is the lack of a
holistic, systematic framework for optimizing Wasm runtime per-
formance. Current research and practice are unable to tackle the
problem in its entirety. Speci�cally, we identify three intercon-
nected and fundamental challenges:

ˆ The Oracle Problem for Performance: The �rst barrier
is the inability to reliably identify what constitutes a perfor-
mance issue. Unlike functional correctness, where an incon-
sistent output serves as a clear oracle, performance lacks a
ground truth. A longer execution time for a program on one
runtime versus another may be a legitimate characteristic of
its design (e.g., interpreter vs. AOT compiler) rather than
a bug. This lack of a de�nitive test oracle makes it infeasi-
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ble to systematically and automatically detect performance
regressions and anomalies across the heterogeneous runtime
ecosystem.

ˆ The Scalability Problem in Test Generation: Once a
detection mechanism is in place, the next challenge is the
scarcity of test inputs. The performance optimization pro-
cess is bottlenecked by the limited supply of e�ective test pro-
grams. Hand-picked benchmark suites (e.g., Polybench [111])
are quickly exhausted and lack diversity. More critically,
state-of-the-art program generators like Csmith [152], while
excellent for �nding functional compiler bugs, are agnostic
to performance characteristics. They produce semantically
valid but often performance-agnostic code, resulting in a very
few number of test cases that actually trigger performance-
sensitive code paths in Wasm runtimes, leaving many deep-
seated ine�ciencies undiscovered.

ˆ The Architectural Overhead of Language Integra-
tion: Beyond core runtime performance, a fundamental bar-
rier exists at the ecosystem level. The strong demand for
supporting popular managed languages (e.g., Python, Java,
JavaScript) is currently met by runtime nesting, compiling
the entire language runtime (e.g., CPython [29]) to Wasm
and then running the user code on top [4]. This approach in-
troduces an inherent and severe performance penalty, includ-
ing the �double-interpreter� problem and system-call over-
head. This creates a fundamental and unacceptable trade-o�:
Developers must choose between language functionality and
runtime performance. This architectural overhead cannot be
resolved solely by low-level optimizations.

This thesis contends that these three challenges cannot be bro-
ken by addressing them in isolation. A new, integrated approach
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is required. Therefore, we propose and demonstrate a compre-
hensive framework for Wasm runtime performance optimization.
Our work seamlessly connects the dots: It begins with a novel
methodology for detecting performance issues via a di�erential
testing oracle that establishes a probabilistic performance baseline
(WarpDi�). This is coupled with an automated, guided technique
for generating high-quality test targets that proactively uncover
new optimization opportunities (WarpGen). Finally, the frame-
work culminates in a re-architected runtime model that eliminates
the fundamental performance barrier for managed languages by
leveraging external library linking to bypass the overhead of nest-
ing entirely (WALL-E).

By solving the problems of detection, discovery, and design
in concert, this thesis provides the methodological foundations
and practical tools for Wasm runtime performance optimization.
It establishes a new paradigm for ensuring and enhancing the
performance of the Wasm ecosystem, thereby solidifying the path
for Wasm to ful�ll its promise as a high-performance, reliable, and
multi-language runtime platform for the future of computing.

1.2 Thesis Contributions

This thesis makes signi�cant contributions to the �eld of Wasm
runtime performance optimization by developing three intercon-
nected systems. The primary contributions are organized around
these systems as follows:

1. WarpDi�: A Di�erential Testing Framework for Per-
formance Issue Detection

We design and implement WarpDi�, the �rst di�erential test-
ing approach speci�cally tailored for identifying performance
issues in Wasm runtimes. Its key innovations include: (1)
the novel concept of an oracle ratio, which establishes a
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probabilistic performance baseline by leveraging execution
time consistency across multiple runtimes, eliminating the
need for a ground-truth oracle; (2) a systematic methodol-
ogy for identifying signi�cant deviations from this baseline,
e�ectively detecting abnormal performance behavior; and (3)
a heuristic localization technique that pinpoints the speci�c
runtime responsible for the observed anomaly. WarpDi� has
successfully uncovered multiple, previously unknown perfor-
mance issues in popular Wasm runtimes, demonstrating the
prevalence and signi�cance of such latent problems in the
ecosystem.

2. WarpGen: A Performance-guided Test Case Gener-
ator

To address the scalability bottleneck in performance testing,
we create WarpGen, an automated framework for generat-
ing high-quality test programs that e�ectively trigger perfor-
mance issues. Its core contributions are: (1) the introduc-
tion of distinguishability as a quantitative metric to guide
the test generation process, ensuring that synthesized pro-
grams are highly sensitive to performance variations across
runtimes; (2) a history-driven synthesis engine that extracts
and recombines code patterns from known issue-triggering
programs, enabling the discovery of new, complex perfor-
mance bugs; and (3) a penalty-based iterative re�nement
mechanism that continuously optimizes the generator's out-
put. WarpGen signi�cantly outperforms random-generation
approaches in both e�ciency and e�ectiveness at uncovering
performance optimization opportunities.

3. WALL-E: An Architectural Optimization for Man-
aged Language Performance

We propose WALL-E, a novel framework that rede�nes the
performance paradigm for managed language support in Wasm.
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Its groundbreaking contribution lies in: (1) a radical de-
parture from the conventional runtime nesting model, in-
stead employing an external library linking strategy to seam-
lessly integrate managed languages; (2) a client-server ar-
chitecture that maintains the safety and portability guar-
antees of Wasm while allowing language libraries to run at
native speed within their original, optimized runtimes; and
(3) the elimination of the double-runtime overhead, thereby
resolving the long-standing performance-compatibility trade-
o�. WALL-E demonstrates that architectural co-design is es-
sential for achieving holistic performance optimization in the
Wasm ecosystem, enabling high-performance, multi-language
applications without compromise.

In summary, these contributions establish a comprehensive and
systematic framework for understanding, evaluating, and enhanc-
ing the performance of Wasm runtimes, paving the way for its
maturation as a robust, high-performance platform for the future
of computing.

1.3 Thesis Organization

The remainder of this thesis is organized as follows:

ˆ Chapter 2: Performance Optimization Landscape for
WebAssembly Runtimes

This chapter establishes the foundational context and moti-
vation for this research. Section 2.1 introduces the evolution
of WebAssembly from its web origins to server-side applica-
tions. Section 2.2 analyzes the Performance Oracle Prob-
lem in Wasm runtime optimization. Section 2.3 examines
the Scalability Problem in Optimization Target Generation.
Section 2.4 discusses the Architectural Overhead of Language
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Integration. Finally, Section 2.5 synthesizes these gaps into
the core research problems addressed in this thesis.

ˆ Chapter 3: Literature Review

This chapter surveys related work across three key areas.
Section 3.1 reviews WebAssembly runtimes, their features,
applications, and performance limitations. Section 3.2 covers
software testing methodologies, including di�erential testing
and test case generation. Section 3.3 explores language sup-
port mechanisms and dynamic linking techniques in Wasm
environments.

ˆ Chapter 4: Oracle-based Performance Issue Detec-
tion

This chapter presents our �rst major contribution, WarpDi�.
Section 4.1 states the problem and contributions. Section 4.2
provides background on server-side Wasm and performance
issues. Section 4.3 details the WarpDi� methodology, includ-
ing its architecture and key components. Section 4.4 presents
the experimental evaluation and results analysis. Section 4.5
discusses threats to validity and future research directions.
Section 4.6 summarizes this chapter.

ˆ Chapter 5: Performance-guided Test Case Genera-
tion

This chapter introduces WarpGen, our solution to test gener-
ation scalability. Section 5.1 outlines the problem statement
and contributions. Section 5.2 provides background on Wasm
runtimes and performance testing. Section 5.3 describes the
WarpGen methodology and its core components. Section 5.4
presents the experimental evaluation across multiple research
questions. Section 5.5 discusses case studies and threats to
validity. Section 5.6 summarizes this chapter.
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ˆ Chapter 6: Runtime Architecture Optimization

This chapter presents WALL-E, our architectural solution
for multi-language integration. Section 6.1 states the prob-
lem and contributions. Section 6.2 provides background on
Wasm applications and language support mechanisms. Sec-
tion 6.3 details the WALL-E framework design. Section 6.4
describes the system implementation aspects. Section 6.5
presents the comprehensive experimental evaluation. Sec-
tion 6.6 discusses validity threats and future work. Sec-
tion 6.7 summarizes this chapter.

ˆ Chapter 7: Conclusion and Future Work

The �nal chapter summarizes the thesis contributions and
future work. Section 7.1 concludes the main �ndings and
contributions. Section 7.2 outlines promising directions for
future research in Wasm performance optimization.

This organization provides a logical progression from problem
establishment through solution development to evaluation and
conclusion, o�ering a comprehensive treatment of WebAssembly
runtime performance optimization.

2 End of chapter.



Chapter 2

Performance Optimization
Landscape for WebAssembly
Runtimes

This chapter establishes the performance-centric motivation for
this thesis. We begin by examining Wasm's journey from its ori-
gins as a web technology to server-side deployment, a transition
that has fundamentally shifted its performance requirements and
exposed critical optimization gaps. We then systematically dis-
sect three fundamental gaps that hinder e�ective performance op-
timization across the Wasm ecosystem: (1) the lack of a perfor-
mance oracle, (2) the inability to generate targeted tests at scale,
and (3) the architectural overhead of language integration. The
chapter concludes by synthesizing these gaps into the core research
problems this thesis aims to solve.

2.1 The Evolution of WebAssembly: From Web
to the Server-side

2.1.1 WebAssembly in the Browser

WebAssembly (Wasm) is a fast, safe, low-level bytecode language
originally intended for client-side execution in Web browsers [61].

9



CHAPTER 2. PERFORMANCE OPTIMIZATION LANDSCAPE 10

It was �rst proposed by engineers from the four major browser
vendors (Google, Microsoft, Mozilla, and Apple) in 2017 [58]. Be-
fore that, JavaScript was the only programming language natively
supported on the Web. In recent years, the rapid development of
Web platforms has given rise to many complex and sophisticated
Web applications (e.g., 3D visualization, VR applications, online
games). Hence, code security and performance requirements be-
come highly important in Web applications. However, JavaScript
is not well-equipped to meet these requirements [58]. This is why
Wasm was proposed. Wasm is designed as a portable compila-
tion target for multiple high-level programming languages. For
example, C and C++ programs can be compiled to Wasm via
Emscripten [154] so they can run in browsers. Wasm addresses
the inherent limitations of JavaScript by allowing execution of
native code in browsers.

Besides Wasm, there have been several attempts to execute na-
tive code in browsers. ActiveX [17] enables the execution of signed
Windows binaries in browsers. However, these binaries have unre-
stricted access to the Windows API, making them unsafe. Native
Client (NaCl) [153] introduces a sandbox mechanism for executing
machine code in browsers at near-native speed. However, it is non-
portable since it relies on the x86 architecture. Portable Native
Client (PNaCl) [40] uses a stable subset of LLVM bitcode [74] to
address ISA portability. However, PNaCl still exposes compiler-
or platform-speci�c details, such as the layout of the call stack.
asm.js is a subset of JavaScript. It utilizes type coercion to cir-
cumvent JavaScript's dynamic type system, thereby enhancing
compilation e�ciency.

Compared to the previous attempts, Wasm provides a safe,
fast, portable, and compact solution [58]. First, Wasm code is
executed in a memory-safe, sandboxed environment isolated from
the host runtime. Second, Wasm enables executing native code in
browsers at near native speed, and has been shown to provide bet-
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ter performance than asm.js. [66,127]. Third, programs compiled
to Wasm are executable independent from machine architecture,
operating system, and runtime platform. Finally, Wasm is de-
signed to be compact for fast transfers over the Internet. The
compact binary representation reduces load time and saves band-
width.

2.1.2 The Shift to Server-side

Although Wasm is originally designed for executing native code
in browsers, it has been widely used in server-side applications. A
typical application scenario is in cloud environments. Due to the
sandbox nature of Wasm, cloud applications bene�t from safety
by isolating applications from the host environment and other
applications. When compared with containers like Docker, Wasm
provides a higher level of abstraction, and hence higher productiv-
ity for developers. Wasm is also more lightweight, i.e., consumes
much less memory and resources than typical containers. There-
fore, cloud applications built with Wasm have become increasingly
popular in recent years. FASSM [126] introduces a new isolation
abstraction based on Wasm for high-performance serverless com-
puting, especially for function-as-a-service (FaaS) applications.
Wasm is also a proper carrier for computational o�oading in cloud
environments [64,83,105,148]. For example, Nomad [105] provides
a cross-platform computational o�oading and migration mecha-
nism in Femtoclouds using Wasm. WIPROG [83] proposes an
edge-centric approach to IoT application programming based on
Wasm. Besides cloud environments, Wasm is also used in micro-
controllers [57,155], Trusted Execution Environments (TEEs) [98]
and smart contracts [23,137,160].

In order to execute Wasm applications outside browsers, a sys-
tem interface is required to communicate with the operating sys-
tems. Mozilla proposed WASI, the standard system interface for
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Figure 2.1: WebAssembly execution work�ows in web and non-web environ-
ments.

Wasm in 2019 [27]. With WASI, standalone Wasm applications
can be created without the necessity to be embedded into the
runtime system of another language. At the same time, Mozilla
also developed a standalone runtime with WASI support called
Wasmtime [144]. There are other notable standalone runtimes
proposed in recent years, including Wasmer [143], WAVM [146],
Wasm3 [135], and WebAssembly Micro Runtime (WAMR) [136].
These standalone runtimes enable Wasm to be deployed in server-
side applications.

Figure 2.1 illustrates the end-to-end execution work�ows of
Wasm applications across browser-based and standalone server-
side environments, highlighting their respective system architec-
tures and interfaces.



CHAPTER 2. PERFORMANCE OPTIMIZATION LANDSCAPE 13

2.1.3 Performance Requirements and Issues

The transition of Wasm to the server-side fundamentally elevates
the criticality of its performance characteristics. In browser en-
vironments, performance issues could often be masked by net-
work latency or tolerated in interactive applications. However,
in server-side and edge computing contexts (e.g., microservices,
data processing pipelines, and high-frequency trading), consis-
tent low-latency and high-throughput execution becomes a non-
negotiable requirement. Here, performance is directly tied to op-
erational costs, scalability, and adherence to Service Level Agree-
ments (SLAs). Even minor latency anomalies can cascade into sig-
ni�cant throughput degradation, as demonstrated in our motivat-
ing experiment (in Section 4.2). This establishes performance
optimization as a primary objective for the successful adop-
tion of server-side Wasm.

Despite this imperative, the current landscape of standalone
Wasm runtimes is rife with performance issues, which we de�ne
as abnormal latency caused by ine�ciencies in speci�c runtime im-
plementations when executing particular workloads. These issues
are symptomatic of the relative immaturity and diversity of these
runtimes compared to battle-tested browser engines. They mani-
fest in various components of the runtime stack, including subop-
timal code generation in compiler backends (e.g., Cranelift [30]),
ine�cient memory access patterns, and overheads in system call
handling via WASI. For instance, a speci�c sequence of �oating-
point operations, a particular pattern of function pointer calls, or
the handling of complex arithmetic expressions can trigger signi�-
cant and unexpected performance deviations in one runtime while
others perform normally.

Consequently, the ability to systematically identify, analyze,
and eliminate these performance issues is crucial. The absence of
e�ective optimization methodologies not only harms the reliability
of individual applications but also hinders the overall maturation
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and trust in the server-side Wasm ecosystem. It is this urgent
need for robust performance optimization that exposes three fun-
damental gaps in the existing methodology and technology stack,
which are detailed in the subsequent sections.

2.2 Gap 1: The Performance Oracle Problem

The foundational challenge in optimizing the performance of Wasm
runtimes lies in the fundamental di�culty of identifying what con-
stitutes a performance issue in the �rst place. This is known as
the performance oracle problem. In software testing, an ora-
cle is a mechanism for determining whether a system under test
has behaved correctly on a given execution [8]. For functional
correctness, the oracle is often straightforward: the output of a
program must match an expected value. However, there is no such
ground truth for performance.

This absence of a clear oracle stems from the intrinsic nature
of execution time. A longer execution time for a given test case
does not indicate a performance bug within the runtime. The
observed latency may simply be an inherent characteristic of the
test program's computational complexity or an unavoidable cost
of the runtime's design choices and compilation strategy. For ex-
ample, an interpreter-based runtime will naturally be slower than
an AOT-compiling one for most tasks, but this represents a design
trade-o�, not a defect. Without a reliable basis for comparison, it
is impossible to systematically distinguish between expected and
abnormal performance, rendering automated large-scale perfor-
mance issue detection infeasible.

This oracle problem is further exacerbated by the plurality of
Wasm runtimes. With dozens of active implementations [3], each
with unique architectures and optimization passes, de�ning a sin-
gle �correct� execution time is meaningless. The performance of
a program is inherently relative across the ecosystem. Conse-
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quently, traditional testing techniques, including standard di�er-
ential testing that relies on functional oracles, are unsuited for this
task. Optimization e�orts are therefore forced to rely on manual,
expert-driven analysis of pro�les and benchmarks, a process that
is not only labor-intensive but also prone to human bias and over-
sight.

In summary, the lack of a performance oracle creates a critical
bottleneck at the very beginning of the optimization pipeline. Be-
fore any optimization can be meaningfully undertaken, one must
�rst be able to reliably and automatically �ag potential perfor-
mance regressions and anomalies. Addressing this oracle problem
is, therefore, the essential �rst step towards building a rigorous
and automated methodology for Wasm runtime performance op-
timization.

2.3 Gap 2: The Scalability Problem in Opti-
mization Target Generation

Once a mechanism for identifying performance issues is estab-
lished, the next critical challenge is the scalable generation of
high-quality test cases that serve as e�ective optimization tar-
gets. A performance optimization process is only as robust as the
diversity and relevance of the test cases that construct it. Cur-
rently, the generation of these optimization targets faces a severe
scalability problem, creating a bottleneck in the identi�cation of
performance issues.

The state of the practice primarily relies on two sources for
test programs, both of which are inadequate for large-scale perfor-
mance optimization. First, hand-picked benchmark suites, such as
those derived from the LLVM test suite [89] or Polybench [111],
are limited in scope and diversity. While they contain valuable
programs, their �nite and static nature means they quickly ex-
haust their ability to reveal new, subtle, or runtime-speci�c per-
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formance issues after initial testing. Second, general-purpose pro-
gram generators, such as Csmith [152], are designed to produce
semantically valid code that stresses functional correctness. How-
ever, they are agnostic to the performance characteristics of the
generated code. The programs they produce are random in struc-
ture and often lack the speci�c code patterns, complex control
�ows, or intricate data dependencies that are known to trigger
performance bottlenecks in compiler pipelines or runtime systems.
Consequently, the vast majority of their output fails to provide
meaningful signals for performance optimization, resulting in an
ine�cient process for producing useful optimization targets.

Therefore, bridging the gap between the ability to detect a
performance issue and the capacity to continuously discover new
ones is paramount. A scalable, automated, and guided method-
ology for generating performance-critical test programs is needed
to construct a continuous optimization feedback loop.

2.4 Gap 3: The Architectural Overhead of Lan-
guage Integration

Beyond the challenges of identifying performance issues within
the Wasm runtime, a fundamental optimization barrier exists at
the architectural level: the signi�cant performance overhead
of integrating managed languages. As the Wasm ecosystem
expands, there is a growing imperative to support popular lan-
guages like Python, Java, and JavaScript, whose vast ecosystems
and libraries are crucial for a wide range of server-side applica-
tions. However, the predominant solution for this support, called
runtime nesting, introduces an inherent and severe performance
penalty that cannot be resolved solely through traditional, low-
level optimizations.

Runtime nesting involves compiling the entire runtime of a
managed language (e.g., the CPython interpreter [29]) into Wasm
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bytecode [4]. The application code (e.g., a Python script) is then
executed within this nested, Wasm-based runtime. This approach
creates a multi-layered execution model where the original lan-
guage's bytecode must be interpreted or JIT-compiled by the
nested runtime, which itself is running on the underlying Wasm
runtime. This model incurs multiple performance overheads:

ˆ Computational Overhead: The �double-interpreter� prob-
lem, where multiple layers of interpretation or compilation
stack, leading to substantial execution latency.

ˆ System Overhead: Frequent context switching between
the application, the nested runtime, and the host Wasm run-
time via WASI, adding non-trivial cost to system calls and
resource management.

ˆ Optimization Barrier: The host Wasm runtime's optimiz-
ing compiler views the nested runtime as an opaque bytecode
blob. Thus, it cannot perform the high-level, semantic-aware
optimizations of the managed language application.

The consequences of this architectural choice are profound.
It forces a trade-o� between language compatibility and perfor-
mance, limiting Wasm's utility in performance-sensitive scenarios
that rely on managed languages. Popular libraries and frameworks
in these ecosystems often become unusable or perform poorly.
More critically, this overhead is architectural and systemic. No
amount of low-level optimization applied to the existing nesting
model can fully eliminate its inherent costs. The overhead is a
direct result of the design itself.

This gap represents a di�erent aspect of the performance op-
timization problem. It is not about �nding a bug or a missed
optimization within a single runtime, but about re-architecting
the integration model to eliminate a fundamental source of inef-
�ciency. Addressing this requires a co-design approach that con-
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siders both the Wasm runtime and the external language runtime
as collaborative partners rather than nesting one inside the other.

2.5 Synthesis: De�ning the Research Problems

The preceding analysis has delineated a landscape where the promise
of high-performance Wasm runtimes is hindered by a series of in-
terconnected gaps. To systematically address these challenges,
this thesis formalizes them into three core research problems (RPs),
which collectively frame the contributions of this thesis.

ˆ RP1: Oracle-based Performance Issue Detection

This problem confronts the fundamental challenge of identi-
fying performance anomalies without a ground truth. Origi-
nating from the performance oracle problem, RP1 asks how
we can reliably and automatically distinguish between ex-
pected and abnormal performance across multiple Wasm run-
times. The solution to this problem is critical as it forms the
foundational step for any systematic optimization process,
enabling the automatic detection of performance regressions
and ine�ciencies that would otherwise remain hidden.

ˆ RP2: Performance-guided Test Case Generation

This problem addresses the critical bottleneck in the opti-
mization pipeline: the scarcity of high-quality inputs. Stem-
ming from the scalability problem in optimization target gen-
eration, RP2 investigates how to automatically generate test
programs speci�cally tailored to uncover new performance
issues. The goal is to move beyond random or static bench-
marking towards an intelligent, continuous process that can
proactively stress runtime subsystems and construct a scal-
able optimization feedback loop.
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ˆ RP3: Runtime Architecture Optimization for Multi-
language Integration

This problem tackles the systemic performance barrier im-
posed by the current state of language support. Derived
from the architectural overhead of language integration, RP3
aims to determine how the Wasm runtime architecture can be
re-engineered to support managed languages without incur-
ring the prohibitive performance costs associated with run-
time nesting. Solving this problem is essential for unlocking
Wasm's full potential in the broader, multi-language software
ecosystem.

In summary, this thesis contends that advancing the state of
Wasm runtime performance optimization requires a holistic ap-
proach that simultaneously solves the problems of issue detec-
tion (RP1), test case generation (RP2), and architectural design
(RP3). The following chapters present our solution to these de�n-
ing research problems.

2 End of chapter.



Chapter 3

Literature Review

The rapid evolution of WebAssembly (Wasm) has spurred ex-
tensive research into optimizing its runtime performance. This
chapter surveys related work across three key dimensions: (1) the
features and performance studies of Wasm runtimes, (2) software
testing methodologies relevant to performance analysis, and (3)
language support and system integration. By synthesizing these
areas, we contextualize the contributions of WarpDi�, WarpGen,
and WALL-E within the broader research landscape.

3.1 WebAssembly Runtimes: Features, Appli-
cations, and Performance Gaps

3.1.1 Design Goals and Applications

WebAssembly (Wasm) is a low-level bytecode language originally
designed for client-side execution in Web browsers [58]. Wasm's
sandboxing execution mechanism brings safety, high performance,
lightweight, and portability natures, making it suitable for server-
side applications as well [73,93,97]. Cloud applications built with
Wasm have become increasingly popular in recent years [42, 47,
65,90,126]. For example, FASSM [126] introduces a new isolation
abstraction based on Wasm for high-performance serverless com-
puting. Wasm is also suggested to enable computational o�oad-

20
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ing in cloud environments [64,83,105,148]. Nomad [105] provides
a cross-platform computational o�oading and migration mecha-
nism in Femtoclouds using Wasm. WIPROG [83] proposes an
edge-centric approach to IoT application programming based on
Wasm. Besides cloud environments, Wasm is also used in micro-
controllers [57,155], Trusted Execution Environments (TEEs) [98]
and smart contracts [23,137,160].

The execution of Wasm outside the browser necessitates a stan-
dardized system interface, leading to the proposal of the We-
bAssembly System Interface (WASI) [27]. WASI enables the de-
velopment of standalone Wasm applications that interact directly
with host operating systems, eliminating the dependency on a
host language runtime. This standard, in turn, has spurred the
development of several standalone Wasm runtimes with WASI
support, such as Wasmtime [144], Wasmer [143], WAVM [146],
Wasm3 [135], and the WebAssembly Micro Runtime (WAMR)
(WAMR) [136]. The development of these runtimes is a key en-
abler for deploying Wasm in various server-side and cloud-native
computing scenarios.

3.1.2 Runtime Features and Optimizations

Wasm has attracted considerable research interest as a promis-
ing technique since its initial introduction [60,61,80,128,139]. It
has been widely applied on both the web side [66, 117, 119] and
the server side [47,97,105] in recent years. To make Wasm better
adapted to various application scenarios, many studies aim at ana-
lyzing and improving Wasm runtime features, including safety [10,
50,70], e�ciency [68,69,86,123], lightweight [98,102,124], etc.

Among existing research on Wasm runtime features, the safety
feature is the most compelling aspect [159]. Lehmann et al. [77]
�rst studied the vulnerabilities in Wasm binaries, and provided
a set of vulnerable proof-of-concept applications along with com-
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plete end-to-end exploits. Narayan et al. designed Swivel [104],
a new compiler framework for hardening Wasm against Spectre
attacks. Johnson et al. presented WaVe [70], a veri�ed secure
runtime system that maintains Wasm's memory safety guaran-
tees and access isolation for the host OS's storage and network
resources. Other Wasm runtimes aimed at enhancing the safety
feature include Acctee [51], PKUWA [82], CWASI [95], etc.

Besides safety, runtime e�ciency is also a key feature widely
studied for Wasm. Titzer introduced a fast in-place Wasm in-
terpreter [130], which improves runtime e�ciency by compiling
Wasm to machine code without requiring a separate format or
rewriting. WasmRef-Isabelle [145] is a monadic interpreter for
Wasm written in Isabelle/HOL, which is fast enough to be usable
as a fuzzing oracle. Moron et al. [100] presented a microcontroller-
compatible Wasm runtime that supports just-in-time compilation
to improve the execution speed.

Another feature often considered for Wasm runtimes is their
lightweight nature, especially in cloud environments. For exam-
ple, Sledge [48] is a lightweight, Wasm-based serverless framework
optimized for low startup time, bursty client request rates, and
short-lived computations. Sebrechts et al. [124] also presented
a Wasm-based framework for running lightweight controllers on
demand, which achieved a 64% memory reduction compared to
traditional container-based frameworks.

Alongside these advancements in runtime design, a separate
body of work has focused on verifying runtime correctness through
testing [121, 157, 164, 165]. The primary emphasis, however, has
been on identifying functional defects. Techniques such as dif-
ferential testing and fuzzing have been successfully applied to un-
cover semantic bugs, crashes, and security vulnerabilities in Wasm
runtimes and compilers [15,63,107,156,158,161,166,167]. In con-
trast, the challenge of testing for non-functional properties, par-
ticularly runtime performance, represents a distinct problem that
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has received far less attention.

3.1.3 Limitations in Performance Studies

High performance is an important design consideration of Wasm.
Wasm attempts to provide near-native execution speed both in
browsers and server-side applications [58, 61]. Extensive work
studies Wasm performance over the browsers [32, 33, 66, 67, 117,
138,150]. Reiseret al. [117] proposes a cross-compiler that trans-
lates JavaScript/TypeScript to Wasm to accelerate JavaScript ap-
plications. Jangda et al. [66, 67] build BROWSIX-Wasm to run
unmodi�ed Wasm-compiled Unix applications directly inside the
browser. Then they use BROWSIX-Wasm to conduct the �rst
large-scale evaluation of the performance of Wasm in compari-
son with native code. They point out a substantial performance
gap between the two. Wang [138] investigates how Chrome op-
timizes Wasm execution in comparison to JavaScript. Yan et
al. [150] extend this study to more browser engines (Chrome, Fire-
fox, and Edge). They �nd that JIT optimization signi�cantly im-
pacts JavaScript speed but has little e�ect on Wasm speed. Also,
Wasm uses much more memory than JavaScript. Romano and
Wang [123] recently investigated the counterintuitive impacts of
function inlining on Wasm runtime performance on the web.

With the rise of Wasm applications on the server-side, research
on server-side Wasm performance has also become important. Re-
garding the server-side Wasm performance, there are relatively
fewer studies. Spies et al. [127] conduct an evaluation of Wasm
performance in non-Web environments. They examine both exe-
cution time and code sizes of Wasm in several non-web runtimes.
The evaluation demonstrates that Wasm is generally faster than
JavaScript and can approach native code performance in some
cases. Some other studies [71,86,120,140,157] investigated Wasm
runtime bugs and showed several cases related to runtime perfor-
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mance. However, existing studies on Wasm runtime performance
simply compare the performance of Wasm with other codes. There
is still a lack of systematic research on performance optimization
for Wasm runtimes, which motivates this thesis.

3.2 Software Testing Methodologies

3.2.1 Di�erential Testing

Di�erential testing is a popular software testing technique for de-
tecting bugs in two or more comparable systems or di�erent im-
plementations of the same application [16,43,53,96]. The idea is
to provide the same input to these comparable systems, then ob-
serve the inconsistency in their execution. If the results di�er, it
indicates that some of the systems may contain a bug. Di�erential
testing has been widely used to detect semantic bugs in diverse
domains, such as C compilers [7, 20, 72, 152], JVM implementa-
tions [12,24,25,162], SSL/TLS implementations [13,26,110], and
even deep learning systems [55,56,108].

Existing di�erential testing approaches can be divided into two
categories, unguided and guided, based on the way of input gen-
eration. Unguided di�erential testing approaches generate test
inputs independently without considering information from past
inputs. An example is Frankencerts [13], which tests for seman-
tic violations of SSL/TLS certi�cate validation across multiple
implementations. Guided di�erential testing approaches aim to
minimize the number of inputs by considering program behavior
information for past inputs, making the testing process more ef-
�cient. For example, classfuzz [25] is a coverage-guided fuzzing
approach for di�erential testing of JVMs' startup processes. Ex-
isting di�erential testing approaches only focus on semantic or
logic bugs in software systems. In this thesis, our work WarpDi�
extends di�erential testing to the detection of performance issues,
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which is one of our key contributions.

3.2.2 Test Case Generation

High-quality test programs are critical for software testing. Test
case generation aims to construct e�ective and diverse test pro-
grams, typically applied to compiler testing [11,18,19,21,22,131,
149] and JVM testing [12, 24, 25, 49, 162]. Existing program gen-
eration approaches can be generally divided into two categories:
generation-based and mutation-based. Csmith [152] and YARP-
Gen [87] are two typical program generators designed for generat-
ing C programs free of unde�ned behaviors. Alipour et al. [5] pro-
posed directed swarm testing [54] that uses statistics and a vari-
ation of random testing to produce random tests. HiCOND [22]
and K-Con�g [115] extract insights from historical bug reports
and use the insights to guide the test program generators. Typi-
cal mutation-based approaches include equivalence modulo inputs
(EMI) [75], Athena [76], and Hermes [129], which produce pro-
gram variants by mutating code snippets in existing programs.
CLsmith [84] follows the idea of EMI to validate OpenCL com-
pilers by mutating dead code in test programs. Donaldson and
Lascu [38] further proposed strategies for metamorphic testing
of OpenGL compilers using opaque value injection. There are
also some machine learning-based program generation approaches,
e.g., DeepSmith [31] and DeepFuzz [85].

Regarding Wasm runtime performance testing, a signi�cant
challenge is the lack of su�cient test programs. Although some
studies aimed to generate Wasm code [59, 81, 161, 166], none are
targeted at runtime performance testing. In this thesis, we pro-
pose WarpGen, the �rst test case generation approach for Wasm
runtime performance testing, which improves the e�ciency of dis-
covering performance issues in Wasm runtimes.
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3.3 Language Support and System Integration

3.3.1 Language Support in Wasm

Wasm's e�ectiveness as a universal compilation target depends
heavily on its ability to support diverse programming languages.
While compiled languages like C/C++ and Rust bene�t from ma-
ture toolchains such as Emscripten [154] and e�cient WASI-based
runtimes, managed languages (e.g., Python, Java) face fundamen-
tal challenges due to Wasm's linear memory model and lack of
built-in runtime features like garbage collection.

Current solutions for managed languages primarily rely on run-
time nesting, where language runtimes are compiled to Wasm to
execute source programs [4, 36]. However, this approach intro-
duces signi�cant limitations: it requires substantial engineering
e�ort to port and maintain di�erent language runtimes, incurs per-
formance overhead from multiple interpretation layers, and fails
to support advanced features that depend on native extensions or
direct system interaction.

These limitations are evident in practice. CPython [29] strug-
gles with performance and library support when compiled to Wasm,
while QuickJS [114] integration in WasmEdge [141] o�ers only ba-
sic JavaScript functionality. The absence of practical Java solu-
tions further highlights the inadequacy of runtime nesting. This
gap motivates our work on WALL-E, which introduces a novel ex-
ternal linking mechanism to achieve full language support without
the performance penalties of nested runtimes.

3.3.2 Dynamic Linking

Dynamic linking [46,62] is a technique for linking software libraries
to target programs at execution time, o�ering bene�ts such as
code reuse, library updates without source modi�cation, and en-
hanced security through address space randomization [125]. Many
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existing studies adopt dynamic linking techniques to optimize soft-
ware systems [6, 34, 39, 41]. For example, Dunkels et al. [41] im-
plemented an in-situ run-time dynamic linker and loader for re-
programming resource-constrained wireless sensor nodes. Dong
et al. [39] further proposed a holistic dynamic linking and load-
ing mechanism in networked embedded systems for minimal code
size, e�cient runtime speed, and kernel-user isolation. There are
also extensive studies devoted to providing better algorithms and
architectures for dynamic linking [2,9,94,118]. Agrawal et al. [2]
proposed a speculative hardware mechanism to optimize dynamic
linking by avoiding executing the trampolines for library function
calls. Bartell et al. introduced guided linking [9] for optimizing
dynamically linked software with information about the dynamic
linker's behavior. Ren et al. presented iFed [118], an infrastruc-
ture for extensible dynamic library transformation.

Dynamic linking can also be applied to Wasm programs for
function extension and performance optimization [78,92,93]. Wasm
programs are organized into modules, which can be dynamically
linked to create modular applications. With this capability, platform-
speci�c features can be isolated into speci�c modules, while generic
functions can be shared across platforms. Mäkitalo et al. [92] pre-
sented a dynamic linking system for Wasm modules and studied
its performance. Wen et al. introduced WasmSlim [147], which
transforms Wasm into a slim main module and dynamically-linked
secondary modules to reduce binary size and improve startup
speed. In this thesis, we extend managed language support for
Wasm by dynamically linking external libraries, which achieves a
fundamental architecture optimization for Wasm runtimes.

2 End of chapter.



Chapter 4

Oracle-based Performance Issue
Detection

WebAssembly (Wasm) is a bytecode format originally designed
to serve as a compilation target for Web applications. It has re-
cently been used increasingly on the server side, e.g., providing a
safer, faster, and more portable alternative to Linux containers.
With the increasing popularity of server-side Wasm applications,
it is essential to study performance issues (i.e., abnormal latency)
in Wasm runtimes, as they may signi�cantly impact server-side
applications. However, there is still a lack of attention to perfor-
mance issues in server-side Wasm runtimes.

In this chapter, we design a novel di�erential testing approach
WarpDi� to identify performance issues in server-side Wasm run-
times. The key insight is that in normal cases, the execution time
of the same test case on di�erent Wasm runtimes should follow an
oracle ratio. We identify abnormal cases where the execution time
ratio signi�cantly deviates from the oracle ratio and subsequently
locate the Wasm runtimes that cause the performance issues. We
apply WarpDi� to test �ve popular server-side Wasm runtimes
using 123 test cases from the LLVM test suite and demonstrate
the top 10 abnormal cases we identi�ed. We further conduct an
in-depth analysis of these abnormal cases and summarize seven
performance issues, all of which have been con�rmed by the de-

28
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velopers. We hope this work can inspire future investigation into
improving Wasm runtime implementation and thus promoting the
development of server-side Wasm applications.

This chapter is organized as follows. Section 4.1 introduces
the problem and contributions of this chapter. Section 4.2 pro-
vides the background of server-side Wasm and illustrates the mo-
tivation. Section 4.3 describes the design and implementation of
WarpDi�. Section 4.4 presents our evaluation of WarpDi� and
analysis of identi�ed performance issues. In Section 4.5, we dis-
cuss threats to validity and future work. Section 4.6 summarizes
this chapter.

4.1 Problem and Contributions

WebAssembly (Wasm) is a static low-level bytecode format de-
signed as a portable compilation target for the Web [58, 117,
134]. Wasm bytecodes are fast to compile and run, portable
across browsers and architectures, and provide guarantees of type
and memory safety. Such characteristics make Wasm increasingly
adopted outside the Web context. In particular, Wasm has been
considered a better isolation mechanism than containers in cloud
environments [42, 47, 65, 90, 126], since it provides a higher level
of abstraction and consumes much fewer resources than typical
containers. A state-of-the-art application is Docker+Wasm [91],
a special build that makes it possible to run Wasm containers
with Docker [37] using the WasmEdge runtime [141]. Wasm has
also been used in other server-side applications, including micro-
controllers [57,155], trusted execution environments (TEEs) [98],
and smart contracts [23,137,163].

With the increasing use of server-side Wasm applications, study-
ing the performance issues of Wasm on the server side is highly es-
sential. On the one hand, performance degradation (e.g., latency)
in server-side applications usually has a more signi�cant impact
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than in Web applications. A short latency may not be easily per-
ceived by users in Web applications. But in some performance-
sensitive server applications, it may reduce service throughput
and lead to unexpected economic losses. Our motivating experi-
ment shows that the latency of Wasm runtimes can signi�cantly
a�ect the throughput of some services (the details will be elab-
orated in Section 4.2). On the other hand, server-side Wasm
applications typically run in a standalone runtime system (e.g.,
WasmEdge [141]). Unlike major browsers (e.g., Chrome, Sa-
fari, and Firefox), which have been developed for decades and
feature powerful optimization mechanisms, existing standalone
Wasm runtimes are still in early development. Therefore, per-
formance issues of Wasm runtimes are more likely to occur on the
server side than on the Web.

However, there is still a lack of research in this area. Exist-
ing studies on Wasm performance mainly conducted on the Web
environment [32, 33, 66, 67, 138, 150], while the attention to the
server-side Wasm performance is still limited [127]. Moreover, ex-
isting research focuses only on the systematic performance gaps
between Wasm and native code or JavaScript, but it lacks at-
tention to performance issues in Wasm runtimes. In particular,
performance issues refer to the abnormal latency occurring in the
Wasm runtimes when running speci�c applications. Such perfor-
mance issues can usually reveal inappropriate mechanisms (e.g.,
code optimization, execution strategy) in speci�c Wasm runtimes.
Identifying performance issues in Wasm runtimes will signi�cantly
facilitate improving runtime implementation.

To this end, this chapter aims to reveal performance issues
in existing standalone Wasm runtimes. However, there are two
main challenges to this task. First, there are currently a lot of
standalone Wasm runtime implementations (more than 30 Wasm
runtimes are held on Github [3]). It is hard to analyze each run-
time individually. The second challenge is determining the oracle
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of performance issues, i.e., whether exactly a performance issue
exists in a Wasm runtime. Unlike semantic issues that cause ex-
ecution failures or incorrect outputs, there is no ground truth for
the performance indicator (i.e., the execution time of test cases).
Furthermore, a longer execution time does not necessarily indicate
a performance issue, as it may be due to the test case's features
rather than the runtime implementation.

To address the �rst challenge, we adopt the idea of di�erential
testing [16,43,53,96], a widely used software testing technique for
detecting bugs across a series of comparable systems. The idea
is to observe the inconsistency in the outputs of these compara-
ble systems given the same input, which is suitable for testing
multiple Wasm runtimes. However, traditional di�erential testing
approaches target only semantic bugs and cannot be directly ap-
plied to performance issues. It is infeasible to identify performance
issues solely from execution-time inconsistencies in the same test
case, since there are systematic performance gaps across di�erent
Wasm runtimes. Therefore, to address the second challenge, we
propose a novel di�erential testing approach WarpDi� (Wasm
Runtime Performance Di�erential Testing) for identifying per-
formance issues in Wasm runtimes. The idea is that in normal
cases, the execution time of the same test case on di�erent Wasm
runtimes should follow a stable ratio, which we call oracle ratio.
The oracle ratio re�ects the systematic performance gaps among
di�erent Wasm runtimes. Thus, for each test case, we �rst ob-
serve the execution time ratio on di�erent Wasm runtimes, then
identify an abnormal case in which this ratio signi�cantly devi-
ates from the oracle ratio. For the abnormal case, we further
identify which runtime is causing the deviation to pinpoint the
performance issue.

To evaluate the e�ectiveness of WarpDi�, we apply it to iden-
tify performance issues in �ve popular standalone Wasm runtimes
(i.e., Wasmer [143], Wasmtime [144], Wasm3 [135], WasmEdge [141],
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and WAMR [136]) with di�erent settings. We collect 123 C/C++
programs from the LLVM test suite [89] as our test cases. We com-
pile the test programs to Wasm code using Emscripten [154], then
run the Wasm code under each runtime setting and record their
execution times. Based on these data, we identify performance is-
sues in these runtimes by our di�erential testing approach. We re-
port the top 10 abnormal cases and summarize seven performance
issues in four runtimes. We further conduct a comprehensive case
analysis of these performance issues to reveal their causes. We
report these issues to the developers of the corresponding Wasm
runtimes, all of which have been con�rmed.

The main contributions of this chapter are as follows:

ˆ We identify the signi�cance of performance issues in server-
side Wasm applications, and we conduct the �rst study on
revealing performance issues in server-side Wasm runtimes.

ˆ We propose a novel and e�ective di�erential testing approach,
WarpDi�, for identifying performance issues in server-side
Wasm runtimes, and we apply it to real-world Wasm run-
times.

ˆ We identify seven previously unknown performance issues
across four Wasm runtimes and explain their causes through
comprehensive case analysis. All the issues have been con-
�rmed by the developers.

4.2 Background and Motivation

4.2.1 Wasm on the Server Side

Wasm is a low-level bytecode language originally intended for
client-side execution in the Web [58, 117, 134]. It serves as the
compilation target for applications written in other programming
languages such as C/C++, Rust, and Go. Wasm gains popularity
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in the Web since it is memory-safe, cross-platform, and provides
near-native performance [61]. Such attributes also make Wasm
increasingly used on the server side. In particular, Wasm is a
promising solution for running server-side applications in cloud
environments [42, 47, 65, 90, 126]. Compared with the traditional
Linux containers, Wasm runtimes are safer since they have fewer
attack surfaces. Wasm applications are portable across operat-
ing systems and CPU architectures. They can also achieve near-
native performance by AOT (ahead-of-time) compilation. Fur-
thermore, Wasm consumes much less memory and fewer resources
than Linux containers. In late 2022, Docker [37] announced its
support for Wasm, Docker+Wasm [91], based on the WasmEdge
runtime [141]. This news means that the application of Wasm on
the server side is now in practice.

The operating mechanism of Wasm on the server side is dif-
ferent from that in browsers. To deploy Wasm applications, we
�rst need to compile source programs written in high-level lan-
guages into Wasm bytecode using speci�c compilers. For example,
Emscripten [154] is a popular compiler that compiles C/C++ to
Wasm. For Web applications, Emscripten generates a Wasm mod-
ule and JavaScript glue code. During execution, the JavaScript
glue code would call into the browser engine (e.g., V8 in Chrome),
which would then communicate with the operating system. How-
ever, Wasm applications outside browsers need a new way to com-
municate with the operating system, the WebAssembly System
Interface (WASI) [27]. Without a browser engine as a runtime,
server-side Wasm applications need to run in a standalone run-
time system with WASI support. The standalone Wasm runtime
works as a sandbox on the host machine, making Wasm appli-
cations portable across di�erent platforms. Figure 4.1 shows the
typical work�ow of a server-side Wasm application.

With the increase of server-side Wasm applications, many stan-
dalone Wasm runtimes have been developed. Currently, more
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Figure 4.1: Typical work�ow of a server-side Wasm application.

than 30 standalone Wasm runtimes are held on GitHub [3]. One
representative runtime is Wasmer [143], which provides exceed-
ingly lightweight containers that can be executed on cloud, desk-
top, or IoT devices. WasmEdge [141] is designed by CNCF [28]
and integrated with Docker. Wasmtime [144] and WAMR [136] are
two other popular runtimes proposed by Bytecode Alliance [14].
The above runtimes all support AOT compilation. There are also
runtimes that execute Wasm code in interpreter mode, such as
Wasm3 [135].

However, existing standalone Wasm runtimes are still in early
development. Unlike major browsers (e.g., Chrome, Safari, and
Firefox), which have been developed for several decades, stan-
dalone Wasm runtimes are far from mature and are more likely to
contain issues, especially performance issues. Performance issues
are usually harder to detect during testing than semantic issues,
but they can have serious adverse e�ects on the application.
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4.2.2 Impact of Performance Issues

High performance is a crucial design criterion of Wasm, and it is
one of the attributes that make Wasm popular on both the client
side and the server side. However, sometimes performance issues
(i.e., abnormal latency) may occur in Wasm runtimes, which are
harmful to the system's reliability. The impact of performance
issues in Wasm runtimes on the server side is even more signi�cant
than that on the Web. Web applications may not be sensitive to
short runtime latency, since client-side I/O is usually much slower
than runtime latency. On the contrary, server-side applications
are usually more performance-sensitive. For example, in some
server-side applications with high throughput requirements (e.g.,
network services), runtime latency may degrade throughput and
cause unexpected economic losses.

To study the impact of performance issues in server-side Wasm
applications, we conduct a motivating experiment to measure the
correlation between Wasm runtime latency and service through-
put. Speci�cally, we select a real-world Wasm microservice [99]
with MySQL database backend as our target application. This
microservice is a representative server-side Wasm application sup-
ported by Docker+Wasm, with WasmEdge as the standalone run-
time. To simulate performance degradation in the Wasm runtime,
we insert a numerical computation loop into the request-handling
function of the target service. When receiving a request, the ser-
vice will run this loop before handling it. In this way, we can
introduce runtime latency without changing the functionality of
the target service. We can also control the latency time by chang-
ing the number of iterations in the loop. During the experiment,
we continuously send requests to the target service from the client
machine, and we measure the service's throughput using ab [1],
a standard HTTP server benchmarking tool. We fully utilize the
CPU during request handling to ensure accurate throughput mea-
surement.
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(a) 10,000 requests (b) 50,000 requests

Figure 4.2: The impact of WasmEdge runtime latency on service throughput
under di�erent concurrency and the total number of requests.

Figure 4.2 shows the correlation between the runtime latency
of WasmEdge and service throughput under di�erent concurrency
and the total number of requests. To eliminate random mea-
surement error, we perform seven replicate experiments for each
setting and report the average results. We can see that runtime
latency causes a severe drop in service throughput across di�er-
ent settings. Speci�cally, a short latency of 30ms will result in a
20% to 50% drop in service throughput, which is disastrous for
high-throughput-demanding applications.

Although performance issues can signi�cantly a�ect the relia-
bility of server-side Wasm applications, there is still a lack of re-
search on performance issues in server-side Wasm runtimes. Exist-
ing studies only focus on the systematic performance gaps between
Wasm and native code or JavaScript [32,33,66,67,127,138,150]. To
the best of our knowledge, none of them has studied performance
issues. Therefore, in this work, we aim to identify performance
issues in existing server-side standalone Wasm runtimes and thus
facilitate improvements to Wasm runtime implementation.
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4.3 Methodology: WarpDi�

4.3.1 Overview

Finding performance issues in standalone Wasm runtimes is a
challenging task. Speci�cally, there are two main challenges. First,
as we have mentioned above, there are many di�erent implemen-
tations of standalone Wasm runtimes. It is time-consuming and
labor-intensive to analyze each runtime separately. Second, it is
hard to determine the oracle of performance issues, i.e., how to
indicate the occurrence of a performance issue. Unlike semantic
issues that usually have a ground truth, performance issues cannot
be identi�ed by clear criteria. We cannot identify a performance
issue simply by observing the execution time of a test case on a
Wasm runtime, because the execution time will be a�ected by the
features of the test case.

Therefore, to address the two challenges, we design a novel and
e�ective approach, WarpDi�, to identify performance issues in dif-
ferent standalone Wasm runtimes. We introduce the idea of di�er-
ential testing [16,43,53,96] to solve the �rst challenge. Di�erential
testing is a widely used software testing technique for detecting
bugs in multiple comparable systems by providing the same input
to these systems and observing the inconsistency in their exe-
cution. It is a suitable solution for our task of testing multiple
Wasm runtimes. However, existing di�erential testing approaches
target only semantic bugs and cannot be directly applied to iden-
tify performance issues. The challenge of determining the oracle
of performance issues still needs to be resolved. To address this
challenge, we introduce a new oracle in WarpDi�, which is e�ec-
tive in identifying performance issues in di�erent Wasm runtimes.
The key insight is that, in normal cases, the execution time of
the same test case on di�erent Wasm runtimes will follow a stable
ratio, which we call oracle ratio. Although the execution time
of a test case on di�erent Wasm runtimes will be a�ected by the
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Figure 4.3: Overall framework of WarpDi� for identifying performance issues
in di�erent standalone Wasm runtimes.

features of this case and the systematic performance gaps among
di�erent runtimes, the oracle ratio can always be an indicator
of normal performance. Therefore, we can identify an abnormal
case in which the execution time ratio on di�erent runtimes sig-
ni�cantly deviates from the oracle ratio. The abnormal cases can
indicate performance issues in some Wasm runtimes, and we fur-
ther locate the speci�c runtime in which the performance issues
occurred.

Figure 4.3 illustrates the overall framework of WarpDi� for
identifying performance issues in di�erent standalone Wasm run-
times. Speci�cally, our approach can be divided into three phases:
(1) Performance data collection. We execute each test case on
multiple Wasm runtimes and collect the performance data; (2) Ab-
normal case identi�cation. We determine the oracle ratio based
on the performance data of each test case and identify abnormal
cases; (3) Performance issue location. We analyze the perfor-
mance data of the abnormal cases to locate the Wasm runtime
with performance issues. In the following subsections, we will
elaborate on the details of our design and implementation of these
three phases.
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4.3.2 Performance Data Collection

In order to identify performance issues in di�erent standalone
Wasm runtimes, we �rst need to collect performance data of vari-
ous test cases on these runtimes. This phase can be further divided
into three sub-steps: test case selection, Wasm code execution,
and performance data recording.

For test case selection, we need to consider the types of source
programs that can be well supported by standalone Wasm run-
times. Currently, Wasm has relatively complete support for source
programs written in C/C++ and Rust [61]. Therefore, it is appro-
priate to select C/C++ or Rust programs as test cases. Further-
more, we should select test cases that are more likely to trigger
performance issues in Wasm runtimes, e.g., source programs from
some benchmark suites for performance testing.

For each test case, we compile the source program to Wasm
code and then execute it on di�erent standalone Wasm runtimes.
In this step, we need to ensure the correctness of the execution re-
sults of the test cases. We exclude test cases where the execution
result is incorrect or a runtime error occurs during execution, be-
cause it is meaningless to evaluate the performance of such cases.
In order to eliminate random errors of code execution, we execute
each test case multiple times on each runtime and record the av-
erage value of performance data. The number of executions can
be customized according to the requirements for test e�ciency.

During the execution of a test case, we need to record the per-
formance data of this test case on each Wasm runtime for di�er-
ential testing. In this step, we need to consider what performance
data to record. The most intuitive idea is that for each test case,
record the time of the whole process of its Wasm code running on
each runtime. But in order to better locate and analyze the iden-
ti�ed performance issues, we record the performance data with
�ner granularity. Speci�cally, the whole running process of Wasm
code on a runtime consists of three stages: runtime initialization,
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Wasm code loading, and code execution. Runtime initialization is
where the Wasm runtime starts and prepares the code execution
environment. Then, in the Wasm code loading stage, the runtimes
in AOT mode will �rst compile the Wasm code to an executable
binary, while the runtimes in interpreter mode just load the Wasm
code into memory. Finally, the runtime performs code execution.
Therefore, for each test case, we record the time of these three
stages when it runs on each Wasm runtime. For implementation,
we use the Linux perf tool [109] to �nd the start and end posi-
tions of these three stages and record the time stamps during the
test case run. We also record the total time of the whole running
process.

4.3.3 Abnormal Case Identi�cation

In this phase, we aim to identify abnormal test cases based on the
performance data we have collected. For the convenience of data
analysis, we only take the total time as the performance indicator
in this phase (For consistency, we refer to �total time� as �execution
time� in the following). The time of the three running stages will
be used for further analysis of the identi�ed performance issues.

As we have mentioned above, the key idea of identifying ab-
normal cases is to observe the execution time ratio on di�erent
Wasm runtimes for each case, and the cases where this ratio sig-
ni�cantly deviates from the oracle ratio are considered abnormal
cases. To this end, we need to solve two problems: (1) repre-
sent the execution time ratio for each test case; (2) determine the
oracle ratio.

For the �rst problem, an appropriate solution is test case vec-
torization. Speci�cally, for each test case, we create a time vector
to represent the execution time ratio according to the execution
time of this case on each Wasm runtime. For example, if the
execution time of case x on 3 Wasm runtimes is 1s, 2s, and 3s re-
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spectively, the time vector of case x can be represented as [1; 2; 3].
However, the time vectors of di�erent test cases cannot be directly
compared since the execution time is related to the features of the
case itself. Therefore, to make the time vectors of di�erent test
cases comparable, we need to normalize the time vectors for all
test cases. In this way, the di�erence in execution time caused by
di�erent test cases can be eliminated. Test cases with the same
execution time ratio will have the same normalized time vectors.
For example, the time vector [2; 4; 6] of case y will be the same as
that of case x after normalization.

For the second problem, the ideal solution is that we already
know the oracle ratio. Unfortunately, the oracle ratio cannot
be predicted in advance, since the normal performance of each
Wasm runtime is currently unknown. The current optimal solu-
tion to this problem is to estimate the oracle ratio according to
the execution time ratio of the existing test cases. Speci�cally, we
have mapped the execution time ratio of all the test cases to the
same search space by test case vectorization and normalization.
We treat the center (i.e., mean vector) of all the normalized time
vectors as the vector of the estimated oracle ratio. Assuming that
most test cases are normal cases where the execution time ratio is
similar to the oracle ratio, when there are enough test cases, our
estimated oracle ratio will approach the ideal oracle ratio.

Thus, for each test case, we can calculate the distance between
its normalized time vector and the vector of the estimated oracle
ratio in the search space. Although the estimated oracle ratio will
be a�ected by the abnormal cases, in general, a greater distance
means a higher anomaly degree for a test case. Therefore, we
rank all the test cases according to this distance, and we identify
abnormal cases from the top of this ranking.
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4.3.4 Performance Issue Location

After we �nd an abnormal case, we need to locate which Wasm
runtime caused this anomaly, i.e., in which runtime the perfor-
mance issue occurred. To this end, we analyze the impact of each
Wasm runtime on this anomaly, respectively, based on the execu-
tion time of this abnormal case on each runtime. According to our
strategy for identifying abnormal cases, the time vector of an ab-
normal case is relatively far from the vector of the estimated oracle
ratio. This distance is mainly caused by the abnormal execution
time of this case on some Wasm runtimes, i.e., some dimensions
with an abnormal value in the time vector. Therefore, we can
evaluate the e�ect of the value of each dimension on this distance
separately.

Speci�cally, we adjust the value of one dimension to make the
time vector closest to the vector of the estimated oracle ratio.
We repeat this operation for each dimension and record the value
that needs to be adjusted, which we call deviation degree. This
deviation degree re�ects the impact of the corresponding Wasm
runtime on this abnormal case. The larger deviation degree means
that this anomaly is more likely to be caused by this runtime.
Thus, we treat the Wasm runtime with the largest deviation degree
as the issue-related runtime.

Hence, for each abnormal case, we can locate the Wasm runtime
in which the performance issue occurred by the above solution. It
is worth noting that WarpDi� is only a heuristic approach, and
there may be other solutions for this problem. We just propose a
feasible solution and hope our work can inspire more re�ned ap-
proaches in the future. We will show the e�ectiveness of WarpDi�
in the next section.
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4.4 Evaluation and Analysis

To evaluate the e�ectiveness of WarpDi�, we apply it to several
real-world standalone Wasm runtimes. In this section, we aim to
answer the following research questions:

ˆ RQ1: How does WarpDi� perform in identifying perfor-
mance issues in real-world standalone Wasm runtimes?

ˆ RQ2: What are the causes of the identi�ed performance
issues, and how can we verify them?

ˆ RQ3: What is the computational overhead of di�erential
testing in WarpDi�?

4.4.1 Experiment Settings

Test Case Selection. As described in Section 4.3, it is appropri-
ate to select test cases written in source languages that are well
supported by Wasm and that are more likely to trigger perfor-
mance issues. Therefore, we select 141 C/C++ programs totaling
over 30,000 lines of code from the LLVM test suite [89], which
contains various benchmark programs for evaluating LLVM com-
pilation performance. We select the test cases from the Single-
Source/Benchmarks/ directory of the test suite, since the pro-
grams in this directory can be directly compiled to Wasm code
without modi�cation. Table 4.1 shows the information of our se-
lected test cases, consisting of 14 benchmarks. One of the bench-
marks is Polybench [111], which is a widely-used benchmark suite
for Wasm performance evaluation in previous studies [66,67,127].
We compile the source programs to Wasm code by Emscripten
(version 3.1.24) with the optimization level of O2. We exclude
those test cases that cannot be compiled successfully or a runtime
error occurs during execution. Finally, we collect the results on
the remaining 123 test cases.
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Table 4.1: Information on our test cases from the LLVM test suite.

Benchmark #Program #LOC * Benchmark #Program #LOC *

Adobe-C++ 6 1,615 Misc-C++ 7 1,322
BenchmarkGame 8 486 Misc-C++-EH 1 16,817
CoyoteBench 4 1,471 Polybench 30 4,364
Dhrystone 2 642 Shootout 14 573
Linpack 1 693 Shootout-C++ 25 783
McGill 4 956 SmallPT 1 96
Misc 27 5,052 Stanford 11 1,135

Total 141 36,005

* LOC: lines of code.

Wasm Runtime Selection. Although there are many server-
side standalone Wasm runtimes, it is better to select some repre-
sentative Wasm runtimes as test targets. Since most standalone
Wasm runtimes are open source on GitHub, we select target run-
times based on their popularity and activity on GitHub. For pop-
ularity, we select runtimes with the top number of GitHub stars.
For activity, we exclude those unmaintained runtimes, i.e., the
last commit was more than one year ago. Finally, we select �ve
representative standalone Wasm runtimes: Wasmer [143], Wasm-
time [144], Wasm3 [135], WasmEdge [141], and WebAssembly Mi-
cro Runtime (WAMR) [136]. Table 4.2 shows the information on
these Wasm runtimes. We select the latest version of each run-
time for testing. For Wasmer, Wasmtime, and WasmEdge, we
test them under AOT mode. Although WasmEdge also provides
interpreter mode, the performance is extremely poor, so we only
test WasmEdge with AOT mode. For Wasm3, we test it on the
default interpreter mode and another setting with �compile op-
tion, where the lazy optimization of Wasm code will be disabled.
For WAMR, we test it on both the interpreter mode and the AOT
mode. Hence, we �nally have seven runtime settings.

Experiment Environment. All our experiments are running
on a server with an Intel(R) Core(TM) i5-9500T 2.20GHz CPU
and 32GB DDR4 memory. The operating system of the server is
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Table 4.2: Information of Wasm runtimes for testing.

Runtime #GitHub Stars * Test Version Execution Mode

Wasmer 15.1k 3.2.0 AOT
Wasmtime 12.1k cli 8.0.0 AOT
Wasm3 6k v0.5.0 Interpreter
WasmEdge 5.9k 0.12.0 AOT
WAMR 3.7k 1.1.2 Interpreter/AOT

* Statistics of GitHub stars as of April 2023.

64-bit Ubuntu 20.04.1 SMP with Linux kernel version 5.15.0-56-
generic.

4.4.2 RQ1: Results of Identifying Performance Issues

We run each test case 10 times under each runtime setting and
collect the performance data averaged over the 10 runs. Then
we apply WarpDi� on all runtime settings and obtain the results.
According to our approach, we identify abnormal cases and then
locate performance issues in speci�c Wasm runtimes based on their
deviation degree in each case. The larger deviation degree indi-
cates that the case performance on the corresponding runtime is
with the higher anomaly. Therefore, we rank the identi�ed abnor-
mal cases based on the descending order of the deviation degree
of the issue-related runtime. Table 4.3 shows the results of the
top 10 abnormal cases. We only report the top 10 abnormal cases
since we just rank the cases without setting a speci�c threshold
for abnormal cases. We design this strategy because our goal is
to reveal some unknown performance issues in existing standalone
Wasm runtimes, instead of �nding all the performance issues. Ac-
tually, it is impossible to �nd all the performance issues, because
there is currently no ground truth of performance issues that can
be veri�ed.

The values in Table 4.3 represent the deviation degree of each
Wasm runtime setting on the top 10 abnormal cases. A positive
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value means that the execution time of this case on this Wasm
runtime is higher than the expected value according to the ora-
cle ratio, while a negative value means that the execution time is
lower than the expected value. Since we aim to identify perfor-
mance issues (i.e., the execution time is abnormally higher than
expected), we only focus on the deviation degree with positive val-
ues. For each abnormal case, the issue-related runtime is marked
with a gray background in the table. We can observe that among
the 10 abnormal cases, four cases are caused by WAMR with in-
terpreter mode, and the other six cases are caused by Wasmer,
Wasmtime, and WasmEdge (two cases on each runtime). There
are also other abnormal cases caused by Wasm3, which are not
shown in the table.

The results indicate that performance issues are common in
existing popular standalone Wasm runtimes, which need our at-
tention. We will further conduct a detailed case analysis to reveal
the causes of these performance issues.

4.4.3 RQ2: Case Analysis

In order to verify the identi�ed performance issues and further
facilitate the improvement of the Wasm runtime implementation,
it is critical to analyze the causes of these performance issues.
Unfortunately, since the performance issues we identi�ed are all
unknown issues, there are no ground truths that can be directly
used for veri�cation. Therefore, we conduct a manual analysis of
these abnormal cases. Speci�cally, we analyze each case in three
steps: abnormal stage location, �ne-grained cause location, and
cause veri�cation.

In the �rst step, we locate the running stage where the ab-
normal latency occurs. As mentioned in Section 4.3, we have
collected the time of the three running stages (runtime initializa-
tion, Wasm code loading, and code execution) for each test case.
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Thus, we can locate the abnormal stage based on these perfor-
mance data. Similarly, we apply WarpDi� on the data of these
three stages respectively and identify the abnormal stage where
the issue-related runtime (e.g., for case fasta.c, the issue-related
runtime is Wasmer) holds the largest deviation degree. We �nd
that in all 10 abnormal cases, the abnormal latency occurs in the
code execution stage. This means that the performance issues we
identi�ed are all caused by the code execution mechanism of the
corresponding runtimes.

This �nding indicates that we can locate �ne-grained causes
of the performance issues by analyzing the source code of the ab-
normal cases. Therefore, in the second step, we aim to �nd out
which part of the code is executing with an abnormal latency. To
this end, for each abnormal case, we make a series of case reduc-
tions, and we rerun the reduced cases on all the Wasm runtimes
to observe the changes in the execution time ratio. Speci�cally,
we generate a reduced case by deleting a code snippet (e.g., a
statement, a loop, or a branch). If the execution time ratio of
the reduced case changes to the normal level (i.e., close to the
oracle ratio), it means that the performance issue is likely to be
caused by the deleted code snippet, which we call issue-related
code snippet.

To verify the causes of the performance issues, we further cre-
ate some new test cases that contain the same function as the
issue-related code snippet. We run the new test cases on all the
Wasm runtimes and observe whether the performance issues will
be reproduced. If the performance issues can be reproduced, it
means that the causes we found can be veri�ed. Finally, we report
the performance issues and their causes to the developers of the
corresponding Wasm runtimes.

Overall, we summarize 7 performance issues for the 10 abnor-
mal cases, all of which have been con�rmed by the developers.
Table 4.4 shows the summary of these performance issues. Next,
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(a) Issue-related code snippet of fasta.c.

(b) A new test case that can reproduce Issue #3784.

Figure 4.4: Test cases related to Issue #3784 of Wasmer.

we will explain the performance issues of each Wasm runtime sep-
arately.

Wasmer. In Issue #3784, we �nd that the core function in
the abnormal case fasta.c is repeat_fasta, as shown in Fig-
ure 4.4(a). This function prints the characters of the string s re-
peatedly, and it stops when the total number of characters printed
is count. We further locate the issue-related code snippet, which
accounts for the majority of the case execution time at lines 55-
56 by case reduction. Here, the program invokes two C standard
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I/O functions fwrite and putchar in a loop. When we delete
these two lines of code, the execution time of this case on Was-
mer will go back to normal. Therefore, this performance issue
is probably caused by the improper I/O implementation of Was-
mer. To verify this cause, we create a new test case that also
includes a standard I/O function printf in a loop, as shown in
Figure 4.4(b). We �nd that the performance issue of Wasmer can
be reproduced in this case. Then, we check the source code of
I/O implementation in Wasmer (in wasmer/lib/wasi/src/syscall-
s/wasi/fd_write.rs), delete the code snippet of setting written
size, and rebuild Wasmer. We �nd that the performance issue
will not occur after rebuilding. Therefore, the cause of improper
I/O implementation in Wasmer can be veri�ed.

In Issue #3821, the abnormal case flops-4.c is a program
that calculates the integral of cos(x) using the trapezoidal method.
We �nd that the issue-related code snippet of this case is a state-
ment that performs arithmetic operations. Thus, the performance
issue may be related to Wasmer's improper handling of such op-
erations. Speci�cally, Wasm runtimes in AOT mode will generate
executable machine code for the input Wasm code before exe-
cution. The default code generator of Wasmer is Cranelift [30].
When we change the code generator to the LLVM backend and
rerun this case on Wasmer, the performance is back to normal.
However, Wasmtime also uses Cranelift as the default code gen-
erator, but no performance issue occurs, which indicates that the
issue is caused by the current version of Cranelift in Wasmer.

These two performance issues of Wasmer have been con�rmed
by the developers and marked as milestones for the development
of the next version.

WasmEdge. In Issue #2444, the abnormal case methcall.c
de�nes a structure named Toggle, and it invokes a function to ac-
tivate the toggle repeatedly. For the convenience of explaining the
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Figure 4.5: Simpli�ed methcall.c related to Issue #2444 of WasmEdge.

issue, we create a simpli�ed methcall.c, as shown in Figure 4.5.
In this case, we locate the issue-related code snippet at line 20,
where the program invokes the function toggle_activate via the
function pointer activate de�ned in the structure Toggle. How-
ever, when we remove the code of this line and invoke the function
toggle_activate directly (as shown in line 21), the performance
issue of WasmEdge will not show up again. The results indicate
that this performance issue is caused by the improper handling of
WasmEdge when invoking a function pointer.

The abnormal case methcall.cpp in Issue #2442 implements
the same function as methcall.c, but written in C++. Due to
di�erences in syntax of C and C++, the function pointer activate
in methcall.c is de�ned as a virtual function reference virtual
bool& activate() in methcall.cpp. The performance issue in
this case also occurs when invoking activate. Therefore, we �nd
that WasmEdge also has improper handling of a virtual function.
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(a) Issue-related code snippet of random.c.

(b) A new test case that can reproduce Issue #6287.

Figure 4.6: Test cases related to Issue #6287 of Wasmtime.

These two performance issues are also con�rmed by the developers
of WasmEdge.

Wasmtime. The abnormal cases random.c and random.cpp re-
veal the same performance issue #6287 of Wasmtime. The core
functions of the two programs are generating a random number
by some compound operations, as shown in Figure 4.6(a). We
locate the issue-related code snippet at lines 19-20, which means
that Wasmtime may handle such compound operations improp-
erly. We then create another test case with a similar function, as
shown in Figure 4.6(b), and �nd that the performance issue will
be reproduced. We further create more test cases that contain
di�erent compound operations, and we �nd that this performance
issue of Wasmtime only occurs when division and modulo are in-
cluded. We report this performance issue to the developers of
Wasmtime. They con�rm this issue and admit that the optimiza-
tion of division and modulo is currently not well supported by
Wasmtime.
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