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Large Language Models (LLMs)

ÅLarge Language Models (LLMs), Transformers with billions of parameters that were trained on 
large-scale corpora, have shown impressive generalization abilities across NLP tasks.

ÅThey attract a lot of attention, and numerous LLMs have been released in recent years.
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Large Language Models (LLMs) ï Contôd

ÅLLMs not only 
continuously improve as 
the compute, data and 
parameters increase 
according to the scaling 
law.

ÅThey also present 
remarkable emergent 
abilities on unseen tasks.

ÅThese observations call 
for a holistic evaluation 
to understand LLMs.
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LLM Evaluation Paradigm

ÅConventional evaluation paradigm fine-tunes models on downstream datasets.

ÅThis way is resource-prohibitive for LLMs and challenging given the instability of fine-tuning and 
the high demand for fine-tuning data quantity.

ÅThe LLM evaluation has shifted to prompting, which does not require any training.
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Challenges & Research Questions

ÅWhile evaluation is crucial, we need to answer the following questions:

ÅResearch Question #1: What contribute to a valuable LLM evaluation benchmark that delivers 
insight?

ÅResearch Question #2: Given the evaluation results, how can we translate them into actionable 
techniques for improving LLMs?
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Principles in Designing LLM Evaluation Benchmarks
Å Comprehensiveness

Å Robustness



Overview

ÅResearch Question #1: What contribute to a valuable LLM evaluation benchmark that delivers 
insight?

o LLMs are multi-task learners. Traditional task-specific test sets only offer an incomplete view of LLMs.

o Many confounding factors may have an impact on the evaluation results. How can we trust them?

ÅResearch Question #2: Given the evaluation results, how can we translate them into actionable 
techniques for improving LLMs?
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Comprehensiveness: The benchmark should evaluate various aspects of LLMs systematically to provide 

informative and holistic insights.



Comprehensive Evaluation Benchmark

ÅWell-developed and studied benchmarks are available in the English world, e.g., 

o HELM is curated by experts to evaluate LLMs on various applications and test a broad skill set from 
various dimensions;

o BIG-bench sources a variety of tasks (> 200) from the community.

ÅHolistic evaluation of Chinese LLMs is still in its early stage, e.g., OpenCompass is bilingual 
and accuracy driven; FlagEval has limited tasks and metrics.
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We present CLEVA , which provides a comprehensive Chinese 

LLMs evaluation benchmark in terms of both tasks and metrics.

https://github.com/stanford-crfm/helm
https://github.com/stanford-crfm/helm
https://github.com/stanford-crfm/helm
https://github.com/stanford-crfm/helm
https://github.com/stanford-crfm/helm
https://github.com/stanford-crfm/helm
https://github.com/open-compass/opencompass
https://github.com/FlagOpen/FlagEval


Tasks of CLEVA

Å11 Applications: evaluate the performance of LLMs on practical use cases.

Å20 Abilities : assess various skills possessed by LLMs from 5 aspects.

Å370K Chinese test data (the largest upon the submission), with 33.98% new data.
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Metrics of CLEVA

ÅCLEVA shares the same motivations as HELM and 
introduces their 7 metric dimensions to Chinese, e.g.,

o Accuracy is the conventional metrics like F1 and 
BLEU.

o Efficiency evaluates how fast LLMs process an 
instance.

o Fairness measures disparate treatment across social 
groups.

o é

ÅCLEVA proposes two new promising dimensions:

o Diversity assesses the generation variety and is closely 
related to creativity.

o Privacy now focuses on PII (Personally Identifiable 
Information) in outputs.
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Evaluated LLMs in CLEVA

ÅCLEVA evaluates 23 
Chinese LLMs with 5 
different architectures 
from 13 
organizations.

ÅThe model size spans 
from 7B to 176B.
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Evaluation Results
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A considerable performance margin between 

the open-source and proprietary models.A similar ranking between accuracy and robustness.The ranking of fairness differs a lot from accuracy, 

potentially due to traditional Chinese characters 

from fairness perturbations.

Larger models tend to be less calibrated, i.e., whose 

confidence does not reflect the true accuracy.

Open-source models have low bias, properly 

because of their shorter outputs and thus a lower 

risk of being identified as biased.

Open-source models generate more diverse and 

innovative expressions, probably because of the 

safety measures imposed on proprietary models.



Highlighted Findings

ÅLarger Chinese LLMs show clear 
advantages in reasoning and 
knowledge-intensive tasks.

ÅUnderlying emergent abilities are 
observed:

o Mathematical reasoning, Pinyin 
transliteration, etc. emerge from 
larger models.
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Highlighted Findings

Å* denotes statistically significant.

ÅInteresting correlations:

o Reasoning primitive ċČ  Pinyin 
transliteration (the strict left-to-right rule 
in transliteration)

o Reasoning primitive ċČ  classical 
Chinese understanding (unknown)

o é
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Summary of CLEVA

ÅWe present CLEVA, a comprehensive Chinese 
LLM evaluation benchmark.

ÅWe observe potential emergent abilities in 
Chinese.

ÅSome interesting and unexpected task 
correlations indicate a distinct language 
processing mechanism beneath LLMs and 
human brains.
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Overview

ÅResearch Question #1: What contribute to a valuable LLM evaluation benchmark that delivers 
insight?

o LLMs are multi-task learners. Traditional task-specific test sets only offer an incomplete view of LLMs.

o Many confounding factors may have an impact on the evaluation results. How can we trust them?

ÅResearch Question #2: Given the evaluation results, how can we translate them into actionable 
techniques for improving LLMs?
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Comprehensiveness: The benchmark should evaluate various aspects of LLMs systematically to provide 

informative and holistic insights. Ÿ CLEVA

Robustness: The evaluation results should be consistent across various confounding factors.



Robust Evaluation Benchmark

ÅOn top of CLEVA, we address the robustness issue 
on its successor C2LEVA.

ÅSpecifically, C2LEVA focuses on the challenge of 
data contamination.

ÅData contamination is the problem where the test 
data is leaked into the training data, resulting in an 
inflated evaluation performance.

ÅIt is thus important to alleviate data contamination 
for a fair and robust comparison among LLMs.

ÅIn this work, we explore a systematic 
contamination prevention strategy to secure the 
trustworthiness of benchmarking results.
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Zhou, et al. "Don't Make Your LLM an Evaluation Benchmark Cheater."arXiv (2023).



Data Contamination Overview

ÅContamination occurs when

1. Test data appears in the training data; and

2. Developers reuse this leaked test data.

ÅTwo corresponding actions can be taken to prevent 
contamination:

o Passive prevention: use another unseen test set for evaluation.

o Active prevention: avoid the inclusion of test data in the 
training set.
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Most previous works focuses on!



C2LEVA

ÅThese two strategies complement each other and C2LEVA combines the best of both worlds:

o Active prevention safeguards tasks where passive prevention is ineffective, e.g., scarce or hard-to-collect 
data.

o Passive prevention can renew test data when active prevention is compromised.
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Passive Prevention

ÅCrawling collects task inputs and labels directly 
from the recent content of appropriate data sources.

    Ÿ timeliness

ÅRule-based Systems synthesize new test cases based 
on predefined complexities.

    Ÿ low collision

ÅLLM Assistants generates new test cases from 
existing human-annotated data.

Active Prevention

ÅEncryption & Licensing blocks unintentional 
contamination, where test data is accidentally leaked 
into the training data.

    Ÿ Cooperative developers can filter out test data.

ÅData watermarking prevents intentional 
contamination, where the model is deliberately 
trained on the test data.

    Ÿ Benchmark maintainers can identify who cheats.



Test Set Construction Framework of C2LEVA

ÅWe additionally include data augmentation and contamination detection in passive prevention.

ÅData augmentation mitigates the data scarcity, e.g., crawling knowledge or human value-related 
data.

ÅContamination detection alleviates the contamination risk of crawling repurposed test data or LLM 
assistants generating training data.
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Task Taxonomy & Prevention Strategies
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Evaluated LLMs in C2LEVA 

ÅC2LEVA evaluates 15 LLMs 
from 11 organizations.

ÅC2LEVA evaluates both open-
source and proprietary LLMs.

ÅThe model size spans from 7B 
to 236B.
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Evaluation Results

ÅProprietary models generally surpass 
open-source ones.

ÅLarger models tend to outperform 
smaller ones.

ÅAlthough most proprietary models 
may perform well in English, their 
safety alignment often fails when 
testing in another language.
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Ablation Study
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The ranking of C2LEVA aligns with that 

of Chatbot Arena, which ranks LLMs by 

millions of anonymous human votes.

Significant performance drop after 

applying data watermarking indicates 

ample room for improvement.



Summary of C2LEVA

ÅC2LEVA studies a systematic strategy to prevent data contamination.

ÅThe high correlation between the rankings of C2LEVA and Chatbot Arena indicates its 
effectiveness.

ÅThe evaluation results of C2LEVA suggest a promising new active prevention direction for 
preventing data contamination.
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Applications of LLM Evaluation
Å Knowledge-Grounded Conversation

Å Multi -Hop Reasoning

Å Test-Time Scaling



Overview

ÅResearch Question #1: What contribute to a valuable LLM evaluation benchmark that delivers 
insight?

o LLMs are multi-task learners. Traditional task-specific test sets only offer an incomplete view of LLMs.

o Many confounding factors may have an impact on the evaluation results. How can we trust them?

ÅResearch Question #2: Given the evaluation results, how can we translate them into actionable 
techniques for improving LLMs?

o While this may look more like an art, there could be patterns emerged from use cases.

o The pattern we follow: interesting questions Ÿ evaluationresults Ÿ underlying challenges or 
opportunities Ÿ practical solutions.
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Knowledge-Grounded Conversation

ÅLLMs are trained on large-scale corpora, therefore acquire immense factual knowledge.

ÅWe would like to know what knowledge LLMs have learnt and how well they can express such 
knowledge.

ÅWe study this problem in knowledge-grounded conversation, where the model responds to a 
dialogue history using factual knowledge.
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Human Evaluation Metric
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Whether generated 

knowledge is hallucinated.

Whether LLMs can 

ñsummarizeò multiple 

facts.

We additionally verify 

generated knowledge with 

common sense.

Whether LLMs are simply 

a retriever  of pretraining 

data.



Human Evaluation Results
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~10% of 

generated 

knowledge is 

hallucinated.

>50% of factually correct cases are 

composed of multiple knowledge 

pieces, i.e., LLMs are not simply a 

retriever.

~50% of NEI 

claims could be 

verified by 

common sense.



Knowledge-Grounded Conversation System

ÅWe observe that large models could generate proper knowledge statements in most cases.

ÅCould this generated knowledge be a new knowledge source for knowledge-grounded conversation 
systems?
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Exploiting Generated Knowledge

ÅAs generated knowledge could contain hallucinated facts, we cannot directly inject it into the 
downstream task model.

ÅRather, we treat generated knowledge as pseudo reference to help ranking the knowledge 
candidates from the knowledge base.
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Response Generation Results
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ÅRanking with generated 

knowledge reduces the 

risk of hallucination.

ÅBut it also makes the 

response less 

interesting.

Å Incorporating generated 

knowledge results in a 

better results. 



Summary of Knowledge-Grounded Conversation

ÅLLMs can generate common sense and summarize facts by reasoning over them.

ÅGenerated knowledge helps to select more appropriate knowledge pieces for knowledge-grounded 
conversation, but has the risk of making the response less interesting.

ÅCompared to directly fine-tuning LLMs, leveraging generated knowledge offers interpretability 
and training efficiency.
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Multi -Hop Reasoning

ÅMulti -hop reasoning is questions where LLMs are required to reason over multiple relevant 
documents from a set of retrieved documents to get the answer.

ÅRecent work suggests that LLMs are vulnerable to noise within context, e.g., the performance is 
sensitive to the position of the relevant document in multi-document QA.

ÅIn multi-hop reasoning, we similarly observe a significant performance drop if more irrelevant 
documents are presented.
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Liu, et al. "Lost in the Middle: How Language Models Use Long Contexts."TACL (2024).



Reasoning with Attributions

ÅWe consider the problem to be beyond mere retrieval challenges, 
i.e., identifying the relevant documents in a long context, to include 
complications in effectively applying the retrieved knowledge.

ÅWe present Reasoning with Attributions, which decomposes a 
complex multi-hop question into two more manageable tasks:
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1. Pinpointing pertinent 
information within the context; 
and

2. Constructing well-founded 
claims based on that 
information

ÅWe present two instances: Chain-
of-Citation (CoC) and Chain-of-
Quote (CoQ)



Dataset Curation & Fine-Tuning

ÅSince open-source LLMs do not have the ability to generate 
attributions, we collect a training set.

ÅWe prompt ChatGPT to synthesize CoQ annotations on the training 
set of MuSiQue and use the ground-truth human annotations to filter 
out invalid generated annotations.

ÅManual examination reveals that 81% of the data are valid.
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ÅSince the data is scarce, we adopt 
multi-tasking and data 
augmentation:

o Distractor Sampling: Randomly 
inject a variable number of 
irrelevant documents;

o Document Shuffling: Reordering 
all documents randomly.


