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WebAssembly (Wasm)

AA binary instruction format

ADesigned as a portable compilation target for programming languages
A e.g., C/C++, Rust
AEnable various programs to be deployed in web browsers

AAdvantages
A Safe: Describes a sandboxed environment
AFast: Executes at near native speed
APortable: Executable across platforms
ACompact: Small binary size

WASM BROWSER




Wasm on the Sever Side

AAn isolation mechanism that outperforms traditional containers

Aln Cloud Environments
A Serverless computing
A Computational offloading

AOther Applications
AMicrocontrollers
ATrusted Execution Environments (TEES)
ASmart contracts

Aé




Server -side Wasm Workflow

AKey component: Standalone Wasm runtimes
ATranslate Wasm binary instructions to native machine code
AWasmtime, Wasmer, WasmEdge, é

SourceCode
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Performance Issues In Server-side Wasm

ASevere Impact

A Server-side apps are usually more
performance-sensitive

A short latency
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AFrequent Occurrence

A Standalone Wasm runtimes are more likely
to cause performance issues
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Impact of Performance Issues: A Real Case

Almpact of WasmEdge runtime latency on service throughput
AService: microservice-rust-mysg|
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A 30ms-latency will result in a 20% to 50% drop in service throughput!


https://github.com/second-state/microservice-rust-mysql
https://github.com/second-state/microservice-rust-mysql
https://github.com/second-state/microservice-rust-mysql
https://github.com/second-state/microservice-rust-mysql
https://github.com/second-state/microservice-rust-mysql

It is crucial to optimize performance for
Wasm runtimes!



https://github.com/second-state/microservice-rust-mysql
https://github.com/second-state/microservice-rust-mysql
https://github.com/second-state/microservice-rust-mysql
https://github.com/second-state/microservice-rust-mysql
https://github.com/second-state/microservice-rust-mysql

Performance Optimization for Wasm Runtimes

Question - How to effectively Test
performance issues in Wasm Runtimes?

—_ P
Question 2: How to Debug
performance issues in Wasm Runtimes?
| _ P |
oo Question 3: How to Accelerate
u performance for Wasm Runtimes?
— P
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Challenges & Solutions

AOur goal: Revealing performance issues in standalone Wasm runtimes

A Challenge: Hard to manually analyze each Wasm runtime

v

Solution: Adopt the idea of differential testing

A Challenge: Determine the oracle of performance issues

v

Solution: Propose an oracle ratio that reflects the systematic
performance gaps among different Wasm runtimes
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Approach: WarpDiff

Wasm Runtime Performance Diff erential Testing
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Phase 1: Performance Data Collection

ATest case selection

A Well supported by standalone Wasm runtimes (C/C++)

A More likely to trigger performance issues

AWasm code execution

A Compile to Wasm C Execute on different runtimes
A Ensure the correctness of the execution results

APerformance data recording

A Three running stages
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Phase 2: Abnormal Case ldentification

AKey insight: The execution time of the same test case on different Wasm runtimes

should follow a stable ratio (i.e., oracle ratio) in normal cases.

AHow to represent the execution time ratio?

A Vectorization for each test case

Ae.g., case x ran for 1s, 2s, 3s on three runtimes C
the vector of x is [1,2,3] C normalization

AHow to determine the oracle ratio?

A Take the center of all normalized vectors as the
estimated oracle ratio

A Calculate the distance between a case vector
and the estimated oracle ratio
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Phase 3: Performance Issue Location

AGoal: Locate the runtime in which the performance issue occurs

AAnalyze the impact of each runtime on the abnormal case E 5 i%
c: \i,’

A For each dimension in the case vector, adjust its value to make
the case vector closest to the estimated oracle ratio

A Record the adjustment value as deviation degree

Abnormal case 1
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issue 2

ATreat the runtime with the largest deviation degree as the
issue-related runtime Aonormal case 2

Issue Location
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Research Questions

RQ1: How does WarpDiff perform in identifying performance issues
In real-world standalone Wasm runtimes?

RQ2: What are the causes of the identified performance issues, and
how can we verify them?

RQ3: What is the computational overhead of differential testing in
WarpDiff ?




Experiment Settings

ATest cases

A 141 C/C++ programs from LLVM test suite
A Valid results on 123 programs

TABLE 1
INFORMATION OF OUR TEST CASES FROM THE LLVM TEST SUITE.

AWasm runtimes for testing

A Five Wasm runtimes with top popularity and
activity on GitHub

TABLE II
INFORMATION OF WASM RUNTIMES FOR TESTING.

Runtime #GitHub Stars® Test Version Execution Mode
Wasmer 15.1k 3.2.0 AQOT
Wasmtime 12.1k cli 8.0.0 AQOT
Wasm3 6k v0.5.0 Interpreter
WasmEdge 5.9k 0.12.0 AOT
WAMR 3.7k 1.1.2 Interpreter/AOT

Benchmark #Program #LOC" | Benchmark #Program #LOC"
Adobe-C++ 6 1,615 | Misc-C++ 7 1,322
BenchmarkGame 8 486 Misc-C++-EH 1 16,817
CoyoteBench 4 1,471 Polybench 30 4,364
Dhrystone 2 642 Shootout 14 573
Linpack 1 693 Shootout-C++ 25 783
McGill 4 956 SmallPT 1 96
Misc 27 5,052 | Stanford 11 1,135

| Total 141 36,005

* LOC: lines of code.

* Statistics of Github stars is by April 2023.
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RQ1: Identifying Performance Issues

ATop 10 abnormal cases
A Based on the descending order of the deviation degree of the issue-related runtime

TABLE II1
Deviation degree OF EACH RUNTIME SETTING ON THE TOP 10 ABNORMAL CASES.

Case Wasmer Wasmtime Wasm3 Wasm3_compile WasmEdge WAMR WAMR_AOT
BenchmarkGame/fasta.c 0.702 0.113 -0.248 -0.244 0.082 -0.270 0.081
Shootout/methcall.c -0.051 -0.028 -0.164 -0.164 0.502 0.044 -0.014
Shootout—-C++/methcall.cpp -0.036 -0.031 -0.126 -0.128 0.415 0.072 -0.009
Shootout/random.c 0.075 0.315 -0.060 -0.060 0.079 -0.026 0.101
Shootout-C++/random. cpp 0.096 0.309 -0.063 -0.063 0.098 -0.036 0.121
Polybench/2mm.c -0.038 -0.039 -0.151 -0.149 -0.035 0.268 0.003
Polybench/gemm.c -0.038 -0.041 -0.145 -0.153 -0.036 0.267 0.007
Polybench/3mm.c -0.037 -0.040 -0.145 -0.140 -0.034 0.261 0.005
Misc/flops-8.c -0.019 0.012 -0.142 -0.142 -0.009 0.251 0.015
Misc/flops-4.c 0.234 -0.003 -0.127 -0.127 -0.019 0.168 0.001

Performance issues are common in existing standalone Wasm runtimes.



RQ2: Case Analysis

AAbnormal stage location C Fine-grained cause location C Cause verification

TABLE IV
SUMMARY OF PERFORMANCE ISSUES RELATED TO THE 10 ABNORMAL CASES.

Case Related Runtime Issue ID Cause of Performance Issue Status
BenchmarkGame/fasta.c Wasmer #3784 Improper implementation of fd_write Confirmed
Misc/flops—-4.c Wasmer #3821 Version issue of the Cranelift code generator Confirmed
Shootout/methcall.c WasmEdge #2444 Improper handling when invoking function pointer Confirmed
Shootout-C++/methcall.cpp WasmEdge #2442 Improper handling of virtual function Confirmed
Shootout/random.c Wasmtime . Y .

Shootout—C++/random. cpp Wasmtime #6287 Insufficient optimization for division and modulo Confirmed
Polybench/2mm.c WAMR

Polybench/gemm.c WAMR #2175 Insufficient optimization for matrix multiplications Confirmed
Polybench/3mm.c WAMR

Misc/flops-8.c WAMR #2167 Insufficient optimization for complex arithmetic expressions  Confirmed

We summarize 7 performance issues for the 10 abnormal cases.
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Case Analysis: Wasmer

Alssue 1: Improper implementation of fd_write (#3784)

static void repeat fasta (char const *s, size t count) ({ #include <stdio.h>

size t pos = 0;

size_t len = strlen (s);
char *s2 = malloc (len + WIDTH):; int len = 50;
memcpy (s2, s, len); do {

count -= len;

memcpy (s2 + len, s, WIDTH);

putchar ('\n');
pos += line; int main() {
if (pos >= len) pos -= len; repeat (500000) ;
count -= line; return 0;
} while (count); }
e 2 (b) A new test case that can reproduce Issue #3784.

(a) Issue-related code snippet of fasta.c.

Alssue 2: Version issue of the Cranelift code generator (#3821)

static void repeat (int count) {

// decrease the value of count

printf ("%$d\n", count); // output the value of count

do {
size t line = MIN(WIDTH, count); } while (count >= 0);
fwrite (s2 + pos,1l,line,stdout); }

// invoke repeat() with parameter 500000

20



Issue Reports

Performance Issue in the fd_write Implementation #3784 [ tovice | Performance Issue related to Cranelift #3821 [ Nowissus |
hungryzzz opened this issue on Apr 19 - 7 comments

hungryzzz opened this issue on Apr 25 - 3 comments

% hungryzzz commented on Apr 19 - edited ~ Assignees
s (1) theduke -~
ummal ¢
ry & isen hungryzzz commented on Apr 25 Assignees
Hi, 1 run the g case in different Wasm being compiled by Esscripten ), and | find some performance & otitsen
differences between wasmer and other 3 runtimes: the execution time(collected by perf-tool, probe begins when starting to Labete Summary
execute the wasm code( inner_module_run in wasmer ) and end in sched:sched_process_exit ) in wasmer is 4x slower
than which in wasatine rity-medium ? question "
Hi, I run the attached case in different Wasm runtimes(after being compiled by Emscripten ), and | also find some Labels
« wasmer; 136486.78 us Projer performance differences between wasmer and other 3 runtimes: the execution time(collected by perf-tool, probe begins 7 question
rojects ?
+ wasmtime: 30420.03 us None yet when starting to execute the wasm code( inner_module_run in wasmer ) and end in sched:sched_process_exit ) in wasmer
* wmamadga(ACT): 231645 13 is 3.5x slower than which in wasmtime
+ Wamr(AOT): 20412.60 us Proj
Milestone rojeots
- * wasmer: 2271270.05 us
sinclude <stdto.h> o None yet
#include <sys/tine.h> v * wasmtime: 610519.54 us
. + wasmedge (AOT): 430803.42 us
Gl (et ) @l Derelopment < Milestane
L) « wamr (AOT): 4183585 us
No branches or pull requests -
static void repeatlint count) {
int len = 5 vax
do { Notifications Hardware & 0S
gettimeofdayi&tv, NULL);
. Subscribs
en; e - Ubuntu 20.04 Development
printf("sd\n, tv.tv_usec); You're not receiving notif this thread.
} while (count >= 0);

+ CPU:Intel(R) Core(TM) i5-8500T CPU @ 2.20GHz No branches or pull reguests

3 participants - Memory: 32GB
int main() {
repeat (s00000) ; L} Notifications Customize
return 8; w ‘ Emscripten
b L\ subscribe
+ emcc (Emscripten gec/clang-like replacement + linker emulating GNU Id) 3.1.24 You're not receiving notifications from this thread
(68a91990429e0bcibE3blcde68bad792554350a5)
Hardware & 0S clang version 16.0.0 (https://github.com/livm/llvm-project 277¢382760bf9575cfa2eac73d5ad1dbe1466d3f)
Target: wasm32-unknown-emscripten 4 participants
* Ubuntu 20.04 ) ) Thread model: posix
« CPU: Intel(R) Core(TM) i5-9500T CPU @ 2.206Hz

CWS "
= Memory: 32GB B

Wasm runtime version
Emscripten

wasmer: wasmer 3.2.0
« emcc (Emscripten gecjclang-like replacement + linker emulating GNU 1d) 3.1.24
(6829199042920DC1b63b1cde68bad792554350a5)
clang version 16.0.0 (https://git -project 27 1)
Target: wasm32-unknown-emscripten
Thread model: posix

wasmtime: wasmtime-cli 8.0.0

wasmedge: build from commit 381b7b280: &) d

wamr: iwasm 1.1.2

Wasm runtime version

Additional details

+ wasmer: wasmer 3.2.0-alpha.1
= wasmtime: wasmtime-cli 8.0.0

Ifind that both wasmer and wasmtime use the cranelift as default compiler. | guess maybe it's related to the different
- wasmedge: build from commit 38 version of cranelift. And then | try to use LLVM as the compiler ( wasmer run m ), | get the execution time
+ wamr: wasm 1.1.2 423130.01us , which show more relation to the current cranelift in wasmer.
Additional details So is it convenient to upgrade the version of current cranelift? Or how can | do it?
iind that it | comment the 10 (printf) in source code, the execution time of wasser Will be faster than wasatise , 5011y to flops-4.txt

replace the fd_write function to an empty funetion in the wasm binary just as following.

(©)

> ® hungryzzz added the | ? question  label on Apr 25

=] ‘ ptitSeb added this to the v4.0 milestone on Apr 25

a ‘ ptitSeb self-assigned this on Apr 25




Case Analysis: WasmEdge

Alssue 3: Improper handling when invoking function pointer (#2444)
Alssue 4: Improper handling of virtual function (#2442)

#include <stdio.h>

#include <stdlib.h>

typedef struct Toggle { // define a structure of Toggle
char state;
void (*activate) (struct Toggle);

} Toggle;

void toggle activate(Toggle this) { // activate the toggle
this.state = !this.state;

}

int main () {

int i, n = 1000000;

Toggle tog;

tog.state = 1;

tog.activate = toggle_activate;

for (i=0; i<n; i++)
tog.activate(tog); // invoke the function by pointer

// toggle activate(tog); // invoke the function directly
}
puts (tog.state ? "true\n" : "false\n");
return 0;

Fig. 5. Simplified methcall. c related to Issue #2444 of WasmEdge.



Case Analysis: Wasmtime

Alssue 5: Insufficient optimization for division and modulo (#6287)

inline double gen random(double
static long last = 42;

last = (last * IA + IC) % IM;
return( max * last / IM ); //
}

(a) Issue-related code

#include <stdio.h>

int main() {
int N = 10000000, last = 42;
while (N--) {
last = (last + 33) % 13;
}
printf ("%d\n", last);
return(0) ;

max) { // generate a random number

// compound operations of *, + and %
compound operations of * and /

snippet of random. c.

// compound operations of + and %

(b) A new test case that can reproduce Issue #6287.
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Case Analysis: WAMR

Alssue 6: Insufficient optimization for matrix multiplications (#2175)
Alssue 7: Insufficient optimization for complex arithmetic expressions (#2167)

fpragma SCOf
/* D := alpha*A*B*C + beta*D */
for (i = 0; i < _PB_NI; i++)
for (j = 0; j < _PB_NJ; j++)
{
tmp [1] (3] 0;
for (k = 0; k < _PB _NK; ++k)
tmp(i] [j] += alpha * A[i] [k] * B[k][]j]l; // alpha*A*B

for (i = 0; i < _PB_NI; i++)
for (j = 0; j < _PB_NL; j++)
{
D[i][j] *= beta; // beta*D
for (k = 0; k < PB NJ; ++k)
D[i] [j] += tmp[i] [k] * C[k][j]: // alpha*A*B*C + beta*D

Fig. 7. Issue-related code snippet of 2mm. c in Issue #2175 of WAMR.

piref / ( three * (double)m ),. /*********************/

s = 0.0; /* Loop 9. it
NP = OO’ /*********************/
for(i=1; i<=m-1; i++ )
{

u = (double)i * x;

W=u % u;

v = w*¥ (w* (w* (w* (w* (B6*w+B5) +B4) +B3) +B2) +B1) +one;

s = s + v*v*u* ((((((A6*w+A5) *w+A4) *w+A3) *w+A2) *w+Al) *w+one) ;

Fig. 8. Issue-related code snippet of f1ops—8. c in Issue #2167 of WAMR.
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RQ3: Computational Overhead

ARunning time of the differential testing part in WarpDiff
A With different numbers of runtime settings

TABLE V
COMPUTATIONAL OVERHEAD OF DIFFERENTIAL TESTING UNDER
DIFFERENT NUMBERS OF RUNTIME SETTINGS.

#Runtime | 2 3 4 5 6 7
Avg. Overhead (s) | 0.330 0476 0.604 0.735 0.845 0.966
Std. Deviation 0.026 0.039 0.047 0.058 0.044 0.037

The computational overhead of differential testing only
accounts for less than 0.01% of the whole process.
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WarpDiff: Summary

AThe first work identifying the significance of performance issues in server-side
Wasm applications

AA differential testing framework with an effective test oracle for identifying
performance issues

ARevealed 7 unknown performance issues  with comprehensive case analysis

Shuyao JiangRuiyingZeng,ZihaoRao,JiazhenGu, Yangfan Zhou, and Michael R. LyiRevealing Performance Issues in Server
side WebAssembly Runtimes via Differential Testingn Proceedings of th88th IEEE/ACM International Conference on Automated
Software Engineering (ASHp. 661672 Luxembourg, Luxembourg, Septembel 115 2023 [ASER3 1st author]
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Research Outline

TestOracleDesignfor Performance Testing [ASE®R3 st author]
Testing
Performance-guided TestCaseGeneration [SANERS, Ist author]
Performance
Optimization
Debugging Root CauseAnalysisfor Performancelssues [ICSER6, 2nd author]
Accelerating Runtime Architecture Optimization [FSERG, 1st author]

(Major Revision)
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Limitation of WarpDiff

AOnly use a small benchmark for testing
A 123 test programs

AWe need more high-quality test cases for further study
AWhat are high-quality test cases?
-- Tend to trigger performance issues in Wasm runtimes

AHowever, existing test case generation methods are NOT targeted at
Wasm runtime performance testing

ADifficult to improve testing efficiency

28



Goal & Challenges

AOur goal: Design an efficient test case generation approach for Wasm
runtime performance testing

A Challenge 1: Lack of sufficient prior knowledge about Wasm
runtime performance

A Challenge 2: Difficult to verify the quality of generated test
programs

29



Approach Design Insights

¥ Insight 1: Historical issue-triggering test programs contain information that
helps detect new issues.

Practice: Extract code snippets from historical abnormal cases, then insert
them in different contexts to generate new test programs.

I

Insight 2: The test oracle proposed by WarpDiff can inspire test program
guality verification.

Practice: Propose an indicator distinguishability

to guide test program
generation process.



Approach: WarpGen

Distinguishability -guided test program generation framework for Wasm
runtime performance testing
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Program Validity

AA critical challenge in program synthesis
AEnsure the validity of the synthesized program

Syntax Validity : The synthesized program should conform to the
syntax rules and be able to pass compilation.

Insertion Validity : The inserted operator should affect the behavior
of the seed program.



Data Preprocessing: Operator Extraction

A Sequential Operator
A A code block containing sequential statements without branches and loops.

ABranching Operator

A A code block containing conditional branching statements (i.e., if , else , and else if ),
Including conditions and corresponding code to be executed.

ALooping Operator
A A code block containing looping statements (i.e., for , while , and do- while ), including loop
conditions and loop bodies. It may contain nested loops.

AMixed Operator

A A code block containing a combination of
the above three operators. —
:
Implementation: Clang tool based on LLVM Project Pistinguishable
rograms Operator Pool



Data Preprocessing: Operator Extraction

A Context recording: Pre-context & Post-context

Pre-context Syntax Validity
All used variables (excluding Example
variables declared and assigned in
this block) and called functions ( {d=0 gl s ol §odemn )
(excluding standard library functions) = (double)i *
S S
in this block. = 5 + wik(wk(wk(wsk(wsk(B6%w+B5 ) +B4)+B3) +B2)+B1)+
}
. L Pre-context: Post-context:
Post -context Insertion Validity (m, x, B6, B5, B4, B3, B2, B1, one} i, 0, w, s

All variables assigned in this block

(excluding variables declared in this
block).



Data Preprocessing: Seed Profiling

AProfiling information: Variable Usage & Code Coverage

Variable Usage Syntax Validity

All the declared variables in the seed program
A Position of first declared

A Position of last used D
<//> . —
Seed
Programs
Code Coverage Insertion Validity :

Covered code lines during seed program
execution

[N AN
<> <>

AN AN
<> <>

Seed Pool
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Program Synthesis

AGiven an operator and a seed, synthesize a program by two steps

A Step 1: Insertion point selection

A Traverse the code lines recorded in the code coverage of the seed
A Collect the current context (local/global variables) of the seed

A Read the pre/post contexts of the operator to check whether this line is a valid insertion point
A Randomly select a valid insertion point

D B

A Step 2: Variable dependency handling s = 2L
A Replace the variable in the operator with Seod g Kk
another same-type variable in the seed st Seed Pool -, gﬂ
A Define a new variable —
= ew Program
0| 2 5| ~®—
Distinguishable

Programs Operator Pool



lteration Process: Program Quality Indicator

A Distinguishability (dist score)

The distinguishability {istscore)of a test program is the Euclidean distance between the
normalized vector of its execution time ratio (on Wasm runtimes to be tested) and the

normalized vector of the oracle ratia

——————————————————————————————————————————————————————————————————————

| >i —» —> ii -------------- i p
A Example . i - ii 01 . ‘il Wasmer I i
— [1’2’3] NOl‘ma“Ze > [0_17,0-33,0.5] i X @ @ _i_r _’E WasmEdge I_D’gabl_)f >TopN? i
A Oracle ratia O =[0.2,0.2,0.4] - E-gp® e T
A dist score(X) = EuDist(X,0) = 0.12 s 2. : |
I Program Synthesi n Program Quality Verificat

Goal of iteration: Identify top N distinguishable programs (i.e., programs with top N dist score.



Iteration Process: Initial lteration

Alnitial operators: Extracted from abnormal cases reported by WarpDiff

AFor each initial operator
A Insert it into a random seed --> new program
A Run the new program on several Wasm runtimes to calculate the dist score

A Collect the programs with top N dist scoreas distinguishable programs

AExtract operators from the distinguishable programs
A Add the new operators to the operator pool
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Iteration Process:. Follow-up lterations

AGoal: Find new test programs with higher distscorethan the previous top N

ATo improve the efficiency of iteration: Penalty Mechanism
A Assign a penalty(initial value = 0) for each operator

AEach time
A Randomly select an operator and a seed --> new program

A Calculate the dist scoreof the new program
A If dist score> previous top N: Mark as a new distinguishable program
A Else: penalty(of the selected operator) +1

AAn operator with penalty> M will be removed
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lteration Process: The Whole Process
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Research Questions

RQ1: How efficient is WarpGen to generate high-quality test programs?

RQ2: How effective is the distinguishabilityguided design in WarpGen?

RQ3: Can WarpGen detect new performance issues in Wasm runtimes?
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Experiment Settings

Runtime Language #Stars #Commits Version

AWasm runtimes for testing

Wasmer Rust 16.7k 16.3k 4273

. Wasmtime Rust 13.5k 12.5k cli 15.0.0
A Wasmer, Wasmtime, WasmEdge, WAMR WasmEdge  C/Cit oL 5 Ok i
WAMR C/C4++ 4.2k 1.5k 1.2.3

Alnitial Operators
A 271 operators from 20 abnormal cases reported by WarpDiff

ASeed programs
A 100 random C programs generated by Csmith

AParameters

A Oracle ratia Based on the average execution time on the seed programs
AN=20,M=5

ACompared Approaches
A Csmith : Random approach
A WarpGen -base : Do NOT update the operator pool and the top program set



RQ1: Efficiency of WarpGen

ATop 20 distscorefor each generated test program during the iteration process
A Minimal: The threshold for updating distinguishable programs
A Average: the average quality of distinguishable programs

TABLE 11
STATISTICS OF TOP 20 dist score WHEN WurpGen GENERATED DIFFERENT NUMBERS OF TEST PROGRAMS.
#Programs 20 50 80 110 140 170 200 230 260 290 320 350 380 410 436
Minimal 0.023 0.149 0208 0259 0.454 10454 0454 0454 0454 0454 0454 0458 0459 0459 0459
Average 0.145 0226 0266 0.392| 0462 (0462 0462 0462 0462 0462 0462 0479 0481 0481 0481

WarpGen can generate high-quality test programs with high efficiency.
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RQ2: Effectiveness of Guidance

AComparison of top 20 distscorefrom different approaches

A Csmith : Random approach
A WarpGen -base : Do NOT update the operator pool and the top program set
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WarpGen can generate test programs of higher quality and
more quickly than the baseline approaches.
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RQ3: New Performance Issues

Aldentify issues from the final top 20 distinguishable programs

TABLE III
PERFORMANCE ISSUES IDENTIFIED BY WarpGen.

ID Runtime Scenario Status
#7731  Wasmtime Floating-point (FP) arithmetic Fixed
#7732  Wasmtime Access of pointers to constant Confirmed
#7733 ~ Wasmtime  Increment operation in nested loops  Confirmed
#4378 Wasmer Operations on FP arrays Fixed
#4379 Wasmer Call of standard output functions Fixed
#4380 Wasmer Access of variable addresses Fixed
#2938 WAMR FP arithmetic Confirmed

WarpGen is effective to detect new performance issues in Wasm runtimes.




WarpGen : Summary

AThe first study on test case generation for Wasm runtime performance testing

AA distinguishability -guided framework that generates high-quality test cases to
trigger performance issues in Wasm runtimes

A Effective in performance issue detection in real-world Wasm runtimes

Shuyao JiangRuiyingZeng, Yangfan Zhou, and Michael Ryu. istinguishabilityguided Test Program Generation for
WebAssembly Runtime Performance Testingin Proceedings of th&82nd IEEE International Conference on Software Analysis,
Evolution and Reengineering (SANER), pf68-779, Montreal, QC, Canada, Mareh7, 2025 [SANERS, Ist author]



Research Outline
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[ASE®R3 st author]

[SANERRS, 1st author]
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Background

APerformance issues in Wasm runtimes are common and severe
A Performance debugging (i.e., root cause analysis of performance issues) is crucial

APerformance debugging for Wasm runtimes is difficult
A Performance issues in Wasm runtimes typically caused by suboptimal compilation
A Existing debugging methods can NOT solve this problem

AKey challenge
A 1dentify the specific suboptimal instruction sequences (slow code)
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Approach: WarpL

ACore idea: Compare original and mutated Wasm programs

e R
' =N = i 4©
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1 1
1. Fine-Grained Wasm 1 2. Functionally-Similar 1 3. Suboptimal Instruction
Bytecode Mutation 1 Mutant Selection 1 Sequences Isolation

1 1

A Fine-grained Mutation A Mutant Selection A Slow Code Isolation
A Mutate only one Wasm A Use an oracle runtime to filter A Compare machine code of
instruction per mutant invalid mutants original and selected mutant
A Type-aware mutation A Scoring each mutant A Generate report highlighting
A Ensures validity and similarity A Select the mutant with the differences

highest score
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Evaluation Results

A Tested on 12 real-world issues (Wasmtime, Wasmer, WasmEdge)
A WarpL identified slow code in 10/12 cases
A Helped diagnose 6 previously unknown issues

Table 2: WarpL’s result on 12 performance issues across three Wasm runtimes. "Succ?” shows whether WarpL successfully identifies
the exact slow code. "Rank" shows the ranking of the mutants that helps debugging successfully. "Ratio(B)" shows the ratio
of the execution time of the original program to that of the selected mutant in Buggy runtime. "Ratio(O)" shows the ratio
of the execution time of the original program to that of the selected mutant in Oracle runtime. "#MI(R)" shows the machine
instructions number of the Reduced Wasm program. "#MI(I)" shows the number of machine instructions Identifed by WarpL.

Issue’ | Buggy Runtime Oracle Runtime | Succ? | Rank Ratio(B) Ratio(0) | #MI(R) ~ #MI(I)

#001 Wasmtime:f10d66 ~ WasmEdge:dc2f26 | Yes 1st 7.77 1.01 39 2
#002 Wasmtime:d0cf46 ~ WasmEdge:dc2f26 | Yes 1st 2.00 1.00 96 1
#003 Wasmtime:7f7064 ~ WasmEdge:dc2f26 | Yes 1st 4.58 1.00 38 4
#004 Wasmtime:7f7064 ~ WasmEdge:dc2f26 | Yes 4th 1.84 1.00 177 25
#005 Wasmtime:c8b136 ~ WasmEdge:eaf8d0 | Yes 3rd 6.19 0.99 51 11
#006 Wasmtime:10d66 ~ WasmEdge:dc2f26 | Yes 1st 59.94 0.99 29

#7731 Wasmtime:6613ac ~ WasmEdge:dc2f26 | Yes 1st 6.81 1.00 35

#3784 Wasmer:148021 WasmEdge:dc2f26 | Yes 3rd 28.25 1.00 62

#2442 WasmEdge:dc2f26 ~ Wasmtime:7{7064 Yes 1st 1.51 0.99 135 35
#2963 | WasmEdge:gabc43  Wasmtime:d51b5a | Yes 2nd 1.68 112 37 4
#7973 | Wasmtime:6613acd WasmEdge:dc2f26 No - - - - -
#7745 | Wasmtime:6613acd ~WasmEdge:dc2f26 No - - o - B

" According to the double-blind reviewing policy, we temporarily hide some real Issue ID of performance issues.
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