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Wide Deployment of Deep Learning

ADNNSs are deployed in safety-critical applications

Self-Driving Medical Diagnosis



Robustness Problem

Tesla car in Autopilot mode



Deep Learning Testing

Almperative to identify the deficiencies before deployment
Almprove the robustness of DNNs

<\>

Testily C

Deployment
Stage




Adversarial Attacks

ADNNSs are vulnerable to adversarial examples (visual)
Ahuman imperceptible noise

IUPOndo'l

57.7% confidence



Adversarial Attacks

AAdversarial Attacks have two categories
white box/black box i access to the model structure & parameters

White-box Black-box




White-box Attacks

ATwo Obijectives
Amislead model
Akeep imperceptibility

f(*™) # f(z) stz —z"|_ <e



Fast Gradient Sign Method (FGSM)

max .J (x4, y) s.t. H:z: — :1:”‘{““ < €.
radv o

o = x4 € - sign(V,J(z,y:0)),



Black-box Attacks

AQuery-based
AApproximate gradient by queries
AHigh attack success rate

ATransfer-based

ADeploy white-box attack on a source model and transfer
samples

AHigh efficiency



Transfer-based Attacks

AAssumption: different models share similar features

White-box Attack

R >

Transfer-based Attack

Wrong Prediction _
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Limitations of Transfer-based Attacks

ALimited Transferability

AMeasure the attack success rate of the adversarial examples
to other models

ATransferability is limited when we transfer to models with
different structures (CNN & VIT)



Limitations of Transfer-based Attacks
ALow Imperceptibility

AKeep the label of the adversarial example consistent with the
original ground truth

Aldentify the lower bound of the model robustness

ATextual adversarial examples fail to keep the consistency



Limitations of Transfer-based Attacks
ANarrow Model Scope

APrevious adversarial attacks are limited to classification tasks,
such as image classifier

ADevelopment of generative models, we should analyze the
adversarial robustness of those generative models as well



Thesis Contribution

Topic 1: Adversarial Transferability

A Input Transformation[ CVPR6 2 3]

A Feature-level[ cVPR6 2 2]

Transferable

Adversarial Techniques Topic 2: Imperceptibility

A Semantics- and Domain-aware attack [ | J CAl 62 3]

Topic 3: Robustness of Generative Models

A On the Robustness of Latent Diffusion Models[ ( Submi t t o)



Outline

ATopic 1: Adversarial Transferability
ATopic 2: Imperceptibility
ATopic 3: Robustness of Generative Models

AConclusion & Future Work




Outline

ATopic 1: Adversarial Transferability
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Adversarial Transferability

AMeasure the effectiveness of transfer-based attacks
AOverfitting to source model

“%—

Wrong Prediction <

White-box Attack

Transfer-based Attack

Model B
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Adversarial Transferability

Alnput Transformation
AGradient Regularization
AModel Structure
AFeature-level



Input Transformation-based Approach

AAugment the gradient with image transformation
techniques

AScale Invariant Method (SIM)

_ 1 |
Jt+1 = — Z V;T?dv J( = :I:?ih'. ).



Motivation

Motivation

S I M 1 m—1 1 @ Target Image ® X
gr+1 = m Z VI?dv ](? .;I:?dl,' ), ® Augmented Image ® ¢ 0 X
. ) i, i} © Baseline Image g P ®
gii y :I??(h! — 2}—1 . il’-?dv + (1 — _)Lt) -0 @ Semantics | Semantics

Consistent Inconsistent

X@® ® 100X

Augment gradient along a linear path st
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Motivation

Drawbacks
Alimited augmentation path o et e o X,
augment diverse paths => diverse transformations ® Augmented Image o ® \ ° X
ASemantics-inconsistency ® Basclinc Imaze g~ _g—®
Semantics-inconsistency => meaningless gradient O Somanties ) Semanties
X® o oo—ox

SIM

We propose Path-Augmented Method



Augmentation Path Exploration

AFind baseline images
Anumerous images
Areduce search space => representative paths

@ Target Image ® Xi
® Augmented Image ® . o X
® Baseline [mage g P ®
o Semantics | Semantics
Consistent | Inconsistent
X0 o OO 0X

SIM



Augmentation Path Exploration

AAlign with SIM (origin)

Aconsider pure color => all the pixel values are the same
Adivide RGB channel into three parts [-1, 0, 1]

Awe have in total 33=27 paths



Augmentation Path Exploration

AUsage

Arank the 27 augmentation paths on an extra validation dataset
Arunning SIM on each augmentation path
Ameasure ASR on hold out model

AAugment top-k paths in a greedy manner



Semantics Preservation

AConstrain the augmentation length
APredict the decision boundary o T e o
ATop-1 prediction is consistent with GT =~ eawmensaimee o ‘\ o X

® Baseline Image ® P ®
@ Semantics Semantics
Consistent Inconsistent
X® o @ o—0X

SIM
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Semantics Preservation

ATrain a semantic predictor
Apredict semantic ratio

v, = SP(x) 2"+ (1—SP(x))-x

loss = || F(xy,y) — max F'(xp,y")
Y Fy

2

]

® Target Image

® Augmented Image

® Baseline Image ®

X®

o X1
. !
® ® X
. .

@ Semantics Semantics
Consistent Inconsistent
o 100X
SIM
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Path-Augmented Method

AEquation & Algorithm

Algorithm 1 Path-Augmented Method (PAM)

Require: A classifier f with parameter 6, loss function .J
Require: A clean example x with ground-truth label g
Require: Perturbation budget ¢, iteration number T'
Require: Augmentation path pools X’
i\ aduv 1 , Require: Semantic Predictor SP(-)
mt’ — o, Tt + (1 - _-)Tj "Ly Require: augmentation path number n and scale copies m
2i A J ¢ aug p P

_ e
o=

n—1m-—1 mﬁdv:m

1 .
RN Z Z VIE““' J(:C;’J?y) r=SP(z)
m-n 0 i—0 fort=0toT —1do
J Grad =0
for j = 1tondo
for i = 1tomdo
wy? = 5wt 4 (1= )y - @
Grad = Grad + V. J(z17, y;0)
end for
end for
23 = 287 + « - sign(Grad)
end for

Jt+1




Experiment

AExperiment Setup
ADataset: ImageNet

AModels: Inception-v3, Inception-v4, Inception-Resnet-v2 and
Resnet-v2

AEvaluation: Attack Success Rate



Experiment

AExperiment Results

Model | Attack |Inc-v3 Inc-v4 IncRes-v2 Res-v2 Inc-v3enes Inc-v3enss IncRes-v2aay Model Attack |Inc-v3 Inc-v4 IncRes-v2 Res-v2 Inc-v3enss Inc-v3enss IncRes-v2.4y
MI-FGSM100.0 44.1 431 351 132 132 6.2 SIM-DT | 990 857 803 751 676  63.1 46.0
SIM 100.0 69.9 67.7 63.2 36.7 314 17.5 .
Inc-v3 | VMI [100.0 71.7 671 599 363  31.0 17.8 Inc-v3 VM_I'DT 99.2 784 752 619 381 574 44.5
Admix |100.0 80.1 79.1 70.1 36.9 34.8 19.0 Admix-DT| 99.6 88.1 85.6 79.1 69.2 66.1 48.9
PAM [100.0 837 812 77.5 448 43.4 22.4 PAM-DT | 994 934 91.5 88.4 80.5 78.6 59.8
MI-FGSM| 55.1 99.6 467  41.6  16.1 15.0 1.8 SIM-DT | 86.4 98.4 84.2 77.9 69.9 67.1 56.1
SIM 81.2 995 73.8 68.7 47.2 44.6 29.1
Inc-v4 VMI 779 997 71.1 61.8 384 36.5 24.0 Inc-v4 VM_I_DT 814 984 76.4 67.0 8.8 6.7 49.8
PAM | 89.5 1000 845 80.5 573 54.5 34.7 PAM-DT | 93.9 99.7 91.5 87.2 80.1 78.1 65.2
MI-FGSM| 60.1 512 979 467 210 160 10.9 SIM-DT | 882 856 974 822 776 732 727
ke VMI | 786 734 o8 @6 and 90 38 | [cReswz| YMIDT 788 772 048 718 639 599 593
) Admix 87:7 85:3 99:1 80:4 61:4 54:6 47:3 ' Admix-DT| 88.2 87.4 08.2 84.0 80.0 75.4 71.8
PAM | 918 8.4 996 847 698 62.7 552 PAM-DT | 95.3 93.2 99.3 90.8 88.8 854 81.8
MI-FGSM| 572 514 487 992 242 224 127 SIM-DT | 85.8 809 R4.8 985 762 703 62.0
Reovs | vML oo ioe o3 oas ase  mo e Res.yo | VMIDT | 810 788 783 981 695 657 57.2
es-v . . . . . . . 5= . )
Admix | 803 756 761 098 455 40.8 215 Admix-DT| 89.0 85.5 86.2 99.9 78.2 73.1 64.5
PAM | 818 774 769 1000 53.1 47.0 33.2 PAM-DT | 90.0 86.8 88.0 99.5 84.4 80.6 71.8

Single Method

Composed Method
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Experiment

AAblation Study

Attack Successful Rate
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Number of Augmentation Path

Model IncRes-v2 Res-v2 Inc-v3.,4 IncRes-v2.4y
SIM 67.7 63.2 314 17.5
SIM+SP 68.3 64.3 32.5 18.3
SIM+paths 79.7 76.4 40.7 21.2
SIM+paths+SP (PAM)| 81.2 717.5 434 224
Components Analysis
5

e : )
;"‘ 9 e x
"/ -t.&\
, & e :
¥ ’ e
- =

=

I
5

Original

[
-

Image SIM SIM+SP

Visualization of Augmented Images
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Summary

Path-Augmented Method
AExplore diverse augmentation path
AAvoid augmenting on semantics-inconsistent part



Feature-level Attacks

AAIm to destroy intermediate feature representation
AModels share similar features

ARequire accurate feature representation measurement



Previous Approaches

AFeature-level Transfer-based attacks
ANeural Representation Distortion Method (NRDM)

Lnroym = || fr(@®) — fu(z)|

AFeature Disruptive Attack (FDA)

Lrpa =log(D(fr(z") | fr(x) < Cr(h,w)))
—log(D(fir(z*™) | fr(z) > Cr(h,w)))

AFeature Importancg(a\gvare Attack (FIA)
AE = x,t
© T Of(x)’

L(z*) = (A® fr(z*™)) .
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Motivation

ADrawbacks

ANRDM: views all neurons as important neurons
AFDA: only differentiates the polarity of neuron importance

AFIA: the back-propagated gradient suffers from the problem of
saturation

AWe propose to model the feature representation via
neuron attribution from attribution theory.




Neuron Attribution-based Attacks

AAttribution of input image x

35



Neuron Attribution-based Attacks

AAttribution of a layer y

36



Neuron Attribution-based Attacks

AZero Covariance approximation

T N?Z

1 OF oY
A~ — — (Yl T; — T, e ‘m )]
w5 3 (g 0 ) (-5 )
O(Hz Wz C)

1 «— OF 1 — Al Y
Ay, = |- Z: 5y W) Z: g(:r —70) 5, (@m)

O(1)
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Neuron Attribution-based Attacks

AWeighted Attribution

Ay=Y Ay = Ay TA(y;) =y —y') - TA(y).

Y€y Yi €y

wa, = Z fo(Ay;) =7 Z fr(=Ay,)-
Ay, >0 Ay, <0
Y€y Y€y
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Neuron Attribution-based Attacks

AEquation & Algorithm

min WA, s.t.

Iadtl

ma.d-v ‘ ‘

Algorithm 1 Neuron Attribution-based Attack

Require: classifier F', and target layer y
Require: positive and negative transformation function
fp(+) and f,(-), and hyperparameter v
Require: benign input  with label z
Require: perturbation budget € and iteration number 7'
Require: baseline image x’ and integrated step n
a=52§"=2,IA=0,90=0,p=1
form =1+ ndo
IA - IA+V.y(If+%(I_Ir))F(3;’ m,(L —r ))
end for
TA=TA/n
fort =0<«T17 —1do
A, =Ww—y) 1A
H"?A Zij >0 fp(A-yj) -7 Zij <0 f-n(_ij)

Yi €Y Yy
VWA,
gt+1 = - gt + Ve WAL,
dv dv
Ty = Chpx{:r?—k?l —a - sgn(ge+1)}

end for
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Experiment

AExperiment Setup
ADataset: ImageNet

AModels: Inception-v3, Inception-v4, Inception-Resnet-v2 and
Resnet-v2

AEvaluation: Attack Success Rate
ABaselines: MIM, NRDM, FDA, FIA



Experiment

AExperiment Results - Single

Model Attack | Inc-v3 Inc-v4 IncRes-v2 Res-v2 Inc-v3 IncRes-v2  Inc-v3  Inc-v3  IncRes-v2
adv adv ens3 ens4 ens3
MIM 100.0 41.1 399 32.7 229 19.3 16.0 16.5 8.1
NRDM | 90.9 61.3 539 50.8 26.6 18.7 9.8 10.3 5.1
Inc-v3 FDA 81.3 42.9 36.0 354 19.3 12.2 8.9 6.4 2.3
FIA 98.3 83.2 79.1 71.6 53.3 50.8 36.1 37.0 20.0
NAA 98.1 85.0 824 77.1 61.5 62.7 50.5 50.8 31.5
MIM 58.2 99.7 45.5 38.6 23.8 21.2 18.7 18.5 8.9
NRDM | 78.2 974 61.9 61.9 26.1 26.0 17.7 15.7 5.6
Inc-v4 FDA 84.8 99.6 71.9 68.7 27.9 259 184 17.2 73
FIA 84.1 95.7 78.6 72.0 45.3 473 38.0 37.2 19.4
NAA 86.0 96.5 81.0 75.5 524 56.0 50.5 49.4 30.8
MIM 59.5 51.0 99.2 42.3 25.3 30.9 21.8 23.7 12.7
NRDM | 71.0 66.8 77.3 57.8 343 29.6 16.2 23.8 194
IncRes-v2 FDA 69.3 67.7 78.3 56.3 36.4 29.8 16.2 22.3 17.9
FIA 81.6 77.1 88.7 71.0 63.8 65.0 49.8 46.6 34.1
NAA 82.4 78.0 93.0 74.4 64.9 67.1 60.0 56.7 47.5
MIM 54.1 47.5 453 99.4 26.4 25.1 242 25.3 12.4
NRDM | 73.6 70.9 58.8 90.4 30.5 30.3 23.7 19.9 9.5
Res-v2 FDA 83.9 84.1 73.9 89.1 51.2 42.9 27.9 23.6 11.5
FIA 83.0 81.6 78.4 98.9 58.2 58.2 49.1 449 29.3
NAA 85.9 85.0 83.6 08.2 66.1 69.8 61.6 59.2 46.7

Table 1. The attack success rates (%) on four undefended models and five adversarially trained models by various momentum optimization
based attacks. The adversarial examples are crafted on Inc-v3, Inc-v4, IncRes-v2, and Res-v2, respectively. The best result is in bold.



Experiment

AExperiment Results i Input Transformation

Model Attack Inc-v3 Inc-v4 IncRes-v2Z Res-v2 Ine-v3IncRes-v2 Inc-v3 Inc-v3  IncRes-v2

adv adv ens3 ensd ens3

MIM-PD 99.8 70.0 67.6 53.6 31.0 28.0 21.3 22.0 93
NRDM-PD 87.3 66.7 62.8 59.5 29.7 22.9 12.2 18.6 13.6

Inc-v3 FDA-PD 76.0 50.4 46.5 39.2 23.0 16.0 10.8 12.1 8.0
FIA-PD 98.7 87.2 86.1 80.1 59.8 57.1 38.5 37.3 21.5
NAA-PD 98.8 894 88.4 83.6 67.9 68.6 55.4 55.6 33.8

MIM-PD 81.4 99.3 72.0 59.4 30.6 28.8 23.9 24.5 12.5

NRDM-PD 38.8 97.0 80.2 78.4 34.2 35.0 21.3 19.2 8.6

Inc-v4 FDA-PD 914 99.2 87.1 82.2 36.6 38.0 21.9 20.9 9.1
FIA-PD 90.6 97.1 88.8 84.9 553 60.7 45.5 42.1 23.5
NAA-PD 91.5 97.7 89.7 86.5 61.3 87.9 55.4 53.6 34.4

MIM-PD 80.6 76.5 98.1 64.0 36.7 41.7 28.8 26.7 16.3
NRDM-PD | 76.5 75.4 79.6 66.3 40.8 323 18.6 30.6 26.0

IncRes-v2 FDA-PD 78.6 76.0 80.3 66.3 41.2 35.6 17.4 29.9 25.3
FIA-PD 85.1 79.9 90.9 76.5 66.9 66.7 49.7 44.9 31.9
NAA-PD 85.5 825 939 79.3 69.4 71.3 61.9 59.0 48.3

MIM-PD 31.8 76.7 75.7 99.4 42.0 44.5 36.3 34.3 18.1

NRDM-PD | 60.6 559 50.0 87.2 26.2 18.2 13.8 14.5 59

Res-v2 FDA-PD 64.7 60.1 56.5 92.1 28.7 21.5 13.6 15.5 7.1
FIA-PD 90.0 88.4 87.9 98.7 71.0 69.7 58.3 53.9 34.6
NAA-PD 92.0 90.7 90.3 98.7 76.0 78.9 72.4 68.0 52.8

Table 2. The attack success rates (%) on four undefended models and five adversarially trained models by various momentum optimization
based attacks with input transformations (PIM and DIM). The adversarial examples are crafted on Inc-v3, Inc-v4, IncRes-v2, and Res-v2,
respectively. The best result is in bold.



Experiment

AExperiment Results T Defense

Attack R&P NIPS-r3 FD ComDefend RS PGD Fast Average
MIM-PD | 224 28.8 62.5 59.5 314 426 33.6 40.1
NRDM-PD | 169 239 43.2 43.8 280 41.8 340 33.1
FDA-PD 16.3 23.1 37.0 37.7 27.8 415 305 30.6
FIA-PD 36.4 51.2 76.7 74.3 384 449 423 52.0
NAA-PD | 46.8 62.9 83.2 80.9 404 468 439 57.9

Table 3. The attack success rates (%) of the adversarial examples on seven advanced defense mechanisms. The adversarial examples are
generated on the Inc-v3 model. The best result is in bold.



Experiment

AAblation Study - Target Layer
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Figure 2. The attack success rates (%) of NAA under different
target layer settings.



Experiment

AAblation Study -
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Experiment

AAblation Study - Weighted Attribution
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Figure 4. The attack success rates (%) of NAA with different -~y fended models and adversarially trained models under different
values. combinations of transformation functions.



Experiment

Benign Image Source Model Attention Target Model Attention

Adversarial Image  Source Model Attention Target Model Attention

Figure 1. Visualization of model attentions on both the benign
image and adversarial image generated by our method. The atten-
tions of both the source model and target model change dramati-
cally on the adversarial image compared with the benign image.
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Summary

ANeuron Attribution-based Attacks
Amodel neuron importance by attribution method
Areduce computation complexity by approximation



Outline

ATopic 2: Imperceptibility
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Imperceptibility

ATextual adversarial examples

Prediction
| love this [movie] . Positive
| love this [performance] . Negative

Ground Truth

Positive

Positive

50



Process of Textual Adversarial Attacks

Alnput | love this movie . Positive

51



Process of Textual Adversarial Attacks

Alnput | love this movie . Positive
1. Identify the words to replace

| love this [movie] . | [love] this movie .



Process of Textual Adversarial Attacks

Alnput | love this movie . Positive
1. Identify the words to replace

| love this [movie] . | [love] this movie .

2. Generate substitution candidates
Movie => film, performance love => like



Process of Textual Adversarial Attacks

Alnput | love this movie . Positive
1. Identify the words to replace

| love this [movie] . | [love] this movie .
2. Generate substitution candidates

Movie => film, performance love => like

3. Query model

| love this [film] . Positive

| love this [performance] . Negative

| [like] this movie . Positive



Motivation

AWord-level adversarial attacks suffer from two drawbacks

Alnconsistent Semantics
AOut-of-domain Replacement

Aleading to low imperceptibility

Method Text Issue

Original ... rivals the top japanese animations of recent vintage . Inconsistent
BERT-Attack ... rivals the bottom japanese animations of recent vintage . Semantics
Ours ... rivals the high japanese animations of recent vintage .

Original the performances are immaculate , with roussillon providing comic relief .  Out-of-domain
BAE the finances are immaculate , with roussillon providing comic relief . Replacement
Ours the script are immaculate , with roussillon providing comic relief .

55



Motivation

AGoal: Adversarial examples are semantics- and domain-
aware

ARequirement: The generated candidates are semantics-
and domain-aware

ASolution: Train a semantics- and domain-aware LM to
generate high-quality replacements.



Semantics- and Domain-aware LM

Semantics- and Domain-aware LM

T

Semantics-aware LM Domain-aware LM



Semantics- and Domain-aware LM

Semantics- and Domain-aware LM

T

Semantics-aware LM Domain-aware LM

|

Contrastive Learning In-domain Pretraining




Semantics- and Domain-aware LM

Semantics- and Domain-aware LM

T

Semantics-aware LM Domain-aware LM

|

Contrastive Learning In-domain Pretraining

|

Contrastive Examples + Contrastive Loss Task-related E§<amples + MLM Loss




lterative Updating Framework

ABalance imperceptibility and effectiveness
Alnject randomness into the training process

Algorithm 4 Iterative Updating Framework

Require: Contrastive examples C, pre-training examples P
Require: Cycle number 7', total training epochs epoch
Require: MLM loss L., contrastive loss L,
for e = 1 + epoch do
randomly split C' and P into T parts
fori:=1+T do
update the language model on C; with L,
update the language model on P; with L.,
end for
end for

return well-trained language model




Experiment

AExperiment Setup
ADataset: Sentiment Analysis (MR/IMDB/SST-2)
Natural Language Inference (MNLI/SNLI)
AModels: BiLSTM, BERT, DistiiBERT
AEvaluation: Attack Success Rate, Query, perturbed percentage
ABaselines: Text Fooler, PWWS, BAE, BERT-Attack



Experiment

AEffectiveness

Dataset | Attack BiLSTM BERT DistilBERT
ASR  Query PP | ASR Query PP | ASR Query PP
PWWS 61.5 69.7 20.0 | 51.8 62.4 16.0 | 57.3 70.2 19.2
TextFooler 81.7 58.6 115 | 634 584  20.8 | 63.3 62.4 13.0
MR BAE 68.0 574 11.8 | 564 63.9 13.5 | 61.5 59.7 12.2
BERT-Attack | 70.3 67.6 10.7 | 554 58.6 122 | 64.0 65.1 10.3
Ours 823 535 103 | 654 576 11.8 | 69.4 543 10.1
PWWS 54.8 397 4.5 | 393 355 55 | 544 397 4.5
TextFooler 73.4 289 2.5 | 492 331 36 | 68.3 296 2.8
IMDB BAE 58.9 288 3.0 | 433 325 4.1 67.8 376 34
BERT-Attack | 66.0 298 22 | 424 315 24 | 65.1 203 2.0
Ours 75.7 265 2.2 | 595 331 24 | 73.6 270 1.6
PWWS 64.0 68.7 19.0 | 54.0 59.7 16.4 | 59.1 69.6 21.4
TextFooler 76.0 59.8 13.0 | 68.0 524 210 | 67.1 61.9 13.3
SST-2 BAE 68.0 56.5 124 | 586 608 129 | 60.8 592 128
BERT-Attack | 68.3 65.8 114 | 64.8 68.8 11.1 | 67.0 65.8 10.8
Ours 754 517 10.7 | 68.7 504 109 | 70.1 51.8 10.6
PWWS 57.2 73.3 9.5 69.6 66.0 9.0 64.1 76.7 11.6
TextFooler 75.3 63.5 5.5 | 83.6 58.3 83 | 76.6 62.8 7.0
MNLI BAE 73.9 63.9 5.7 80.2 61.8 6.9 77.9 62.1 6.9
BERT-Attack | 80.2 70.0 5.0 86.3 679 5.5 84.8 70.3 54
Ours 81.7 63.0 52 | 873 613 54 | 864 628 5.4
PWWS 77.8 74.0 9.7 77.6 57.0 114 | 76.8 74.2 10.9
TextFooler 93.3 56.8 6.6 | 929 54.3 7.1 | 90.9 53.4 7.0
SNLI BAE 83.6 56.2 65 | 769 52.9 74 | 76.1 52.3 7.6
BERT-Attack | 93.7 66.3 59 | 91.0 647 6.1 | 91.2 663 5.9
Ours 94.3 583 59 | 9229 521 59 | 91.8 523 5.8
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Experiment

Almperceptibility

Dataset Victim Model BiLSTM BERT DistilBERT
Attacks Syn Sem Syn Sem Syn Sem
PWWS 0.123 0.567 | 0.171 0.738 | 0.119 0.543
TextFooler 0.144 0.633 | 0.169 0.737 | 0.140 0.598
MR BAE 0.146 0.600 | 0.163 0.654 | 0.143 0.583
BERT-Attack | 0.144 0.624 | 0.165 0.686 | 0.142 0.599
Ours 0.151 0.647 | 0.176 0.792 | 0.147 0.742
PWWS 0.118 0.577 | 0.134 0.504 | 0.122 0.547
TextFooler 0.150 0.660 | 0.139 0.635 | 0.144 0.589
SST-2 | BAE 0.147 0.564 | 0.140 0.527 | 0.141 0.529
BERT-Attack | 0.148 0.623 | 0.139 0.581 | 0.141 0.588
Ours 0.153 0.670 | 0.144 0.707 | 0.145 0.727
PWWS 0.161 0.770 | 0.167 0.741 | 0.146 0.741
TextFooler 0.185 0.885 | 0.178 0.932 | 0.180 0.835
MNLI | BAE 0.185 0.864 | 0.180 0.902 | 0.182 0.849
BERT-Attack | 0.183 0.937 | 0.179 0.933 | 0.181 0.920
Ours 0.188 0.957 | 0.180 0.948 | 0.188 0.937
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Experiment

AAblation Study

Methods ASR | Syn Sem
Init 56.4 | 0.164 | 0.654
Ly (MNLI) | 57.1 | 0.141 | 0.677
Lynim 56.7 | 0.181 | 0.688
Lsery + L, | 60.6 | 0.179 | 0.848
Ours 654 | 0.176 | 0.792

Components Analysis

Method Top-10 Candidates
Original the performances are immaculate , with roussillon providing comic relief .
BAE performance, time, credit, work, role, performances, impression, experience, job, billing
Ours w/o Iterative performance, job, role, award, oscar, career, performances, title, awards, debut
Ours characters, actors, effects, scenes, films, acting, performances, movies, director, directing

Visualization of generated candidates
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Summary

ASemantics- and Domain-aware Attacks

Adeploy contrastive learning and in-domain pre-training to
Improve the imperceptibility of word-level adversarial attacks.

Adevelop an iterative updating framework to properly combine
contrastive learning and in-domain pre-training.



Outline

ATopic 3: Robustness of Generative Models

66



Diffusion Model

Forward diffusion: a Markov chain with Gaussian kernel with 1000 steps typically

Data distribution

Gaussian noise

’l("" q(x‘):.\'(x"n.l)

Simple forward kernel ¢ (x“x* V) = A7 (x"x" Y- 5 1)
—_— —

Decay towards origin Add small noise

Backward diffusion: a Markov chain with learnable Gaussian kernel

_ Gaussian prior

Learn to denoise p(x™) =& (x™;0,1)
Learnable reverse kernel p(x V) =N (x“0; £, (xt), £ (x0.t))
————

Learned drift and covariance functions
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Latent Diffusion Model

Al atent Diffusion Models (LDM)
AConditioning i image editing

Pixel Space

/T Latent Space
£ _..I— Diffusion Process —)I
Denoising U-Net €y

oL

denoising step crossattention  switc
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Workflow of Latent Diffusion Models

“An artwork of a banana split in a plastic bowl]”

——— Post
Encoder | Quant
| gelf Cross
Resnet = - =+ FF |
I Attn Aftn |
Qunt | Transformer Block | et
Encoding Denoising Decoding

PSS |

Image Variation Diffusion Model

“An image of a banana split with spoons in a glass bowl”

___________ Post
Encoder | | Quant
Self Cross
Resnet > atn ™ Am * FF | oo
Qs | _ Transformer Block _ |
Encoding Denoising Decoding

S |

Image Inpainting Diffusion Model
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Intermediate Block Analysis

ALDM edits the image x based on the prompt p

y = f(z,p)
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Intermediate Block Analysis

ALDM edits the image x based on the prompt p

y = f(z,p)
AFind an adversarial image to mislead the human judgement

AOracle is the human judgement on the similarity between edited
Image and prompt

aduv aduv
¥,

Oracle(y*®,p) = False. y* = f(z*“, p)



Intermediate Block Analysis

Alt is hard to directly optimize such problem



Intermediate Block Analysis

Alt is hard to directly optimize such problem

ALDM decodes the latent for generating images

Alf we distort the latent, the generated images will be largely
Influenced



Intermediate Block Analysis

Alt is hard to directly optimize such problem

ALDM decodes the latent for generating images

Alf we distort the latent, the generated images will be largely
Influenced

APropose to attack the hidden representations
AAnalyze the vulnerability of each component

adv

max Hf.m(:zj,p) — fm (2 p)H2 s.t. HIL‘ — :I;(Ld’”|}oo < €.

:—L.adv



Dataset Construction

i Coco Dataset . .
; Images High-Quality
Images
Image
Human Variation
Evaluation Dataset

High-Quality
Prompts

Prompt

(8 ey — Prompts -
Filter

Captions

Figure 3: The automatic dataset construction pipeline for image variation diffusion model.

Pipeline Image variation

The pipeline generates pairs of images and text prompts. Since the image caption task of the coco
dataset consists of 5 human descriptions per image, we can modify each description a little bit to a
text prompt without changing the main entity. Therefore, we can directly utilize the images {rom the
coco dataset and change the corresponding captions to form the image variation dataset.

Step 1: Data Preprocessing. The images from the coco dataset are sampled from the real world, but
the contents in the image are complex, and sometimes the main entity is not clear. With the aim of
selecting the images with clear main entities, we first rank the images based on the average CLIP
score [19] between the image and each of the image captions. 10% of the images are selected to
form the dataset. Afterward, we select the top 3 captions for each image based on the CLIP score to
guarantee the high-quality of image captions. As a result, we obtain 500 high-quality images and
three high-quality captions per image.

Step 2: Prompt Generation. In order to automatically modify the image caption to the text prompt,
we deploy the strong power of the large language model [20, 21] for modifying the captions. We query
the ChatGPT (GPT 3.5 version) by the following question “Please modify the following sentence
<XXX> to generate 5 similar scenes without changing the entities.” to generate 5 text prompts per
image caption. For the purpose of successful image editing, we rank and select the top-5 text prompts

by the CLIP score between the generated prompt and the output image of Stable Diffusion V1-5 [3].

Finally, we obtain five high-quality text prompts per image.

Extra Step: Human Evaluation. A human volunteer is asked to rank the data pair based on the
visual performance of the generated images and the coherence between the generated image and the

prompt. Finally, the top-100 images are selected, and there are 100*5=500 data pairs for the dataset.
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Dataset Construction

Coco Dataset

Segmentations —> Mai].lEmity Foreground ___, Cropped __
: Finder Masks Masks
High-Quality Image Cropped Human Image
Images Cropper Images Evaluation Inpainting
Dataset
High-Quality
Prompts

Figure 4: The automatic dataset construction pipeline for image inpainting diffusion model.

Pipeline Image Inpainting

Image inpainting pipeline generates triplets of image, prompt and mask. The mask covers the region
of the main entity, and the diffusion models change the remaining part of the image with the guidance
of the prompt. We utilize the bounding box in the detection task to discover the main entity of the
image and employ the segmentation task to directly achieve the mask of the main entity. The detailed
steps for the dataset construction are followed.

Step 1: Data Preprocessing. The same to pipeline image variation.
Step 2: Prompt Generation. The same to pipeline image variation.

Step 3: Main Entity Finder. We assume the size of the main entity as well as the similarity between
the main entity and the image should be large. Based on the first assumption, the top-5 large objects
in the image have the potential to be the main entity. Then, We select the object with the highest CLIP
score between the image and each category of the potential object to be the main entity. Besides, if
other top-5 objects have the same category as the main entity, we consider there are multiple main
entities inside the image, and we take the union of their masks.

Step 4: Image Cropper. To avoid the diffusion models being unaware of the main entity, we
should guarantee the main entity object takes a large region in the image. Therefore, we adaptively
center-crop the image based on the size of the main entity.

Extra Step: Human Evaluation. The same to pipeline image variation.

76



Dataset Constructi

Prompts

“A depiction of spoons and whipped cream on a classic banana split served in a traditional way.”
“An artwork of a banana split in a plastic bowl.”

“A depiction of a banana split in a plastic bowl on a canvas.”

“An image of a banana split with spoons in a glass bowl."

“An image of a traditional banana split with whipped cream and spoons.”

“Sound asleep, the cat is curled up in a circular tin."
“Curled up and dozing off, the cat has made a round tin its new bed.”

“The sight of a cat sleeping soundly in a bowl on the ground is enough to make anyone feel cozy."

“A bowl on the ground is transformed into a cozy bed for a cat catching some z's.”
“A bowl on the ground serves as the perfect bed for a sleepy cat taking a nap.”

Prompts

“A depiction of spoons and whipped cream on a classic banana split served in a traditional way."

“An artwork of a banana split in a plastic bowl.”

“A depiction of a banana split in a plastic bowl on a canvas.”

“An image of a banana split with spoons in a glass bowl.”

“An image of a traditional banana split with whipped cream and spoons.”

“A group of people enjoying a bright kite flying in the recreational area”
“The park filled with the sight of a colorful kite gliding through the air.”
“A team of people gathered on a field, launching a vivid kite into the air."
“Several persons on a field, holding a vibrant kite and gazing at the sky."
“A cluster of individuals holding a bright kite on a grassy plain.”

77



Experiments

ATarget Model
Almage Variation: SDv1-4, SDv1-5, SDv2-1, Instruct-pix2pix
Almage Inpainting: SDv1-5, SDv2-1

AMetric
AGeneration Quality: FID, IS
Almage-level Disruption: PSNR,SSIM,MSSSIM (image + image)
Almage Text Disruption: CLIP (image + text)

AParameter

AA fixed random seed, Budget 0.1, Iteration 15, Step 15 for
attack & 100 for inference




Experiments

AWhite-box performance

Gaussian Encoding

Table 1: The attacking performance against different modules inside SD-v1-5 image variation model
by various measurement. The best results are marked in bold.
Module | CLIP PSNR SSIM MSSSIM  FID IS
Encoder | 33.82 15.58 0.226 0.485 172.5 15.05
Quant 3454  16.19 0.250 0.533 168.2 15.77
Resnet 2989 1182 0.076 0.270 206.3 1693
Self Attn | 32.37 1491 0.108 0.305 206.2 12.19
Cross Attn | 3448 16.22  0.250 0.557 171.3 15.24
FF 31.72 13.49 0.096 0.290 190.1 17.33
Post Quant | 33.17 13.39 0.169 0.402 2028 17.0
Decoder | 34.14 15.05 0.223 0.509 184.0 20.59
Gaussian | 34.18 1549 0.198 0.510 179.0 1541 . . bl
Benign | 3474 oo 1000 1.000 167.9 19.86 Gonenited IRRegs

Figure 5: Visualization of adversarial images and their output of the SD-v1-5 image variation model
with the prompt "An artwork of a banana split in a plastic bowl".

Findings

1. Denoising process is more susceptible to adversarial attacks.
2. Resnet Is more vulnerable than attention modules and FF.

3. Cross-attention is robust.
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Experiments

AWhite-box performance

Table 2: The white-box attacking performance against different image variation diffusion models by
various measurement. The best results are marked in bold.
Model Module | CLIP PSNR SSIM MSSSIM  FID 1S
Encoding | 34.09 1547 0.225 0.485 1727 158
Unet 30.93 12.23  0.080 0.288 1934 198
SD-v1-4 | Decoding | 33.00 13.30 0.168 0.405 190.1 145
Gaussian | 34.05 1542 0.199 0.509 1744 198
Benign | 34.54 o0 1.000 1.000 1745 198
Encoding | 33.82 15.58 0.226 0.485 1725  15.05
Unet 29.89 11.82 0.076 0.270 206.3 16.93
SD-v1-5 | Decoding | 33.17 13.39 0.169 0.402 202.8 17.00
Gaussian | 34.18 1549 0.198 0.510 179.0 1541
Benign | 34.74 o0 1.000 1.000 1679 19.86
Encoding | 30.62 14.13 0.156 0.392 217.8  10.39
Unet 2798 1225 0.111 0.314 2174 13.57
SD-v2-1 | Decoding | 27.61 12.30 0.111 0.317 2122 13.93
Gaussian | 31.77 13.70 0.156 0.425 202.6 14.68
Benign | 32.03 o0 1.000 1.000 201.8 13.74
Encoding | 33.94 9.89  0.125 0.338 180.9 16.06
Unet 31.65 11.87 0.153 0.399 1758 17.46
Instruct | Decoding | 33.75 9.81 0.146 0.364 167.9 20.86
Gaussian | 33.98 12.13  0.197 0.457 167.9 20.86
Benign | 34.45 00 1.000 1.000 153.75 22.89

Findings
1.LDMs are susceptible to adversarial attacks, especially denoising process.
2. Instruct-pix2pix is more robust than SD




Experiments

"The pigeon is dining from a bread bowl, savoring every bite."

"A bowl on the ground is transformed into a cozy bed for a cat catchi

BULY R

ng some z’s."
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Experiments

AWhite-box (image inpainting)

Table 6: The attacking performance against different modules inside the SD-v1-5 image inpainting Table 7: The white-box attacking performance against different image inpainting diffusion models.
model. The best results are marked in bold. The best results are marked in bold.
Module CLIP PSNR SSIM MSSSIM FID IS Model Module | CLIP PSNR SSIM MSSSIM  FID IS
Encoder | 33.04 14.33 0.255 0.538 174.8 17.69 Encoding | 33.04 1433 0.255 0.538 174.8 17.69
Quant 34.05 14.83 0.271 0.572 155.6 24.25 Unet 3344 1353 0219 0495 1723  14.82
Resnet 3344 13.53  0.219 0.495 172.3 14.82 SD-v1-5 | Decoding | 33.69 13.29 0.248 0.520 166.3 21.65
Self Attn | 33.61 13.89 0.220 0.500 162.2  18.99 Gaussian | 3431 1595 0316  0.628 161.1 15.78
Cross Attn | 33.50 14.82 0.275 0.572 154.6 2393 Benign | 3440 oo 1.000 1.000 156.4 2245
FF 3357 1427 0.221 0.500 1624 2097 Encoding | 33.62 1424 0.268  0.542 184.3 13.74
Post Quant | 33.69 13.29 0.248 0.520 166.3  21.65 Unet 3398 13.75 0252 0.524 174.1 17.83
Decoder | 34.17 15.07 0.282 0.594 155.7 24.73 SD-v2-1 | Decoding | 34.20 13.86 0.270  0.542 168.7 19.00
Gaussian | 3431 1595 0316 0628  161.1 19.78 Gaussian | 34.66 1597 0334  0.635 1557 22.88
Benign 344 oo 1.000 1000 1564 2245 Benign | 3488 oo 1.000  1.000 1530 23.56




