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How Well Can LLMs Echo Us?
Evaluating AI Chatbots’ Role-Play Ability with ECHO
(Submitted to the Conference on Language Modeling (COLM))



ECHO



ECHO (Auto Evaluation)

Humans Background Information Role-Play LLMs

Strong LLMs



ECHO (Auto Evaluation)
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Finalised Imitation Architecture



Finalised Imitation Architecture



Fine Tuning Method

● Using OpenAI’s official Fine 
Tuning Method

OpenAI Fine-Tuning

One of the training dataset
Training process in fine tuning gpt-3.5-turbo



Fine Tuning result



Fine Tuning result

Thinking and Thought Strategy



Fine Tuning result

Words Style Representing



Fine Tuning Method

● Mistral-7B model for 
training and testing on 
colab

● Using Unsloth library for:
- Faster training and 

inference speeds
- Loading with 4bit 

quantization
- Using LoRA and PEFT
- Training with SFTTrainer

LoRA Fine-Tuning

One of the training dataset



Fine Tune result

Final Result Using LoRA to Fine Tune
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Goals of the application

● The Role Playing LLM is able to 
mimic a celebrity and post their 
reviews on recent news with 
images

● The content is able to reveal a 
unique view from the celebrity
with his/her writing style



Posting Platform



Posting Platform



Posting Platform



Overview

● There are some problems in 
original LangChain Framework:

- Does not support cyclic structure
- Hard to define clear endpoint
- Hard to trace errors.

Based on that, we moved to LangGraph 
framework

High-Level Design of the Application

Celebrities
expertise

Fetch News

Generate 
Image

Keywords

Summarise

Critique

Format

Post

Trigger

News Fetching 
System

Data Augmentation 
System

Article Enhancement 
System

Image Generating
System

Layout Finalizing
System



News Fetching System

● Doing web scraping from 
BBC News RSS feed

● Each time collect the results 
from the latest week, then LLM 
will select the most suitable one 
based on celebrities’ expertise.

BBC News RSS feed



News Fetched Result

Example of fetched news results
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Data Augmentation System

● Often limited in scope and cannot be extended, especially with 
domain-specific jargon and pronouns.

● Leads to suboptimal results if the content does not cover the 
knowledge domain.

● People will not understand those content and hence not interested.

● Aim to make the content self-contained and understandable for all 
readers.



Data Augmentation System

● Workflow:
1. Identifying 10 complex terms challenging for high school students
2. Using Bing Search agent for external information
3. Integrating fetched data with original content
4. Enhance the article with links for supplementary data

● Extends article content and enhances educational value.
● Enhances for deeper context and supplementary data.



Data Augmentation System

Keys

Questions
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Article Enhancement System
● Inspired by the concept in 

Generative Adversarial 
Networks (GANs)

● Containing summarize and a 
critique agent.

● The summarize agent will 
combined with imitation 
prototype.

● Reflect the preferences of the 
celebrity based on their words 
and thoughts

Work flow of article enhancement system
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Image Generator System
● The  fine-tuned stable diffusion model 

implement in last semester has 
problems:

- Demands extensive GPU resources
- Fine-tuning is too long (3hs) and for 

one celebrity only.

● Using Dall-e-3 api for fast and GPU free 
generation.

● Also need to design the prompt to 
prevent generating generic or vague 
images.

Part of guidelines for generating 
prompt for Dall-e-3



Image Generator System - Workflow
● Goal: Generating Images + 

textural information for later 
insertion into the article

● The GPT4 api can only read 
the text input only

● Key Point: generate textual 
descriptions of images 
before creating the images.

● Those description can be 
captions and guide the 
Layout Finalizing System to 
do image insertion.

Workflow of Image generator system



Image result

Generated images of SMR ( Small Modular Reactor ) machine using old (left) and new (right) prompts
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Layout Finalizing System

● Preparing and optimizing 
the content when posting 
on Medium.

● Consist of 5 parts:
- Converting to HTML 

content
- Inserting Images
- Generating external

links
- Generating Tags
- Posting using API
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Detailed Architecture of the Overall System Design
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Conclusion
● Developed to mimic celebrity personalities using natural language 

processing.

● Skillfully replicates unique communication styles and thought patterns.

● Continuously enhanced through strategic refinements based on 
comprehensive research.

● Enabled automated generation and posting of articles in celebrity 
voices.

● Expand to function across various platforms with enhanced interactive 
features.

● Make the technology more accessible and engaging for users.
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Appendix

Baselines’ Success Rate Radar Graph



Fine Tuning HyperParameters

Some augments in PEFT, LoRA and SFTTrainer



Data Augmentation
1. 人工智慧資料中心面臨哪些具體挑戰需要使用核反應器？
2. 小型模組化反應器（SMR）在發電和安全方面與傳統核反應器有何不同？
3. 為什麼資料中心被認為是部署SMR 的主要候選者？
4. 將 SMR 整合到資料中心會帶來哪些環境和安全問題？
5. 人工智慧資料中心的功耗與傳統資料中心相比如何？
6. SMR 技術目前正在取得哪些進展，哪些公司正在引領這些發展？
7. 人工智慧在增加資料中心的電力需求方面發揮什麼作用？
8. 資料中心使用核電相對於再生能源有哪些潛在的好處和缺點？
9. 大學和研究機構如何為SMR 技術的發展和理解做出貢獻？
10. SMR 商業營運的時間表是什麼？這如何滿足人工智慧資料中心不斷增長的電力需求？
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